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BERTopic-Based Topic Modeling and Knowledge Graph Framework for Semantic Mapping of the 

Scoliosis Literature 

Abstract 

This study proposes a semantic framework that integrates topic modeling and knowledge graph 

approaches to comprehensively analyze the conceptual and structural evolution of scoliosis research 

over the past twenty-five years. A large compilation of 31,836 English abstracts published between 

2000 and 2025 from the Scopus database was used. In the first stage, latent research themes in the 

literature were identified using the BERTopic method based on contextual language representations. 

Subsequently, a topic-sensitive knowledge graph was constructed using semantic relationships 

automatically extracted from the abstracts, thereby bringing together latent thematic structures and 

explicit relational knowledge. Semantic similarities between topics were analyzed using embedding-

based metrics, while temporal analyses revealed the dynamics of research theme intensity and 

diversification. Findings indicate that scoliosis research is organized around a central core of clinical 

and methodological themes, alongside more specialized and interdisciplinary themes that emerged 

over time. Sample-based validation using a relation-wise stratified protocol (50 triplets per relation 

type), combined with automated confidence-based pre-labeling and manual adjudication, 

demonstrated relation-specific precision ranging from 0.78 to 0.92, with an overall precision of 0.85. 

By combining machine learning with knowledge representation approaches, the study provides an 

integrated and reproducible framework for the scalable and interpretable analysis of biomedical 

literature. 
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1.Introduction 

Over the past two decades, scoliosis research has expanded substantially, reflecting the multifactorial 

and multidisciplinary nature of the condition. Investigations now span a broad spectrum, including 

epidemiology, radiological assessment, biomechanics, conservative treatment strategies such as 

bracing, surgical techniques, outcome evaluation, and emerging computational approaches. This rapid 

growth has resulted in a highly heterogeneous body of literature, where clinical, engineering, and data-

driven perspectives coexist but are often weakly integrated. As a consequence, synthesizing the 

evolving knowledge landscape of scoliosis has become increasingly challenging, even for domain 

experts, due to the sheer volume of publications and the diversity of conceptual frameworks employed 

across subfields [1], [2].  

Traditional bibliometric approaches have frequently been employed to obtain a macroscopic overview 

of scientific activity in scoliosis research. Citation counts, co-authorship networks, and journal-based 

metrics have provided valuable insights into research productivity, collaboration patterns, and 

influential publications [3], [4]. However, these methods primarily focus on structural or quantitative 

aspects of scholarly communication and remain largely agnostic to the semantic content of the 

literature. As a result, they offer limited support for understanding what is being studied, how concepts 

are related, and why certain research themes emerge or decline over time. In clinically complex 

domains such as scoliosis, where nuanced relationships between pathology, treatment, and outcomes 

are central, this limitation becomes particularly pronounced. 

Recent advances in machine learning, especially topic modeling and neural language representations, 

have enabled the extraction of latent semantic structures from large text corpora. Topic modeling 

techniques can uncover implicit research themes by identifying recurring patterns of co-occurring 

terms within documents, thereby offering a data-driven perspective on thematic organization [5], [6]. 
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While these methods are powerful in capturing high-level semantic regularities, the resulting topics 

often remain implicit and probabilistic in nature. They do not explicitly encode relationships such as 

causality, treatment indication, or clinical association, which are essential for knowledge integration 

and reasoning in biomedical contexts. 

In contrast, knowledge graphs provide an explicit and structured representation of domain knowledge 

by modeling entities and their semantic relations in the form of subject–predicate–object triples [7]. 

Knowledge graphs have demonstrated considerable potential in biomedical research, enabling 

semantic querying, integration of heterogeneous data sources, and enhanced interpretability of 

complex information spaces [8]. Nevertheless, constructing high-quality knowledge graphs at scale 

remains a non-trivial task, particularly when relying on unstructured text such as scientific abstracts. 

Moreover, many existing biomedical knowledge graphs are curated manually or focus on molecular 

and genomic data, leaving clinical literature-based semantic representations comparatively 

underexplored. 

Despite parallel advances in topic modeling and knowledge graph research, the integration of these 

two paradigms has received limited attention in the context of orthopedic and spine-related literature. 

Specifically, there is a notable lack of studies that combine implicit semantic structures derived from 

topic modeling with explicit semantic relations encoded in knowledge graphs to comprehensively map 

the evolution of a clinical research field. In scoliosis research, where interdisciplinary convergence and 

temporal shifts in research focus are particularly evident, such an integrative approach could provide 

novel insights that are not accessible through either method alone. 

The present study aims to address this gap by proposing a topic-aware knowledge graph framework 

for the semantic analysis of scoliosis research literature. Using a large corpus of abstracts indexed in 

Scopus between 2000 and 2025, we first employ state-of-the-art topic modeling to identify latent 

research themes. We then construct a knowledge graph that explicitly represents semantic 

relationships within and across these themes, enabling a unified view of the field’s conceptual 

structure. By combining semantic similarity analysis, temporal trend assessment, and systematic 

knowledge graph validation, this work seeks to provide a robust and interpretable mapping of the 

scoliosis research landscape. Beyond offering a comprehensive overview of domain-specific 

knowledge evolution, the proposed framework contributes to the broader objective of bridging 

machine learning and knowledge representation methodologies in biomedical literature analysis. 

2. Materials and Methods 

2.1 Data Source and Corpus Construction 

The bibliographic corpus used in this study was retrieved from the Scopus database, which provides 

extensive coverage of peer-reviewed scientific literature across clinical, engineering, and 

interdisciplinary domains. Scopus was selected due to its broad indexing of biomedical journals, 

standardized metadata structure, and suitability for large-scale literature analyses. The search query 

was based on the keyword “scoliosis”, which was applied to the title, abstract, and author keywords 

fields within the Scopus database to ensure comprehensive retrieval of relevant records. To enhance 

the methodological consistency of the corpus, document types were limited to peer-reviewed 

scholarly outputs, including original research articles, review papers, conference papers, book 

chapters, and books. Furthermore, only publications written in English were included in the final 

dataset in order to ensure linguistic uniformity for large-scale semantic analysis.  

The temporal scope of the corpus spanned from January 2000 to December 2025. This time window 

was chosen to reflect the period during which scoliosis research experienced substantial growth, 
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methodological diversification, and increasing integration of advanced imaging, surgical techniques, 

and computational approaches. Publications indexed beyond 2025 were excluded to avoid bias 

introduced by incomplete annual records. 

Inclusion criteria were defined as follows: (i) publications indexed in Scopus within the specified time 

frame, (ii) documents containing scoliosis-related terms in the title, abstract, or author keywords, and 

(iii) availability of an English-language abstract to enable consistent text-based analysis. Exclusion 

criteria included records without abstracts, duplicate entries, non-scholarly document types (such as 

editorials without abstracts or conference announcements), and publications in which scoliosis was 

only mentioned incidentally without substantive relevance to the study focus. 

After applying these criteria, the final corpus comprised 31,836 unique publication abstracts. Each 

record included standardized metadata fields such as publication year, authorship information, source 

title, and abstract text. The analysis was conducted at the abstract level to ensure methodological 

consistency across the corpus, given that full-text availability varies substantially across journals and 

publication years. 

Prior to semantic analysis, all abstracts underwent a structured text preprocessing pipeline. This 

process included lowercasing, removal of non-informative boilerplate expressions commonly found in 

scientific abstracts, and normalization of whitespace and punctuation. Lemmatization was applied to 

reduce inflected word forms to their base representations, thereby improving semantic consistency 

across documents. To mitigate the influence of noise and documents with atypical linguistic patterns, 

outlier handling was performed during the topic modeling stage, where abstracts not coherently 

associated with any dominant semantic theme were assigned to an outlier category and excluded from 

subsequent analyses. 

Ethical approval was not required for this study, as it relies solely on publicly available, anonymized 

bibliographic records and does not involve human subjects or identifiable personal data. 

2.2 Topic Modeling 

To uncover the latent thematic structure of the scoliosis research corpus, topic modeling was 

employed as a core analytical component of the proposed framework. Given the scale of the dataset 

and the semantic complexity of biomedical language, a topic modeling approach capable of leveraging 

contextual word representations was required. For this purpose, BERTopic was selected, as it 

integrates transformer-based embeddings with clustering techniques to generate semantically 

coherent and interpretable topics from large text corpora [6]. 

Unlike traditional probabilistic topic models, which rely on bag-of-words assumptions and often 

struggle with synonymy and polysemy, BERTopic benefits from contextual embeddings derived from 

pretrained language models. This property is particularly advantageous in biomedical literature, where 

conceptually similar ideas may be expressed using diverse terminology. By operating in a dense 

semantic embedding space, BERTopic enables more robust identification of thematically related 

documents, even when explicit keyword overlap is limited [9]. 

Document representations were generated using a sentence-level transformer embedding model, 

which encodes each abstract into a fixed-length numerical vector capturing its semantic content. These 

embeddings served as the input for subsequent clustering, allowing documents with similar contextual 

meaning to be grouped together. The use of transformer-based embeddings has been shown to 

significantly improve topic coherence and stability compared to classical vectorization methods, 

especially in scientific and technical domains [10]. 
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For reproducibility, document embeddings were generated using the SentenceTransformer model all-

MiniLM-L6-v2. Text representation for topic characterization employed a CountVectorizer with 

unigram and bigram features (ngram_range = 1–2), a minimum document frequency of 3, and English 

stop-word removal. BERTopic combined transformer-based document embeddings, UMAP 

dimensionality reduction, HDBSCAN clustering, and c-TF-IDF-based topic representation. The final 

BERTopic solution reported in this study corresponds to the retained topic-assignment output 

described below. Because the exact execution script associated with the final retained run was not 

preserved, hyperparameter values that could not be unambiguously recovered from the saved 

analytical outputs are not reported. Topic refinement and outlier handling were performed within the 

BERTopic workflow, and the retained topic-assignment output was used as the basis for all 

downstream analyses. 

Topic generation was performed through a combination of dimensionality reduction and density-

based clustering. High-dimensional document embeddings were first projected into a lower-

dimensional space to facilitate efficient clustering while preserving semantic relationships. A density-

based clustering algorithm was then applied to identify groups of semantically related documents 

without requiring a predefined number of topics. This data-driven strategy allowed the number of 

topics to emerge naturally from the structure of the corpus, thereby reducing the risk of overfitting or 

artificial topic fragmentation [11]. 

To enhance topic interpretability, a class-based term weighting scheme was employed to extract 

representative keywords for each topic. This approach emphasizes terms that are distinctive for a given 

topic relative to the rest of the corpus, supporting meaningful semantic labeling of the identified 

themes. Topic refinement and optimization were conducted by adjusting clustering and term-

weighting parameters to balance topic granularity and semantic coherence, ensuring that resulting 

topics reflected substantive research themes rather than superficial lexical patterns. 

Documents that could not be confidently assigned to any coherent semantic cluster were labeled as 

outliers and grouped into a dedicated category, commonly referred to as topic −1. These outlier 

documents typically corresponded to abstracts with highly generic language, atypical structure, or 

marginal relevance to the dominant themes of scoliosis research. To prevent noise from influencing 

downstream analyses, the outlier topic was excluded from subsequent topic similarity, temporal 

evolution, and knowledge graph construction steps. 

The final BERTopic assignment output contained 344 non-outlier topics (T0–T343), in addition to the 

outlier category (topic −1). A total of 11,011 records were assigned to topic −1 and excluded from 

subsequent topic-level analyses. The saved topic-assignment output contained 31,827 records; nine 

corpus records were not represented in the final topic-assignment output and were therefore not 

included in downstream topic-based analyses. 

2.3 Knowledge Graph Construction 

To enable explicit semantic representation and structured reasoning over the scoliosis literature, a 

knowledge graph was constructed from the textual corpus. The knowledge graph was designed to 

capture meaningful relationships between domain-relevant entities extracted from publication 

abstracts, thereby complementing the implicit thematic structures obtained through topic modeling. 

This approach facilitates the transition from distributional semantics to explicit, machine-interpretable 

knowledge representations. 

Knowledge extraction was performed by identifying relational triplets in the form of head–relation–

tail. In this formulation, the head and tail correspond to domain entities (e.g., clinical concepts, 
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anatomical structures, diagnostic measures, or treatment modalities), while the relation encodes the 

semantic link between them. Triplet extraction was conducted using rule-based and dependency-

aware natural language processing techniques, enabling the detection of syntactic and semantic 

patterns indicative of relational statements within scientific abstracts. This strategy allows scalable 

extraction of structured knowledge from unstructured biomedical text while maintaining 

interpretability and traceability of the extracted relations [12], [13]. 

The relation schema was operationalized using six controlled predicates. TREATS represented 

therapeutic relationships between an intervention and a clinical condition; USED_FOR represented the 

application of an intervention, method, or instrument to a clinical target or purpose; 

ASSOCIATED_WITH represented non-causal clinical or conceptual associations; MEASURED_BY linked 

a clinical entity or outcome to an assessment or measurement variable; PREDICTS represented 

directional predictor–outcome relationships; and IMPROVES represented directional relationships 

indicating improvement in a clinical or functional outcome. Candidate head–tail entity pairs were 

mapped to these predicates using predefined rule-based and dependency-aware linguistic patterns in 

the abstract text. Each extracted triplet retained its topic assignment, publication year, and source-

document identifier, allowing the semantic relation to be traced back to its originating bibliographic 

record. 

The relation vocabulary was study-specific and was not formally aligned with external biomedical 

ontologies such as SNOMED CT, UMLS, or MeSH. Accordingly, the predicates should be interpreted as 

controlled analytical relation types rather than ontology-defined properties. The reproducibility 

materials provide the controlled relation schema, derived knowledge-graph outputs, and documented 

downstream processing utilities. The original extraction-rule configuration associated with the 

retained analytical output was not preserved and is therefore not presented as an exact executable 

reconstruction. 

A key feature of the proposed framework is the incorporation of topic-awareness into the knowledge 

graph structure. Each extracted triplet was associated with one or more latent topics identified 

through topic modeling, thereby embedding contextual thematic information directly into the graph. 

This topic-aware design enables the analysis of semantic relations not only at the global corpus level 

but also within specific research themes. As a result, the knowledge graph supports multi-layered 

exploration, allowing relationships to be examined across topics, within individual topics, or in relation 

to their temporal evolution. 

The constructed knowledge graph was represented using a property graph model, in which nodes 

correspond to entities and edges correspond to semantic relations enriched with attributes such as 

topic assignment, publication year, and source document identifiers. This representation supports 

efficient graph traversal, filtering, and network analysis. In parallel, the graph structure was designed 

to be compatible with Resource Description Framework (RDF) principles, enabling potential 

serialization into subject–predicate–object triples for semantic web interoperability. This dual 

compatibility ensures that the proposed knowledge graph can support both graph-based analytics and 

standards-compliant semantic querying, aligning with established practices in knowledge 

representation research [14], [15]. 

In addition to the property-graph representation used for network analysis, the extracted knowledge 

graph was serialized in Resource Description Framework (RDF) Turtle format. Domain entities were 

represented as URI-based resources, while semantic predicates such as TREATS, USED_FOR, 

ASSOCIATED_WITH, MEASURED_BY, PREDICTS, and IMPROVES were represented as directed RDF 

properties. Topic identifiers and evidence years were retained as graph-level metadata attributes. This 
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serialization provides a machine-readable representation of the extracted relations and enables 

standard RDF-based access to the resulting graph. However, the current implementation does not 

claim formal ontology alignment or OWL-based semantic reasoning. After exclusion of triplets 

associated with the outlier topic (topic −1), the analytical knowledge graph contained 2,522 relation 

instances connecting 22 unique biomedical entities. 

2.4. Semantic Similarity Analysis 

To quantify semantic relatedness between the discovered research themes, we computed vector 

representations for each topic in a shared embedding space and then measured pairwise similarity 

between topics. Specifically, each document abstract was first embedded using a transformer-based 

sentence representation model, which maps variable-length text into dense vectors that capture 

contextual meaning beyond simple lexical overlap [16], [17]. For each topic, a single topic embedding 

was then derived by aggregating (e.g., averaging) the embeddings of documents assigned to that topic, 

yielding a centroid-like representation intended to reflect the topic’s semantic “center of mass” in the 

embedding space. This approach provides a stable and interpretable topic-level representation 

suitable for downstream similarity computations and network construction. 

Topic-to-topic similarity was computed using cosine similarity, a widely used metric for comparing 

high-dimensional semantic vectors in information retrieval and text mining. Cosine similarity is scale-

invariant and emphasizes angular proximity, making it suitable for embedding spaces where 

magnitude may reflect factors (e.g., length or confidence) that are not directly relevant to semantic 

alignment. Using cosine similarity, we obtained a weighted topic–topic similarity matrix, where higher 

values indicate stronger semantic proximity between topic embeddings [18], [19]. 

To construct an interpretable topic similarity network, a similarity threshold was applied to the 

weighted matrix to retain only edges above a chosen cutoff. Threshold selection was guided by a 

balance between informativeness and readability: overly low thresholds tend to yield dense “hairball” 

networks that obscure structure, whereas overly high thresholds fragment semantically coherent 

neighborhoods and may mask meaningful cross-topic bridges. Accordingly, we selected the threshold 

based on empirical inspection of network density, connectedness, and the emergence of visually and 

analytically coherent communities, aiming to preserve the dominant semantic backbone while 

removing weak, potentially spurious links. This criterion aligns with common practices in network-

based knowledge mapping, where thresholding is used to ensure that the resulting graph supports 

both qualitative interpretation and quantitative analysis [20], [21]. 

A sensitivity analysis was additionally performed across cosine-similarity thresholds ranging from 0.50 

to 0.70 in increments of 0.05. Network edge count, density, connected components, largest-

component size, isolates, and mean degree were compared across thresholds, and 0.60 was retained 

as a balance between excessive network density and progressive fragmentation. At this threshold, the 

40-topic network retained 334 of 780 possible undirected edges, corresponding to a network density 

of 0.428.  

2.5 Temporal Analysis 

To examine how scoliosis research themes evolved over time, we performed a temporal analysis based 

on publication year metadata and topic assignments. Each document in the corpus was associated with 

a publication year extracted from Scopus records and a dominant topic label obtained from the topic 

modeling stage. Temporal analyses were conducted at both the topic and corpus levels to capture 

shifts in thematic prevalence and the emergence or decline of specific research directions across the 

2000–2025 time span. 
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A time-binning strategy was adopted to reduce year-to-year noise and improve interpretability of long-

range trends. Specifically, publication years were grouped into consecutive, fixed-width intervals (year 

bins), enabling robust comparisons across periods with differing publication volumes. Five-year 

intervals were used: 2000–2004, 2005–2009, 2010–2014, 2015–2019, and 2020–2024. A final 2025–

2029 interval was retained for temporal visualization but contains only records from 2025 and 

therefore represents an incomplete terminal bin. This binning approach supports stable estimation of 

topic prevalence trajectories and helps mitigate the influence of short-term fluctuations driven by 

indexing delays, exceptional events, or sparse annual counts in early years. Where relevant, bin width 

was selected to balance temporal resolution and statistical stability, ensuring that each bin contained 

a sufficient number of documents for meaningful aggregation. 

Temporal trends for each topic were computed by aggregating the number of documents assigned to 

that topic within each time bin. To allow comparisons across bins with different overall publication 

volumes, topic prevalence was additionally normalized by the total number of documents in each bin, 

yielding relative proportions alongside absolute counts. This dual reporting (absolute and normalized 

prevalence) enables identification of topics that grow due to overall field expansion versus those that 

increase in relative prominence. Trend curves were then used to characterize topics as persistent, 

emerging, declining, or transient within the scoliosis literature. 

To quantify temporal “intensity” in a manner aligned with the semantic knowledge representation 

objectives of this study, we computed an intensity proxy based on the volume and diversity of 

extracted relations within each time bin. Concretely, for each bin we aggregated (i) the number of 

extracted triplets and (ii) the number of unique entities and relation instances, optionally stratified by 

topic. These measures provide an interpretable approximation of how densely the literature expresses 

explicit semantic relations over time, capturing not only publication growth but also changes in the 

richness of relational statements. Together, the bin-level prevalence trajectories and intensity proxies 

support a multi-faceted view of temporal knowledge evolution, enabling downstream analyses of topic 

maturation, thematic convergence, and periods of heightened conceptual expansion. 

To distinguish monotonic temporal trends from visual fluctuations, Spearman rank correlations were 

calculated between publication year and annual extracted-triplet counts for the eight topics displayed 

in Figure 6. The analysis was restricted to the complete 2000–2024 period, excluding 2025 because it 

represents an incomplete terminal interval. P-values were adjusted for multiple testing using the 

Benjamini–Hochberg false-discovery-rate procedure. The triplet-count measure was treated as a 

descriptive proxy of relation-expression intensity rather than as a directly validated measure of 

knowledge richness. 

2.6 Knowledge Graph Validation 

To assess the reliability of automatically extracted semantic relations, we conducted a targeted 

validation of the constructed knowledge graph. Because relation extraction from scientific abstracts 

can introduce noise due to linguistic ambiguity and domain-specific phrasing, validation was designed 

to estimate the precision of extracted triplets under a structured ambiguity-aware annotation 

protocol. The validation procedure was performed on a representative subset of the knowledge graph 

rather than the full graph, enabling practical human assessment while retaining statistical 

interpretability. 

A relation-wise stratified random sampling strategy was used to evaluate the extracted triplets. The 

knowledge graph was first stratified according to the predefined relation types (TREATS, USED_FOR, 

ASSOCIATED_WITH, MEASURED_BY, and PREDICTS). IMPROVES was retained in the graph schema but 

was not included in the balanced validation because the extracted graph contained fewer than 50 
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instances of this relation, preventing application of the predefined 50-triplet-per-relation sampling 

design. From each relation category, 50 triplets were randomly selected using a fixed random seed 

(42), yielding a total validation sample of 250 triplets. This balanced design ensured equal 

representation of the evaluated relation types and enabled direct comparison of extraction precision 

across predicates without allowing highly frequent relations to dominate the validation sample. 

Validation was implemented as a two-stage labeling workflow combining assisted and manual 

judgment. In the assisted stage, each sampled triplet was paired with an evidence sentence 

automatically retrieved from the source abstract when available, prioritizing sentences containing 

both the head and tail entities. A heuristic pre-label was optionally generated to reduce annotator 

workload by flagging triplets that were strongly supported by the evidence sentence (e.g., both entities 

co-occurring with an explicit relational cue). In the manual stage, the sampled triplets were reviewed 

by two academic orthopedic surgeons using the predefined TRUE, FALSE, and AMBIGUOUS criteria. 

Each triplet was evaluated together with its retrieved evidence sentence and, when necessary, the 

broader abstract context, and a final adjudicated label was assigned. Because separate independent 

annotation records were not retained for the two reviewers, inter-annotator agreement statistics 

could not be calculated. This hybrid protocol preserves scalability while ensuring that final judgments 

remain grounded in human interpretation of scientific language, consistent with best practices for 

evaluating information extraction outputs. 

In addition, automated confidence scores and decision tiers (HIGH, MED, LOW) were used to prioritize 

relations for manual review. Relations assigned to low-confidence tiers or labeled as ambiguous were 

flagged for further inspection, allowing validation effort to be focused on uncertain or borderline cases. 

Each triplet was assigned to one of three categories. TRUE indicates that the evidence sentence (or the 

abstract context) explicitly supports the asserted relation between the head and tail under the 

specified predicate. FALSE indicates that the relation is not supported, is contradicted, or reflects a 

spurious linkage caused by parsing or entity recognition errors. AMBIGUOUS indicates that the head 

and tail may be related in context, but the evidence is insufficiently specific to confirm the asserted 

predicate, or that the relation is expressed implicitly in a way that does not permit confident 

adjudication. The AMBIGUOUS category was included to avoid inflating precision through forced 

binary labeling in cases where scientific writing is intentionally cautious or underspecified at the 

abstract level. 

Precision was computed as the proportion of validated relations deemed correct among those 

assigned a definitive binary outcome. Concretely, precision was calculated as TRUE / (TRUE + FALSE), 

with AMBIGUOUS cases reported separately as an indicator of uncertainty rather than treated as 

errors. This scoring approach provides an interpretable estimate of relation correctness while 

transparently quantifying the extent of irreducible ambiguity inherent to abstract-based extraction. 

Where applicable, precision can also be reported stratified by relation type and by topic, enabling 

identification of predicates or thematic areas that yield higher-quality extractions and informing 

potential refinement of the extraction schema. 

All preprocessing, stratified sampling, and assisted validation steps were implemented in Python 

(custom scripts) using pandas and NumPy for data processing and os/re for file handling and pattern-

based evidence matching, enabling reproducible generation of confidence scores and decision tiers. 

3. Results 

3.1 Descriptive Overview of the Corpus 
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To provide a contextual overview of the analyzed literature, we first examined the temporal 

distribution of scoliosis-related publications indexed in Scopus between 2000 and 2025. Assessing 

annual publication output offers a baseline understanding of the field’s overall research activity and 

facilitates interpretation of subsequent semantic and network-based analyses. 

 

Figure 1. Annual number of scoliosis-related publications indexed in Scopus (2000–2025) 

Figure 1 illustrates the annual number of publications over the study period. The results demonstrate 

a clear and sustained growth in scoliosis-related research output. In the early 2000s, annual publication 

counts remained relatively modest, reflecting a more limited and clinically focused research landscape. 

From the mid-2000s onward, a gradual but consistent increase is observed, indicating expanding 

scientific interest and diversification of research topics. 

Notably, the growth trajectory becomes more pronounced after approximately 2010, with a more 

substantial increase in publication volume during the last decade. This trend likely reflects the 

combined influence of advances in imaging technologies, surgical techniques, and interdisciplinary 

methodologies, as well as the increasing adoption of data-driven and computational approaches in 

spine research. Overall, the observed publication pattern confirms that scoliosis research has evolved 

into a rapidly expanding and methodologically heterogeneous field, underscoring the need for 

structured semantic analysis to synthesize its growing body of knowledge. 

3.2 Topic Landscape of Scoliosis Research 

To characterize the thematic structure of the scoliosis literature, we analyzed the distribution and 

semantic coherence of the topics identified through topic modeling. Examining the topic landscape 

provides insight into which research themes dominate the field and how consistently these themes 

are represented across documents. 

The final BERTopic solution comprised 344 non-outlier topics. Based on document frequency, the five 

largest non-outlier topics were T0 (n = 1,498; abstract/availability-related terminology), T1 (n = 706; 

growing rods and early-onset scoliosis), T2 (n = 573; degenerative lumbar disease and stenosis), T3 (n 

= 423; myopathy and neuromuscular disorders), and T4 (n = 363; pulmonary function). A complete 

inventory of topic identifiers, keyword-based labels, and document counts is provided in 

Supplementary Table S1. 
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Figure 2. Distribution of dominant research topics in the scoliosis literature based on document 

frequency. 

Dominant topics were defined based on the primary topic assignment of each document, excluding 

outlier documents labeled as topic −1. For visual clarity, Figure 2 displays the 12 most frequent non-

outlier topics using topic identifiers together with their representative keyword-based labels. Figure 2 

presents the distribution of dominant topics based on document frequency. The results reveal a 

heterogeneous topic landscape, with a small number of topics accounting for a substantial proportion 

of the literature, while a larger set of topics contributes more modestly. This pattern suggests the 

presence of well-established core research areas alongside a diverse range of specialized or emerging 

themes. Dominant topics typically correspond to central clinical and methodological concerns in 

scoliosis research, whereas less frequent topics likely reflect niche investigations or interdisciplinary 

extensions of the field.  

 
Figure 3. Topic purity and semantic coherence of dominant scoliosis research topics, measured by 

cosine similarity between document embeddings and topic centroids. 

Beyond prevalence, it is essential to assess the internal semantic consistency of the identified topics. 

Topic identifiers are used on the x-axis to avoid label truncation and maintain readability across the 
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compared topic distributions. Figure 3 illustrates topic purity and semantic coherence, quantified by 

cosine similarity between individual document embeddings and their corresponding topic centroids. 

Overall, the majority of topics exhibit high median similarity values, indicating that documents grouped 

within the same topic share a coherent semantic profile. However, variability across topics is also 

observed, with some topics displaying wider similarity distributions. This variation reflects differences 

in conceptual breadth, where broader topics encompass a wider range of related subthemes, while 

more focused topics capture narrowly defined research questions. Importantly, topic prevalence 

(Figure 2) and topic purity (Figure 3) do not necessarily coincide, indicating that both dimensions are 

required for a comprehensive characterization of the topic landscape. The corresponding keyword-

based descriptions of the topic identifiers are provided in the supplementary topic-label table to 

facilitate interpretation of the thematic content represented in Figures 2 and 3. 

Taken together, the distribution and purity analyses indicate that the topic modeling approach 

successfully captures both dominant and specialized dimensions of scoliosis research. The coexistence 

of highly prevalent, semantically cohesive topics and less frequent but conceptually diverse themes 

highlights the complexity of the field and underscores the value of integrating topic-based 

representations with subsequent semantic and network-level analyses. This finding supports the 

robustness of the topic modeling stage and provides empirical justification for using topic centroids as 

semantic units in subsequent similarity and knowledge graph analyses. 

3.3 Topic Similarity Structure 

To further elucidate the structural organization of research themes within the scoliosis literature, we 

examined semantic similarity between dominant topics based on their embedding representations. 

While the topic landscape analysis characterized topic prevalence and internal coherence, inter-topic 

similarity analysis reveals how these themes relate to one another within the broader semantic space. 

This analysis enables the identification of central, highly interconnected research areas as well as more 

peripheral and specialized topics. The topic similarity network incorporates 40 dominant topics to 

characterize the broader semantic structure, while the heatmap displays the top 20 of these topics to 

maintain visual interpretability. The resulting similarity structure is illustrated using a topic similarity 

network and a complementary similarity heatmap (Figures 4 and 5). 

Analysis of topic-to-topic similarity reveals a pronounced core–periphery structure within the scoliosis 

research domain. A subset of topics forms a densely interconnected core, characterized by strong 

semantic proximity and frequent conceptual overlap. These core topics represent foundational 

research themes that underpin much of the literature, including dominant clinical, surgical, and 

assessment-related domains. 
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Figure 4. Topic similarity network among 40 dominant scoliosis research topics based on cosine 

similarity between topic embeddings (threshold = 0.60). Node size reflects network degree, with highly 

connected core topics visually distinguished from peripheral and isolated topics. 

As shown in Figure 4, a subset of topics exhibits substantially higher network degree and forms a 

densely connected semantic core, whereas lower-degree and isolated topics occupy peripheral 

positions. This visualization makes the core–periphery organization explicit rather than inferring it 

solely from spatial layout. 

In contrast, several topics occupy more peripheral positions in the network, exhibiting fewer and 

weaker connections to the core. These peripheral topics likely correspond to more specialized, 

emerging, or interdisciplinary areas of investigation. The observed network structure therefore reflects 

a stable semantic backbone complemented by exploratory or niche research directions. 

Threshold sensitivity analysis demonstrated progressive network sparsification as the cosine-similarity 

cutoff increased. The number of edges decreased from 440 at a threshold of 0.50 (density = 0.564) to 

183 at 0.70 (density = 0.235). At the selected threshold of 0.60, the network contained 334 edges with 

a density of 0.428; 35 of the 40 topics remained within the largest connected component, with five 

isolated topics. These findings indicate that the 0.60 cutoff reduces excessive connectivity while 

retaining the principal semantic structure of the topic network. 

To further substantiate the structural patterns observed in the similarity network, we examined 

pairwise semantic similarity between topics using a matrix-based representation. This complementary 

perspective allows identification of clustered similarity patterns and provides a quantitative basis for 

assessing topic groupings beyond network visualization alone. 
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Figure 5. Heatmap of pairwise cosine similarity for the top 20 of the 40 dominant scoliosis research 

topics. 

Figure 5 reveals distinct blocks of higher cosine similarity values, corresponding to groups of topics that 

share closely related semantic content. These clusters align with the densely connected regions 

observed in the topic similarity network, reinforcing the presence of coherent thematic groupings 

within the literature. 

Lower similarity values between clusters and peripheral topics further emphasize the semantic 

distinctiveness of specialized research areas. Together, the network and heatmap representations 

demonstrate that the similarity structure of scoliosis research is organized and hierarchical rather than 

diffuse, supporting the interpretation of a core set of interrelated themes alongside more isolated 

domains. 

3.4 Temporal Evolution of Knowledge 

To examine how scoliosis research has evolved over time, we analyzed temporal patterns in topic-level 

knowledge production across the study period. While previous sections focused on the thematic 

composition and structural relationships among topics, temporal analysis provides insight into how 

research emphasis has shifted, intensified, or diversified over successive periods. This perspective 

enables differentiation between early foundational themes and more recent research directions that 

have emerged alongside methodological and technological advancements. 
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Figure 6. Temporal evolution of topic-level knowledge intensity in scoliosis research across consecutive 

time bins. 

The final 2025–2029 bin contains only publications from 2025 and therefore represents an incomplete 

terminal interval. Following the temporal distribution illustrated in Figure 6, distinct patterns can be 

observed between early and recent phases of scoliosis research. In the earlier time bins, knowledge 

production is characterized by a relatively limited set of dominant topics, reflecting a more 

concentrated research focus on fundamental clinical description, deformity characterization, and 

conventional treatment strategies. During this phase, topic-level intensity remains comparatively low 

and stable, indicating incremental rather than expansive knowledge growth. 

Spearman rank-correlation analysis supported significant positive monotonic temporal trends across 

all eight topics displayed in Figure 6 (ρ = 0.537–0.837; all Benjamini–Hochberg-adjusted p ≤ 0.0057). 

The strongest positive associations with publication year were observed for T1 (ρ = 0.837) and T17 (ρ 

= 0.769), while the remaining topics also showed significant positive trends. These results provide 

statistical support for increasing relation-expression intensity over time, while avoiding a stronger 

claim of acceleration or a specific temporal change point. 

Beyond simple intensification, the temporal patterns also indicate diversification of research themes. 

As shown in Figure 6, newer topics emerge and gain prominence in later time bins, while previously 

dominant themes persist but evolve in scope. This diversification reflects the integration of 

interdisciplinary approaches, including biomechanical modeling, data-driven analysis, and technology-

assisted clinical decision-making. Collectively, these temporal dynamics highlight a transition from a 

relatively narrow, clinically centered research agenda toward a more complex and multifaceted 

knowledge ecosystem. 

Overall, the temporal evolution of topic-level knowledge demonstrates that scoliosis research has 

undergone both sustained intensification and thematic diversification over the past two decades. 

These findings underscore the dynamic nature of the field and provide a contextual foundation for 

interpreting the semantic structures and relationships identified in earlier analyses, thereby bridging 

descriptive, structural, and temporal perspectives on the scoliosis research landscape. To further 

integrate temporal trends with thematic focus and publication venues, Figure 7 presents a Sankey 

diagram linking time periods, dominant topics, and source journals.  
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Figure 7. Temporal topic-to-journal flow in scoliosis research (Sankey diagram across year bins, 

dominant topics, and publication venues) 

In Figure 7, Sankey diagram showing the flow of scoliosis publications from consecutive time bins 

(2000–2004 to 2020–2024) to the dominant BERTopic-derived themes (T0–T10) and then to the main 

source journals. The T0–T10 set represents a visualization-specific subset of 11 dominant topics and 

should not be interpreted as the total number of topics identified by BERTopic. In contrast, the topic 

similarity network in Figure 4 includes 40 dominant topics, while Figure 5 displays the top 20 of this set 

for visual clarity. Because the corpus ends in 2025, the incomplete 2025–2029 interval was excluded 

from the Sankey diagram to ensure comparability across complete five-year periods. Link thickness 

represents relative publication volume, highlighting persistent core topics and newer method- or 

technology-driven themes emerging in later periods. 

3.5 Knowledge Graph Characteristics 

This section examines the structural properties of the constructed topic-aware knowledge graph, 

focusing on semantic relations among biomedical entities and their thematic organization within the 

scoliosis literature. 

The topic-aware knowledge graph demonstrates a heterogeneous yet structured organization, 

reflecting both frequently occurring biomedical concepts and more specialized entities. Densely 

connected regions indicate areas of stronger relational integration, while sparsely connected entities 

represent more specialized or context-dependent concepts. Central nodes correspond to recurrent 

biomedical entities that participate in multiple extracted semantic relations across different thematic 

contexts. 
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Figure 8. Topic-aware knowledge graph illustrating the semantic structure of scoliosis research 

Figure 8 visualizes a representative semantic subgraph of the constructed knowledge graph, where 

nodes correspond to clinically relevant entities and concepts, node size reflects their prominence 

within the extracted graph, and directed edges represent predefined semantic relations such as 

TREATS, USED_FOR, ASSOCIATED_WITH, MEASURED_BY, PREDICTS, and IMPROVES. Node colors 

group entities into broad thematic communities for visualization purposes. The figure illustrates how 

treatment, diagnostic, progression-related, and outcome-oriented concepts are connected within the 

topic-aware knowledge representation. 

3.6 Knowledge Graph Validation Results 

To evaluate the reliability of the automatically constructed knowledge graph, a stratified sampling–

based validation procedure was employed. Instead of drawing a single random sample from the full 

graph, relation-specific sampling was performed to ensure balanced representation across 

heterogeneous relation types. For each of the five evaluated relation categories, 50 relational triplets 

were randomly selected and subjected to manual evaluation, resulting in a total validation set that was 

evenly distributed across relation types. 

Each sampled triplet was assessed for semantic correctness in the source abstract by two academic 

orthopedic surgeons and assigned a final adjudicated label of True, False, or Ambiguous. A triplet was 

labeled as True when the asserted relation was explicitly and unambiguously supported by the abstract 

text, False when the relation was contradicted or unsupported, and Ambiguous when the abstract-

level evidence was insufficient to allow a definitive judgment. This stratified design enables a more 

reliable comparison of extraction performance across relation types while reducing bias toward highly 

frequent predicates. 
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Table 1. Sampling-based validation results of extracted knowledge graph relations 

Relation type n True False Ambiguous Precision 95% CI 
Ambiguous 

rate 

Treats 50 36 10 4 0.78 0.64–0.88 8.0% 

Used_for 50 36 5 9 0.88 0.74–0.95 18.0% 

Associated_with 50 35 3 12 0.92 0.79–0.97 24.0% 

Measured_by 50 31 8 11 0.79 0.64–0.89 22.0% 

Predicts 50 38 6 6 0.86 0.73–0.94 12.0% 

Overall 250 176 32 42 0.85 0.79–0.89 16.8% 

*Precision was calculated as TRUE / (TRUE + FALSE), excluding ambiguous cases. The 95% confidence 

intervals were calculated for the corresponding precision estimates, while ambiguous cases were 

reported separately as an uncertainty rate. 

Relations characterized by clearer and more explicit semantic cues demonstrated higher reliability 

under relation-wise stratified sampling. Among the evaluated predicates, Associated_with achieved 

the highest precision (0.92), followed by Used_for (0.88) and Predicts (0.86), indicating that these 

relation types were more consistently supported by abstract-level evidence within the sampled set. In 

contrast, Treats (0.78) and Measured_by (0.79) showed comparatively lower precision, suggesting that 

therapeutic and measurement-oriented statements may be more variably or implicitly phrased in 

abstracts, thereby increasing the likelihood of extraction errors or incomplete evidence. 

Ambiguity rates further highlighted predicate-specific limitations of abstract-based relation extraction. 

Associated_with exhibited the largest number of ambiguous instances (12/50), consistent with the fact 

that associative statements are frequently conveyed in a general or non-committal manner and may 

not provide sufficient context for definitive adjudication. Likewise, Measured_by (11/50) and Used_for 

(9/50) yielded notable ambiguity, reflecting the tendency of abstracts to summarize measurement 

frameworks or methodological uses without fully specifying operational details. Importantly, 

ambiguous cases were reported separately and excluded from the precision denominator 

(True/(True+False)), thereby providing an estimate of correctness while transparently capturing 

irreducible uncertainty. 

Overall, these validation findings indicate that the proposed pipeline can recover multiple clinically and 

methodologically meaningful relation types with moderate-to-high precision when evaluated under a 

balanced, relation-stratified protocol. The explicit separation of Ambiguous cases, together with 

explicit ambiguity reporting, supports downstream interpretability and responsible use of the 

extracted knowledge graph for semantic exploration and structural mapping of the scoliosis literature.  

4. Discussion 

This study demonstrates how the integration of topic modeling and knowledge graph construction can 

provide a semantically rich and structurally interpretable overview of scoliosis research. Given the 

rapid expansion and increasing heterogeneity of the literature, synthesizing domain knowledge has 

become progressively more challenging using conventional analytic approaches. By combining latent 

semantic representations with explicit relational structures, the proposed framework enables a multi-

dimensional interpretation of research evolution that captures not only what topics dominate the field, 

but also how these topics relate, evolve, and coalesce over time. 
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The integration implemented in this study is modular rather than based on joint end-to-end learning. 

Nevertheless, the topic modeling and knowledge representation layers are explicitly connected by 

attaching BERTopic-derived topic assignments to each extracted semantic triplet together with 

temporal and document-level provenance. This design enables entity–relation structures to be 

examined within specific latent themes and across time, thereby extending conventional topic 

modeling from thematic clustering toward topic-conditioned and traceable relational representations. 

The practical benefit of the topic-aware representation is therefore not an improvement in relation-

extraction accuracy itself, but an additional analytical layer over a conventional knowledge graph. 

Topic modeling alone identifies thematic clusters without explicitly representing typed biomedical 

relations, whereas a conventional relation graph captures entity-level connections without indicating 

the latent thematic context in which those relations occur. By linking each semantic triplet to its 

BERTopic assignment, publication year, and source document, the proposed framework enables topic-

specific relation filtering, comparison of relation patterns across research themes, and temporal 

tracing of the same entity–relation structures within different thematic contexts. These capabilities 

provide a more contextualized mode of literature exploration than either component used 

independently. However, the present study did not conduct a controlled user study or quantitative 

benchmark comparing exploration performance against a non-topic-aware knowledge graph. 

Recent work in semantic bibliometrics has emphasized the importance of moving beyond purely 

quantitative indicators toward approaches that explicitly model conceptual content and relationships. 

Several studies have shown that embedding-based representations allow for more accurate 

identification of thematic structures than traditional keyword-based or citation-based clustering, 

particularly in complex biomedical domains where terminology is diverse and context-dependent [22], 

[23]. However, most existing approaches remain limited to descriptive topic extraction and do not 

explicitly encode semantic relations between concepts. As a result, they offer only partial insight into 

how knowledge is structured and interconnected. 

The topic landscape and similarity structure identified in this study align with and extend findings 

reported in prior large-scale semantic analyses of biomedical literature. The emergence of a densely 

connected core of topics, accompanied by a set of more peripheral and specialized themes, mirrors 

structural patterns observed in other mature clinical research fields. Such core–periphery 

configurations have been interpreted as indicators of conceptual stabilization, where foundational 

knowledge domains serve as anchors for incremental innovation and interdisciplinary expansion [24]. 

In the context of scoliosis research, this structure reflects the centrality of established clinical and 

surgical paradigms, while simultaneously accommodating methodological diversification and 

emerging computational approaches. 

By explicitly encoding semantic relations through a topic-aware knowledge graph, the present study 

advances beyond prior topic modeling–only approaches. Knowledge graphs have increasingly been 

recognized as a powerful mechanism for representing and integrating complex scientific knowledge, 

particularly within the Semantic Web community [25]. Nevertheless, many biomedical knowledge 

graphs rely on manually curated resources or focus on molecular-level data, leaving abstract-level 

clinical literature underrepresented. Our findings demonstrate that automated knowledge graph 

construction from abstracts, when coupled with relation-stratified validation and explicit ambiguity 

reporting, can yield reliable and interpretable representations of clinical research knowledge. 

A particularly important contribution of this work lies in its treatment of knowledge graph validation. 

While automated relation extraction has been widely adopted, systematic validation is often 

underreported or reduced to coarse performance metrics. Recent Semantic Web research has 
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highlighted the need for transparent evaluation protocols that explicitly account for uncertainty and 

ambiguity in natural language [26]. In line with these recommendations, our sampling-based validation 

framework distinguishes between incorrect and ambiguous relations rather than conflating 

uncertainty with error. The observed variation in precision across relation types underscores that not 

all semantic predicates are equally amenable to abstract-level extraction, a finding that has also been 

noted in prior studies of scientific information extraction [27]. 

The validation results further indicate that extraction reliability varied by predicate, with 

ASSOCIATED_WITH, USED_FOR, and PREDICTS showing higher precision in the sampled set than 

TREATS and MEASURED_BY. This pattern suggests that relation-specific linguistic realization and 

extraction rules, rather than a simple distinction between clinically explicit and more nuanced relation 

types, influenced performance. 

The relation-specific precision values observed in this study (0.78–0.92) are broadly consistent with 

the range reported for biomedical relation-extraction systems, although direct comparison should be 

interpreted cautiously because of differences in corpora, relation schemas, and evaluation protocols. 

For example, SemRep, a broad-coverage rule-based system for extracting semantic predications from 

PubMed abstracts, achieved a precision of 0.69 under relaxed evaluation and 0.90 on the chemical–

disease relation corpus. More recently, a PubMedBERT-based relation-classification extension of 

SemRep reported a precision of 0.62 with substantially higher recall (0.81), illustrating the typical 

precision–recall trade-off in biomedical relation extraction. Accordingly, the present precision 

estimates indicate that the extracted relations are suitable for exploratory semantic mapping, but they 

should not be interpreted as demonstrating superiority over existing biomedical relation-extraction 

systems, particularly because recall was not estimated in the present study [28], [29]. 

From a broader methodological perspective, the proposed framework illustrates how semantic 

technologies can complement and extend traditional bibliometric analyses. By integrating temporal 

dynamics, semantic similarity, and validated relational knowledge within a unified analytical pipeline, 

this study contributes to ongoing efforts to bridge machine learning and knowledge representation in 

scientific literature analysis. Future work may build upon this foundation by incorporating ontology 

alignment, domain expert feedback, or cross-database integration to further enhance semantic depth 

and interoperability. Collectively, these directions highlight the potential of topic-aware knowledge 

graphs as a scalable and interpretable approach for understanding the evolving structure of biomedical 

research fields such as scoliosis. 

5. Limitations 

Despite the strengths of the proposed semantic and graph-based framework, certain limitations 

should be acknowledged. Relation ambiguity constitutes an inherent challenge in automated 

knowledge graph construction from abstract-level text. Although confidence-based tiering and explicit 

ambiguity labeling were employed to mitigate noise, relations with weak associative semantics remain 

inherently sensitive to abstract-level underspecification. Although an ambiguity-aware validation 

strategy was employed and ambiguous relations were explicitly distinguished from incorrect ones, 

some degree of uncertainty remains unavoidable. In particular, relations expressing associative or 

predictive semantics are often conveyed implicitly in abstracts, which may limit extraction precision. 

Consequently, while the resulting knowledge graph is suitable for exploratory and structural analyses, 

caution is required when interpreting fine-grained or causal relationships. 

The present validation protocol was designed to estimate extraction precision and did not include 

recall estimation, because a fully annotated reference corpus containing both extracted and non-

extracted relations was not available. Although the validation involved two academic orthopedic 
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surgeons, separate independent annotation records were not retained for each reviewer; therefore, 

inter-annotator agreement statistics such as Cohen’s κ could not be calculated. Accordingly, the 

reported precision estimates reflect the final adjudicated judgments rather than independently 

replicated annotations. Future validation studies should retain reviewer-specific labels to enable 

formal assessment of inter-annotator agreement. Consequently, the reported precision values should 

be interpreted as adjudicated expert estimates rather than estimates supported by formally quantified 

inter-annotator agreement, particularly for semantically ambiguous relations. 

The temporal intensity proxy should not be interpreted as a direct or externally validated measure of 

knowledge richness. Because extracted-triplet counts may be influenced by publication volume, 

abstract content and length, and relation-extraction yield, the temporal results primarily reflect 

relative changes in the volume of explicitly expressed semantic relations. 

In addition, the findings of this study are influenced by the characteristics of the underlying data 

sources. The corpus was derived exclusively from the Scopus database and limited to English-language 

publications, a choice made to ensure coverage consistency and linguistic uniformity for large-scale 

semantic analysis. However, this constraint may have led to the partial exclusion of relevant studies 

indexed in other databases or published in other languages, potentially affecting topic prevalence and 

thematic representation. Furthermore, reliance on abstracts rather than full-text articles restricts the 

depth of semantic representation, as detailed methodological or contextual information may not be 

fully captured at the abstract level. 

6. Conclusion 

This study presents an integrated semantic analysis of the scoliosis research landscape by combining 

topic modeling, semantic similarity analysis, and knowledge graph construction within a unified 

framework. The results demonstrate that scoliosis research is organized around a set of dominant, 

semantically coherent topics that form a densely interconnected core, accompanied by more 

specialized and emerging themes at the periphery. Temporal analyses further reveal a clear shift from 

early, relatively concentrated research efforts toward increased knowledge intensity and thematic 

diversification in recent years, reflecting the maturation and expanding methodological scope of the 

field. 

From a Semantic Web perspective, the study contributes a validated, topic-aware knowledge graph 

that bridges implicit semantic structures and explicit relational representations. By explicitly modeling 

and validating semantic relations extracted from large-scale scientific text, the proposed approach 

advances current semantic bibliometric methodologies beyond descriptive clustering. The 

incorporation of relation-stratified, sampling-based validation with explicit ambiguity handling 

highlights the importance of methodological transparency and reliability in automated knowledge 

extraction, aligning with emerging best practices in semantic knowledge engineering. 

Looking forward, the proposed framework offers multiple avenues for future research. Extensions 

incorporating full-text analysis, multilingual corpora, or cross-database integration may further 

enhance semantic coverage and reduce ambiguity in relation extraction. In addition, coupling the 

knowledge graph with domain ontologies or expert-in-the-loop refinement could improve semantic 

precision and facilitate downstream applications such as decision support, hypothesis generation, or 

systematic evidence synthesis. More broadly, this work underscores the potential of integrating 

machine learning and knowledge representation techniques to support scalable, interpretable 

analyses of complex biomedical research domains. 

Data and Code Availability 



21 
 

The derived research artifacts and reproducibility materials supporting this study are available on 

Zenodo at https://doi.org/10.5281/zenodo.22124343. The repository includes derived topic-level 

outputs, knowledge graph triples, an RDF/Turtle representation, semantic similarity outputs, 

validation materials, relation-schema documentation, and downstream analysis utilities. Due to 

Scopus licensing restrictions, the original bibliographic records and abstract texts cannot be 

redistributed. Where original execution scripts or row-level adjudicated labels were not retained, this 

is explicitly documented in the repository. 
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