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Response Letter

Rights to Richness: Connecting Cultural Artefacts with Rights and Context
Tracking number: 3908-5122

Ruben Peeters, Giacomo Blanco, Georgios Botsoglou, Isabel Davis,
Xuemin Duan, Christian Fuhrhop, Tobias Hendrickx, Maurice Mengel,
Deniza Popova, Tommaso Monopoli, Kyriaki Oudatzi, Theodoros Semertzidis,
Elisa Simionato, Dieter Suls, Giuseppe Rizzo, Anastasia Dimou

17.06.2026

Dear Guest Editors and Reviewers,

Thank you for the thorough and constructive reviews of our manuscript. We have carefully addressed all comments
and made substantial revisions to the paper. Below, we respond to each point individually. Reviewer comments are
shown in iftalics, and our responses in blue.

1. Review #1: Renato Iannella
1.1. Specific Comments

1.1.1. Page 9, Line 19: ODRL Reference
Reference [26] to ODRL should be to the W3C ODRL specification. Note: Reference [26] is not correct. R lannella
is not the author of that book.

Response: We have updated the reference to point to the W3C ODRL specification. — Change R1.1

1.1.2. Page 12, Line 49: CCO License Templates
See the licenses at for CCO: https://rdflicense.linkeddata.es. These are good templates to follow for “instant” li-
censes.

Response: Thank you for the suggestion. We compared CACAO-RS with the RDFLicense CCO template and now
use the shared Creative Commons actions for derivative works, distribution, and reproduction. We also removed
unsupported obligation and prohibition rules and explain why RDFLicense’s linked-data-specific extraction and
reutilisation terms are not imported. — Change R1.2

1.1.3. Page 17: InC-EDU 1.0 Listing

For the InC-EDU1.0 “instant” license. ..

Line 41: An empty obligation means nothing?
Line 42: The action is missing?

Line 46: An empty prohibition means nothing?

Response: We removed the empty obligation and prohibition nodes. The permission is now explicitly typed and con-
tains odrl:use, constrained by odrl:purpose to educational use, matching the source rights statement. — Change R1.3
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1.2. General Comments

1.2.1. ODRL Profile URI
Define a profile URI for the ODRL policy.

Response: We have defined the profile URI https://w3id.org/cacao/profile/rights, documented its policy and rule
requirements, and added odrl:profile to every CACAO-RS policy. — Change R1.4

1.2.2. E30 Right as Subclass of odrl:Policy
Perhaps crm:E30Right is a subclass of odrl:Policy? The same for LegalObject (Asset) and Actor (Party)?

Response: We thank the reviewer for raising this important modelling question. We carefully considered a subclass
relationship between crm:E30_Right and odrl:Policy, but concluded that the cacao:expressedBy property is more
appropriate. The reason is that these are fundamentally different concepts: crm:E30_Right represents an abstract
legal privilege (e.g., the right of ownership over a painting), while odrl:Policy is a structured expression of rules
(permissions, prohibitions, duties). A right can exist independently of any formal policy expression, for instance
when aright is established by law or contract without being encoded as an ODRL policy. Conversely, an odrl:Policy is
not itself a right, but rather a vehicle for expressing rights. The cacao:expressedBy property captures this distinction:
aright is expressed by a policy, without conflating the two concepts. For crm:E72_Legal_Object and odrl:Asset, as
well as crm:E39_Actor and odrl:Party, a subclass relationship is indeed used, but in the opposite direction: odrl:Asset
is modelled as a subclass of crm:E72_Legal_Object, and odrl:Party as a subclass of crm:E39_Actor. This reflects that
the ODRL classes are narrower in scope: every asset subject to an ODRL policy is a legal object, but not every legal
object is necessarily referenced in a policy; likewise, every party in an ODRL rule is an actor, but not every actor is
a party to a policy. We have clarified this rationale in the revised Section 4.3. — Change R3.4.5

1.2.3. CIDOC-CRM Structure Mapping to ODRL
The CRM model (Figure 3) seems to imply structure for Actors and Legal Objects. These potentially could be
mapped into the ODRL structure for Party and Asset. For example, a E47Group is an odrl:PartyCollection?

Response: We have clarified this mapping in the revised manuscript. In CIDOC-CRM, the relevant class is
crm:E74_Group; odrl:PartyCollection is documented and asserted in the ontology as a subclass of crm:E74_Group.
This captures the intended relation between ODRL party collections and CIDOC-CRM group agents, while keeping
ODRL’s role-assignment properties within the ODRL layer. — Change R3.4.6

2. Review #2: Anonymous
2.1. Weak Points

What makes CACAO distinctive beyond combining CIDOC-CRM and ODRL? What is the relation with [Ref-1]
below?

Response:We thank the reviewer for drawing our attention to the Digital Rights Ontology (DRO) by Prandoni,
Valentini, and Doerr, which we have now included in our related work discussion. DRO is a noteworthy predecessor
that also extends CIDOC-CRM for rights management, and the comparison helps clarify CACAQO’s positioning.

DRO and CACAO share a common foundation in CIDOC-CRM but differ in scope and intent. DRO provides a
comprehensive model of the IPR lifecycle, from national legal frameworks through ownership rights to usage agree-
ments, with a pattern-matching mechanism for permission evaluation. Its depth on the rights dimension, particularly
the ability to derive ownership from creation provenance, is something CACAO does not attempt.
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CACADO takes a broader but shallower approach: rights expression is one of five concerns, alongside physical and
digital artefact modelling, user profiles, and structured context (historical events, movements, genres, symbolism).
The distinctive design contributions are:

1. Typed subclasses for data integration predictability. Rather than relying solely on crm:P2_has_type
with external vocabularies, CACAO introduces explicit subclasses (e.g., cacao:Artwork, cacao:Museum, ca-
cao:Artist) with dedicated properties. When heterogeneous institutions independently type entities using dif-
ferent vocabularies, integration becomes unpredictable. CACAQO’s subclasses provide a common vocabulary
for the most frequently needed types while remaining extensible via P2_has_type for concepts not yet covered.

2. ODRL integration aligned with European infrastructure. Where DRO models the full reasoning chain
from law to permissions, CACAO integrates ODRL, a W3C Recommendation endorsed for European Data
Spaces, to express machine-readable rights statements that existing tooling supports. The CACAO-RS vocab-
ulary provides 14 ready-to-use rights statements aligned with Europeana, lowering the barrier to adoption for
institutions that need to express reuse conditions without modelling the underlying legal framework.

3. Interoperability through shared foundations and companion SHACL shapes. CACAO builds on CIDOC-
CRM specifically because it is the foundation that Europeana’s Data Model also maps to, ensuring that
CACAO-compliant data is compatible with the broader European cultural heritage infrastructure. Addition-
ally, CACAO includes application-specific SHACL shapes for constraint validation, ensuring data quality for
downstream consumers.

4. Multi-institutional validation. The ontology was developed in consultation with four cultural heritage insti-
tutions covering diverse domains (fashion, ethnology, sports, archaeology), and is operationally deployed in
the ARTKB knowledge graph.

We see DRO’s provenance-based rights derivation and national law modelling as complementary capabilities that
could inform future extensions of CACAO, particularly as the need for automated rights clearance grows in the
European Collaborative Cloud for Cultural Heritage.

— Change R2.DRO
Evaluation is mostly design justification, rather than empirical validation (e.g. have the competency questions been
used for testing t00?).

Response: We agree that the evaluation should go beyond design justification. We implemented all 35 competency
questions as standalone SPARQL queries and executed them against the public ARTKB endpoint. All queries exe-
cuted without SPARQL errors; 15 returned representative results and 20 returned empty results because the required
data is not currently populated. The revised manuscript reports the grouped results and distinguishes ontology ex-
pressiveness from current data coverage. — Change R2.EVAL

A full diagram of CACAO'’s core classes and properties is missing. There is Fig 4 but it is difficult to read and does
not contain many properties.

Response: We retained Figure 4 as a readable conceptual overview and added a complete tabular inventory of all 68
CACAQO classes and 16 properties, identifying each class’s direct superclass and each property’s domain, range, and
direct superproperty. The classes are split across three tables purely because of page-length constraints; entries are
listed in CACAO identifier order and the split carries no semantic grouping. We have also added a reference to the
Widoco-generated documentation, which embeds an interactive WebVOWL visualisation of the complete ontology,
allowing the model to be browsed beyond the static figure. — Change R2.W2

Missing related work, not very clear novelty.

Response: We have addressed both aspects: the missing related work has been added (see our responses to Cl
and C4 below), and we have added an explicit statement of CACAQO’s novelty to the Introduction, summarising the
distinctive contributions detailed in our response to the first weak point above. — Change R2.DRO — Change R2.C4
— Change R2.NOVELTY
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2.2. Comments/Questions

2.2.1. CI: Missing Related Work (Prandoni et al. 2009)
[Ref-1] C. Prandoni, M. Valentini, M. Doerr, “Formalising a model for digital rights clearance”, TPDL 2009. That
paper proposed an extension of CIDOC CRM for digital rights management.

Response: We refer to our detailed response to the first weak point above, where we discuss the relationship between
CACAQO and the Digital Rights Ontology (DRO) by Prandoni et al. The reference has been added to the Related
Work section. — Change R2.DRO

2.2.2. C2: Complex Rights Use Case in Motivating Examples
Motivating examples: they focus more on usability, I would like to also see a complex rights-related use case.

Response:We agree that the motivating examples could better highlight the complexity of rights management. We
have enriched the examples with a scenario that involves multiple rights holders and different licenses across digital
representations of the same physical artefact.

Concretely, a physical artefact (e.g., a historical costume held by a museum) has three digital representations: a
photograph taken by an external photographer under CC BY-NC, a video produced by a media company under InC-
EDU 1.0, and an audio description recorded in-house under CCO. Each digital artefact has a different rights holder
and a different license. A researcher wanting to use these materials for a specific purpose (e.g., an educational
presentation) must determine which digital artefacts they may use, under what conditions, and whom to contact for
permission.

This scenario demonstrates a problem that existing models struggle with: rights are not uniform across repre-
sentations of the same object, and tracking per-artefact rights with different parties requires the kind of structured,
machine-readable policy expressions that CACAO provides through its integration of ODRL with CIDOC-CRM.
The validation section now includes a dedicated paragraph with a SPARQL query demonstrating how a researcher
can retrieve all digital representations of a given physical artefact together with their individual rights statements
and rights holders. — Change R2.C2 — Change R2.C2.VAL

2.2.3. C3: Event-Centric Nature of CIDOC-CRM
Fig 1: probably the event-centric nature of CIDOC CRM should be stressed more.

Response: We agree. We have revised the text accompanying Figure 1 to emphasise that CIDOC-CRM follows an
event-centric paradigm, where entities such as actors, objects, places, and time-spans are connected through events
(e.g., crm:E12_Production, crm:E8_Acquisition) rather than being linked directly. This design principle is central to
understanding both CIDOC-CRM and CACAO’s extension of it. = Change R2.C3

2.2.4. C4: Missing Reference (Mountantonakis et al. 2023)

Section 3.6: One related paper for Section 3.6 and system is M. Mountantonakis et al., “Why we need Ontology-
specific Data Portals: A case study for CIDOC-CRM”, SWODCH 2023. And the related portal: https://demos.isl.
ics.forth.gr/CIDOC-CRM_Portal.

Response: Thank you for pointing us to this work, it is indeed directly relevant. Mountantonakis et al. catalogue 30
real-world CIDOC-CRM datasets and compute ontology-based usage statistics, revealing a power-law distribution
where only 29 out of 309 properties are used by 10 or more datasets. Their finding that P2_has_type is the most-used
property by triple count (88M triples across 30 datasets) provides empirical support for CACAQO’s design decision to
introduce explicit subclasses rather than relying solely on P2_has_type with heterogeneous external vocabularies.
We have added a discussion of this work to the CIDOC-CRM related work. — Change R2.C4
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2.2.5. C5: Too Few Rights-Related Competency Questions
Table 1: too few competency questions that are related with rights management.

Response: We understand this comment and provide a brief explanation of why these were not included, after which
we detail the newly added CQs. We had initially concluded that CQs related to "how’ we can express the rights
were relevant during the creation of ODRL, not during the creation of our ontology. We assumed that ODRL was
sufficient to express rights, as this is its purpose. However, we agree that the rights dimension was underrepresented
in the competency questions. We have added the following CQs to Table 1:

Can this artefact be used for a specific purpose (e.g., educational, commercial)?

Are there constraints on the permissions of this rights statement?

Under what conditions may this artefact be modified?

Do the digital representations of this physical artefact have different rights statements?
Which digital artefacts of a given physical artefact can be used for a given purpose?
Who holds the rights over this artefact?

Who should be contacted to request permission for reuse?

These new CQs exercise the odrl:Constraint mechanism (e.g., purpose-restricted permissions), the per-artefact policy
structure, and the party-related aspects of the ODRL integration, which were not sufficiently covered by the original
set. — Change R2.C5

2.2.6. C6: Figure 3 Unclear

Figure 3 is somewhat unclear. It introduces subclasses of CIDOC CRM, but the properties (relationships) it estab-
lishes via odrl:function do not appear to align with the CIDOC CRM model. Specifically, odrl:party is treated as a
subclass of E39 Actor, and odrl:Asset as a subclass of E72 Legal Entity. However, it is not clear what odrl:function,
which links these two, corresponds to in CIDOC. Does it relate to E13 Attribute Assignment? Moreover, the defini-
tion of odrl:function is not provided. Based on a preliminary review, ODRL seems to function as a metadata model
rather than a formal ontology. I believe there are gaps in this mapping. In short, Figure 3 lacks explicit definitions
for the proposed extensions, making the mapping and intended semantics unclear.

Response:

Regarding odrl:function: this is a super-property defined in the ODRL vocabulary that serves as the parent of role-
assigning properties such as odrl:assigner and odrl:assignee. It links a Rule (Permission, Duty, or Prohibition) to a
Party in a specific role. Crucially, odrl:function does not correspond to a CIDOC-CRM property; it operates entirely
within the ODRL layer.

This leads to the broader architectural point that the reviewer rightly identifies. The mapping between CIDOC-
CRM and ODRL operates at the class level only: odrl:Asset is a subclass of crm:E72_Legal_Object, odrl:Party is
a subclass of crm:E39_Actor, and crm:E30_Right is connected to odrl:Policy via cacao:expressedBy. The proper-
ties from each model remain in their respective domains: CIDOC-CRM properties (e.g., crm:P104_is_subject_to,
crm:P75_possesses) describe relationships between CRM classes, while ODRL properties (e.g., odrl:permission,
odrl:function, odrl:action) describe the internal structure of policies. CACAO does not attempt to create cross-model
property equivalences, because CIDOC-CRM and ODRL serve different roles: CIDOC-CRM provides the ontolog-
ical backbone for cultural heritage entities, while ODRL provides the policy expression vocabulary. The class-level
anchoring via rdfs:subClassOf ensures that ODRL entities are recognised as part of the CIDOC-CRM type hierarchy,
while each model’s properties handle their respective concerns.

We acknowledge that ODRL is closer to a policy expression vocabulary than a formal domain ontology in the
traditional sense. This is precisely why CACAO anchors ODRL concepts within CIDOC-CRM’s formal hierarchy
rather than treating them as ontological peers.

Regarding the introduction of schema-level classes (e.g., cacao:Artwork, cacao:Museum): in CIDOC-CRM, these
would typically be modelled as instances of crm:E55_Type linked via crm:P2_has_type. CACAO deliberately pro-
motes these to classes with dedicated properties because, in a multi-institutional data integration setting, different
institutions use different external vocabularies with P2_has_type, making integration unpredictable. Explicit sub-
classes provide a stable common vocabulary, while P2_has_type remains available for finer-grained typing.

© 0 N o U A W N -

u U b B DD DS DDA DS DD WWWWWWWWWWNNNNNNDNNNNDNRERERERRB®RBRE®RRR -2
H ® W 00 N O Ul b WNHFHFO WOWOWSNOOU A WNREOGOGOOWLWOSNOUUDR WNROOOOWLSNOURWNRO



© 0 N o U B W NP

U U S S D DS DB DDA DD D WWWWWWWWWWNNNNNNNRNNNRERRRERRR R R B
H ® © 0 N O U b WNROOO®NOOHAEWNIROOOOOWSNOWUALSWNROOOO-NOOUULMWNIREO

To address the lack of explicit definitions, we have added a mapping table documenting all CIDOC-CRM to
ODRL correspondences (as also requested by Reviewer 3), and we have made our modelling decisions more explicit
in the text. — Change R3.4.5 — Change R3.4.6

2.2.7. C7: DSSC as EC Recommendation
Can DSSC (page 9, footnote 20) be considered an EC recommendation? Please clarify.

Response:We thank the reviewer for requesting this clarification. We have enhanced the original text with additional
information to make the source of the recommendation explicit. The European Commission does not name ODRL
directly in its legislation or strategy documents. However, ODRL is explicitly recommended through the Data Spaces
Support Centre (DSSC), a European Commission-funded support action under the Digital Europe Programme that
provides guidance and reference architecture material for common European data spaces.

Specifically, the DSSC Blueprint (v2.0, March 2025) references ODRL as a standardised policy format for issuing
data usage policies within federation services. The DSSC Maturity Model further lists ODRL by name alongside
DCAT v3 as the expected standard for describing datasets, services, and usage constraints. We have revised the text
to precisely attribute the recommendation to the DSSC Blueprint rather than to the European Commission directly.
— Change R2.C7

2.2.8. C8: Evaluation of Modelling
Evaluation of modeling is missing.

Response: Please see our response to the evaluation weak point above. Following the LOT methodology, we eval-
uate the produced ontology by executing the SPARQL queries derived from the competency questions against the
produced knowledge graph; we have added a dedicated evaluation subsection presenting these execution results.
— Change R2.EVAL

3. Review #3: Anonymous

3.0.1. 1) Role of Section 3.1 (Upper Ontologies)
Regarding Section 3.1, its role in the manuscript is unclear. None of the described top-level ontologies appears to
have been directly used in the work. Therefore, it is not evident why they are presented in detail. This section could
likely be removed without loss to the manuscript.

Response: We agree that the motivation for this section could be described more clearly. These upper ontologies
(BFO, DOLCE, SUMO) were actively considered as a foundation for CACAO alongside CIDOC-CRM. We chose
CIDOC-CRM because of its direct applicability to the cultural heritage domain, but upper ontologies remain relevant
for future work, in particular because aligning CIDOC-CRM with an upper ontology such as BFO could provide a
higher level of abstraction and improve cross-domain interoperability. We have shortened Section 3.1 and reframed
it to make this design rationale explicit, positioning it as a deliberate choice rather than an unconnected survey.
— Change R3.1

3.0.2. 2) Section 3.6 as Methodology

Section 3.6 appears to describe methodological steps of the ontology engineering process, particularly the identifi-
cation of ontologies for reuse. Such content is typically part of the early stages of ontology development and would
be more appropriately placed in a methodology section rather than under “Related Work.”

Response: We agree. The content of Section 3.6 (ontology lookup services) has been moved into the expanded
methodology subsection within the CACAO section, framed as part of the ontology reuse identification step in
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the LOT methodology. The text has been shortened to focus on the role these services played in the development
process. — Change R3.2

3.0.3. 3) Section 3.7 as Methodology
Similarly, Section 3.7 also seems to address methodological aspects and therefore may not belong in the “Related
Work” section.

Response: We agree. The content of Section 3.7 (collaboration and development tooling / ODK) has likewise been
moved into the methodology subsection, framed as the tooling decisions for the implementation and maintenance
steps of the LOT methodology. — Change R3.3

3.0.4. 4) Strengthening the Methodology

In my opinion, the methodological aspects related to the CACAO development process need to be strengthened. The
description could be structured according to the activities and expected outputs of the Linked Open Terms (LOT)
methodology.

Response: We fully agree. The CACAO section now opens with a dedicated methodology subsection structured
around the LOT activities, as detailed in the responses below. — Change R3.4

4.1) The issues mentioned in points 2 and 3 above could be incorporated into a dedicated methodology section.

Response: Content from former Sections 3.6 and 3.7 has been incorporated into the new methodology subsection
(see responses to points 2 and 3). — Change R3.4

4.2) The development process could be illustrated with explicit inputs and outputs produced during CACAO devel-
opment process.

Response:We have added a description of the inputs and outputs for each LOT step:

1. Requirements Specification: inputs = stakeholder interviews with domain experts from four CH institutions,
analysis of existing data models and institutional data samples; outputs = requirements R1-R7, 35 competency
questions.

2. Implementation: inputs = competency questions, CIDOC-CRM and ODRL specifications, ontology lookup
results; outputs = OWL ontology, SHACL shapes, CACAO-RS rights vocabulary.

3. Publication: inputs = OWL files; outputs = persistent URI at w3id.org/cacao, Widoco-generated documenta-
tion.

4. Maintenance: inputs = community feedback, GitHub issues; outputs = updated ontology releases via ODK
workflows.

— Change R3.4

4.3) In the first paragraph of Section 4, the authors state that “CH experts were consulted to formulate both func-
tional and non-functional requirements.” However, the four requirements presented are not clearly classified into
these categories. What are the non-functional requirements? Additionally, it is somewhat surprising that only four
requirements were identified after consulting domain experts and ontology engineering specialists. One would ex-
pect a larger set of requirements. What explains this limited number?

Response:We agree that the original four requirements were too coarse and not clearly classified. This coarseness
also explains the limited number (four — seven). We have revised the requirements into an expanded and explicitly
categorised set:

Functional requirements:
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R1: Describe context for physical and digital artefacts.

— R2: Describe IPR, especially for digital reuse.

— R3: Represent data from general-purpose knowledge bases (e.g., Wikidata).
— R4: Represent data from partner CH institutions.

Non-functional requirements:

— RS5: Minimize information loss during data integration.
— R6: Align with existing efforts such as Europeana.
— R7: Enable community contributions with a low barrier to entry.

The functional requirements specify what the ontology must represent, and are testable via the competency ques-
tions. The non-functional requirements are cross-cutting quality constraints that apply to all CQs. Each high-level
requirement decomposes into multiple competency questions, following LOT methodology practice, where require-
ments capture stakeholder goals, and CQs provide testable detail. — Change R3.4.3

4.4) The process of reusing CIDOC-CRM and ODRL, as well as the alignment/mapping effort between them, is
not clearly described (as a step of CACAO development process). The ontology engineering literature provides
established approaches for ontology alignment and mapping that could support and better justify how CACAO was
constructed from these sources.

Response:Response: The CIDOC-CRM/ODRL integration follows an established ontology alignment workflow.
Shvaiko and Euzenat [50] classify matching approaches along two dimensions: the granularity of the match
(element-level vs. structure-level) and the interpretation of input (syntactic, external, or semantic). Our alignment is
element-level and semantically motivated: we first scoped CIDOC-CRM to its rights-relevant fragment (four classes:
E30_Right, E72_Legal_Object, E39_Actor, E74_Group), then established correspondences to ODRL classes using
subsumption axioms and a bridge property (cacao:expressedBy).

This is a manual, expert-driven alignment, appropriate here because the two models are semantically distant
(event-centric vs. flat policy) and share no terminological or structural overlap that automated matchers could ex-
ploit. Thiéblin et al. [55] classify such correspondences as complex alignments (involving bridge properties and
subsumption, not simple equivalences) and explicitly identify cultural heritage as a domain where these are needed.
— Change R3.4.4

4.5) Regarding the alignment/mapping effort, most relationships appear to be modeled as subClassOf. Were other
types of relations considered (e.g., equivalence, sameAs, overlap, covering)? If not, are they unnecessary in this
context?

Response:We have added a discussion of this design choice to the revised methodology. The alternatives were
considered but ruled out:

— owl:equivalentClass was rejected because the ODRL classes are narrower in scope than their CIDOC-CRM
counterparts (e.g., odrl:Asset covers only items subject to a policy, while crm:E72_Legal_Object encompasses
any item to which rights can apply).

— owl:sameAs applies to individuals, not classes, and is therefore not applicable here.

— Overlap and covering relations, part of the standard correspondence vocabulary in ontology alignment (Shvaiko
and Euzenat [50] define the relation R over {=,J, 1,1}), were considered but do not hold: the class pairs
exhibit subsumption, not partial overlap.

The one exception is crm:E30_Right and odrl:Policy, where no subsumption holds in either direction. These are con-
nected via the cacao:expressedBy property instead (see our response to Reviewer 1 on this point). — Change R3.4.5
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4.6) In addition to diagrams, mapping tables could be useful. These are commonly used to document correspon-
dences between ontologies’ concepts and often serve as the basis for diagram construction.

Response: We agree. We have added a mapping table documenting all CIDOC-CRM to ODRL class correspon-
dences, including the source class, target class, relation type, and justification for each mapping. — Change R3.4.6

3.0.5. 5) Regarding Table 1

5.1) Should not all competency questions (CQs) be related to requirements R3 and R4? These requirements appear
to have a transversal nature, unlike R1 and R2. It is unclear whether R3 and R4 should be associated with all CQs or
only some. Additionally, in cases such as CQ7 and CQ8, can R3 and R4 alone adequately capture the requirements?
Could these be considered non-functional requirements?

Response: The reviewer correctly identified that the original R3 and R4 had a transversal nature. As described in
our response to point 4.3, we have restructured the requirements. The quality aspects that the reviewer identified
as transversal (minimizing information loss, Europeana alignment, community contribution) are now captured as
non-functional requirements R5-R7, which apply across all CQs. The functional parts have been retained as R3
(represent data from general-purpose KBs) and R4 (represent data from partner institutions), which associate with
specific CQs. Table 1 has been updated to reflect this new structure. — Change R3.5.1

5.2) To improve the understanding of conceptual coverage during CACAO development process, an additional
column could be added to Table 1 indicating which ontologies (CIDOC-CRM, ODRL, or CACAO) address each
high-level concept. This would offer a good notion of how each ontology contributed to answer the CQ.

Response: We have added an “Ontology Source” column to Table 1 indicating whether each CQ is addressed by
CIDOC-CRM classes and properties, ODRL classes and properties, or new CACAO-specific extensions. This makes
the contribution of each ontology explicit and highlights where CACAO adds value beyond reuse. — Change R3.5.2

3.0.6. 6) Benefits and Drawbacks of Ontology Reuse

The authors could also discuss the benefits and drawbacks/difficulties of reusing and aligning/mapping ontologies
for designing a third one. Besides the benefits, such processes often involve trade-offs and may introduce unintended
side effects.

Response:We have added a paragraph to the Discussion section addressing these trade-offs. In summary:

Benefits: Reusing CIDOC-CRM and ODRL reduces development effort, as established models do not need to be
reinvented. It also promotes community acceptance, since institutions already familiar with CIDOC-CRM are more
likely to adopt CACAO, and ensures interoperability with other CIDOC-CRM-based systems.

Drawbacks: CIDOC-CRM'’s high level of abstraction, while providing broad applicability, makes it difficult to
work with directly. This is partly what motivated CACAQ’s introduction of typed subclasses. Additionally, CIDOC-
CRM’s event-centric paradigm adds verbosity even in cases where a simpler direct relation would suffice. The
integration of ODRL introduces a further challenge: as a policy expression vocabulary rather than a formal domain
ontology, ODRL has different design assumptions than CIDOC-CRM, creating a conceptual mismatch at the map-
ping boundary. The class-level anchoring via rdfs:subClassOf is a pragmatic solution, but it means that users of
CACAO need some familiarity with both CIDOC-CRM and ODRL, raising the learning curve. — Change R3.6

3.0.7. 7) ARTKB Design Process

The design process of ARTKB is an important aspect of the work. However, given its relevance, it deserves more
detailed treatment. In particular, the process of linking Wikidata entities to CACAO concepts and relations should
be better explained. Was this process manual, semi-automatic, or automated? The manuscript describes what was
done, but it could be more detailed on how it was done.
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Response:We have expanded the ARTKB section with additional detail on the construction process. A dedicated
paper on ARTKB as a standalone system [7] provides a comprehensive treatment of the architecture and construction

pipeline. We now reference this paper and summarise the key aspects in the revised manuscript. — Change R3.7

The Wikidata-to-CACAO mapping followed a semi-automatic approach: (1) entity class mappings (e.g., Wikidata
entity classes to CACAO concepts such as physical artefact, artist, museum, movement, genre, material) were man-
ually defined by ontology engineers, with 7,848 base classes selected; (2) property alignment was likewise manually
defined per entity type, retaining only CACAO-prescribed properties while preserving original Wikidata URIs for
traceability; (3) the actual data extraction, filtering, transformation, and RDF generation were fully automated via
SPARQL queries and scripts applied to a Wikidata dump. The resulting knowledge graph contains over 8 million

RDF triples across 1.4 million unique entities. — Change R3.7

Overview of Changes

Table 1 lists every change, in order of first appearance, together with the reviewer comment(s) it addresses and

where it appears in the revised manuscript.

Table 1: Changes and the reviewer comment(s) each one addresses.

Change Reviewer comment(s) addressed Addressed in

R1.1 R1: ODRL reference should cite the W3C  Related Work §3.4; bibliography
specification

R1.2 R1: CCO license templates (RDFLicense) CACAO §4.2 (Expressing rights with

ODRL)

R1.3 R1: InC-EDU 1.0 empty obligation/prohibi- CACAO §4.4 (CACAO Rights Vocab-
tion nodes ulary)

R14 R1: Define a profile URI for the ODRL pol- CACAO §4.4 (CACAO Rights Vocab-
icy ulary)

R3.4.5 R1: Is crm:E30_Right a subclass of CACAO §4.2 (Expressing rights with
odrl:Policy? ODRL)
R2 C6: Figure 3 mapping (odrl:function)
unclear
R3 4.5: subClassOf vs. other relation types

R3.4.6 R1: CRM structure mapping to ODRL CACAO §4.2, Table 2 (mapping table)
(E74_Group / PartyCollection)
R2 C6: Figure 3 mapping unclear
R3 4.6: Mapping tables in addition to dia-
grams

R2.DRO R2 weak point: Distinctiveness vs. DRO Related Work §3.4 (DRO)
R2 weak point: Missing related work, not
very clear novelty
R2 C1: Missing related work (Prandoni et al.
2009)

R2.EVAL R2 weak point: Evaluation is mostly design ~ Validation §6.2 (Competency-question

justification
R2 C8: Evaluation of modelling is missing

evaluation)
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Change

Reviewer comment(s) addressed

Addressed in

R2.W2

R2.NOVELTY

R2.C4

R2.C2

R2.C2.VAL

R2.C3

R2.C5

R2.C7

R3.1

R3.2

R3.3

R3.4

R3.4.3

R3.4.4

R3.5.1

R3.5.2

R3.6
R3.7

R2 weak point: Full class/property diagram
is missing

R2 weak point: Missing related work, not
very clear novelty

R2 weak point: Missing related work, not
very clear novelty

R2 C4: Missing reference (Mountantonakis
et al. 2023)

R2 C2: Complex rights use case in motivat-
ing examples

R2 C2: Complex rights use case (validation
demonstration)

R2 C3: Event-centric nature of CIDOC-
CRM should be stressed

R2 C5: Too few rights-related competency
questions

R2 C7: Can DSSC be considered an EC rec-
ommendation?

R3 1: Role of §3.1 (upper ontologies) un-
clear

R3 2: §3.6 describes methodology, not re-
lated work

R3 3: §3.7 describes methodology, not re-
lated work

R3 4: Strengthen methodology using LOT
activities

R3 4.1: Incorporate points 2—3 into method-
ology

R3 4.2: Tllustrate inputs/outputs per LOT
step

R3 4.3: Functional vs. non-functional re-
quirements unclear

R3 4.4: Alignment/mapping methodology
not described

R3 5.1: R3/R4 requirements have a transver-
sal nature

R3 5.2: Add an “Ontology Source” column
to Table 1

R3 6: Benefits/drawbacks of ontology reuse
R3 7: ARTKB design process needs more
detail

CACAO §4.3, Tables 3—6 (class/prop-
erty inventory)
Introduction §1

Related Work §3.2 (CIDOC-CRM)

Motivating Examples §2

Validation §6.3

Related Work §3.2 (CIDOC-CRM)
Table 1, CACAO §4.1 (Methodology)
Related Work §3.4

Related Work §3.1

CACAO §4.1 (Methodology)
CACAO §4.1 (Methodology)

CACAO §4.1 (Methodology)

CACAO §4.1 (Methodology)
CACAO §4.1 (Methodology)
Table 1, CACAO §4.1 (Methodology)
Table 1, CACAO §4.1 (Methodology)

Discussion §7
ARTKB §5

Appendix A. Original Decision Letter

Dear Author,
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We have reached a decision for your paper. Please find below the details.

Authors: Ruben Peeters, Giacomo Blanco, Georgios Botsoglou, Isabel Davis,
Xuemin Duan, Christian Fuhrhop, Tobias Hendrickx, Maurice Mengel, Deniza
Popova, Tommaso Monopoli, Kyriaki Oudatzi, Theodoros Semertzidis, Elisa
Simionato, Dieter Suls, Giuseppe Rizzo, Anastasia Dimou

Title: Rights to Richness: Connecting Cultural Artefacts with Rights and
Context

Submission Type: ’'Ontology Description’

URL:
https://www.semantic-web-journal.net/content/rights-richness-connecting-
cultural-artefacts-rights-and-context

Tracking number: 3908-5122

Decision Letter:
Assigned editor: Guest Editors 2025 OD+CH (swodch@unibz.it)

Dear authors,

Your manuscript cannot be accepted for publication in its current form.

However, a major revision which addresses all issues raised by the reviewers
may be acceptable for publication. The revised manuscript will undergo a full

second round of review.

With your revision, please provide a letter to the reviewers detailing the
improvements made for the resubmission. You find the reviews on the paper’s

page on the journal website.

Please note that the journal operates under a two-strike-rule, as follows: If

a submitted paper receives a "major revisions required", then a submitted

revised paper needs to receive a "minor revisions required" or an "accept",

otherwise it will be rejected. Please also note that addressing the
reviewers’ critical points is necessary but not always sufficient for
acceptance in the next round: It is your responsibility to make sure that
your revision is acceptable for the journal in all relevant aspects, even
those not mentioned by previous reviewers.

We expect your revised paper within 6 weeks, however if you require more
time, please let us know.

Review #1
Submitted by Renato Iannella
Recommendation: Major Revision
Detail Comments

Specific comments:

Page 9 Line 19
Reference [26] to ODRL should be to the W3C ODRL specification
Note: Reference [26] is not correct. R Iannella is not the author of that
book.

Page 12 Line 49
See the licenses at for CCO: https://rdflicense.linkeddata.es
These are good templates to follow for "instant" licenses
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Page 17

For the InC-EDU1.0 "instant" license...
Line 41

- An empty obligation means nothing?
Line 42

- The action is missing?

Line 46

- An empty prohibition means nothing?

General:

Define a profile URI for the ODRL policy

Perhaps crm:E30Right is a subclass of odrl:Policy ?
The same for LegalObject (Asset) and Actor (Party) ?

The CRM model (Figure 3) seems to imply structure for Actors and Legal
Objects.

These potentially could be mapped into the ODRL structure for Party and
Asset.

For example, a E47Group is an odrl:PartyCollection ?

Overall, there is a lot of content packed into this paper.
I think it would be better to separate into 2 different papers
dealing specific to the ontology development, and the use of ODRL.

Review #2

Submitted by Anonymous
Recommendation: Major Revision
Detail Comments

Summary. This paper presents CACAO, a Cultural Artefacts’ Contextual
Ontology extending CIDOC-CRM with ODRL for machine-understandable rights
representation and enriched contextual modeling, and ARTKB, a knowledge graph
built using CACAO for the REEVALUATE project. The work aims to address two
major challenges in Cultural Heritage (CH) data infrastructures: (i) loss of
contextual richness during data integration, and (ii) lack of
machine-readable rights statements hindering reuse of digital artefacts. The
ontology is developed via stakeholder-driven requirements, competency
questions, and alignment with established standards (CIDOC-CRM, ODRL, FOAF,
Wikidata, EDM). The paper also discusses use cases and implementation
choices.

Strong Points

* Rights expression and contextual interoperability in CH data spaces are
interesting and real problems

* Reuse and extension of CIDOC-CRM rather than reinvention is a good choice
too

* The discussion and positioning relative to EDM, Wikidata, Getty
vocabularies, FOAF, and ODRL provides an overview of the ecosystem.

Weak points
* What makes CACAO distinctive beyond combining CIDOC+CRM and ODRL? What is
the relation with [Ref-1] below?
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* Evaluation if mostly design justification, rather than empirical validation
(e.g. have the competency questions used for testing too?).

* A full diagram of CACAO’s core classes and properties is missing. There

is Fig 4 but it difficult to read and does not contain many properties.

* Missing related work, not very clear novelty.

Comments/Questions

Cl: Missing very related work:

[Ref-1] C Prandoni, M Valentini, M Doerr, Formalising a model for digital
rights clearance, TPDL 2009, Springer. That paper proposed an extension of
CIDOC CRM for digital rights management: Url:
https://www.digitalmeetsculture.net/wp-content/uploads/2011/10/dro_paper.pdf

C2: Motivanting examples: they focus more on usability, I would like to also
see a complex rights-related use case

C3: Fig 1: probably the event-centric nature of CIDOC CRM should be stressed
more

C4: Section 3.6: One related paper for Section 3.6 and system is

M. Mountantonakis, et al. , Why we need Ontology-specific Data Portals: A
case study for CIDOC-CRM, SWODCH (Semantic Web and Ontology Design for
Cultural Heritage) Workshop 2023. And the related portal:
https://demos.isl.ics.forth.gr/CIDOC-CRM_Porta

C5: Table 1: too few competency questions that are related with right mgmt

C6: Figure 3 is somewhat unclear. It introduces subclasses of CIDOC CRM, but
the properties (relationships) it establishes via odrl:function do not appear
to align with the CIDOC CRM model. Specifically, odrl:party is treated as a
subclass of E39 Actor, and odrl:Asset as a subclass of E72 Legal Entity.
However, it is not clear what odrl:function, which links these two,
corresponds to in CIDOC. Does it relate to E13 Attribute Assignment?
Moreover, the definition of odrl:function is not provided. Based on a
preliminary review, ODRL seems to function as a metadata model rather than a
formal ontology. I believe there are gaps in this mapping. For comparison,
the CACAO ontology primarily reuses CIDOC classes and properties, adding only
schema-level classes that in CIDOC would typically be modeled as instances.
In short, Figure 3 lacks explicit definitions for the proposed extensions,
making the mapping and intended semantics unclear.

C7: Can DSSC (page 9, footnote 20) be considered an EC recommendation? Please
clarify

C8: Evaluation of modeling is missing.

Review #3
Submitted by Anonymous
Recommendation: Major Revision
Detail Comments
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The manuscript addresses the integration of heterogeneous data from
different sources in the domain of Cultural Heritage (CH). This domain
presents particular challenges, such as the need for machine-understandable
rights statements for digital artifacts and the preservation of contextual
information during data integration. According to the authors, the manuscript
presents two main contributions: (i) CACAO, an ontology extending CIDOC-CRM
for rights and context, along with an accompanying rights vocabulary; and
(ii) ARTKB, a knowledge graph that utilizes CACAO. The CACAO ontology aims to
serve as a shared data model among different CH institutions.

The work is situated in a relevant context, namely the construction of a
central digital infrastructure for Cultural Heritage based on the
digitization of collections from Galleries, Libraries, Archives, and Museums.
This aligns with important initiatives such as the European Collaborative
Cloud for Cultural Heritage. In this context, the need for data integration
and the establishment of policies for use, reuse, and access naturally
arises.

According to the authors, although there are conceptual models such as the
Europeana Data Model and CIDOC Conceptual Reference Model (CIDOC-CRM), these
models tend to be abstract in their definitions, often requiring
specialization for specific domains. Furthermore, the conditions for (re)use
of digital artifacts are typically expressed in plain text, which may lead to
misinterpretation and prevents machine interpretability.

Thus, the work aims to integrate data from REEVALUATE CH institutes (and
external initiatives) into a central knowledge base. CACAO is intended to
represent contextual information associated with artifacts as well as terms
for rights statements, while ARTKB serves as the central knowledge base for
REEVALUATE.

Despite the contributions of the manuscript, some issues need to be
addressed:

1) Regarding Section 3.1, its role in the manuscript is unclear. None of the
described top-level ontologies appears to have been directly used in the
work. Therefore, it is not evident why they are presented in detail. This
section could likely be removed without loss to the manuscript.

2) Section 3.6 appears to describe methodological steps of the ontology
engineering process, particularly the identification of ontologies for reuse.
Such content is typically part of the early stages of ontology development
and would be more appropriately placed in a methodology section rather than
under "Related Work."

3) Similarly, Section 3.7 also seems to address methodological aspects and
therefore may not belong in the "Related Work" section.

4) In my opinion, the methodological aspects related to the CACAO development
process need to be strengthened. The description could be structured
according to the activities and expected outputs of the Linked Open Terms
(LOT) methodology:

4.1) The issues mentioned in points 2 and 3 above could be incorporated into
a dedicated methodology section.
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4.2) The development process could be illustrated with explicit inputs and
outputs produced during CACAQ development process.

4.3) In the first paragraph of Section 4, the authors state that "CH

experts were consulted to formulate both functional and non-functional
requirements." However, the four requirements presented are not clearly
classified into these categories. What are the non-functional requirements?
Additionally, it is somewhat surprising that only four requirements were
identified after consulting domain experts and ontology engineering
specialists. One would expect a larger set of requirements. What explains
this limited number?

4.4) The process of reusing CIDOC-CRM and ODRL, as well as the
alignment/mapping effort between them, is not clearly described (as a step of
CACAO development process). The ontology engineering literature provides
established approaches for ontology alignment and mapping that could support
and better justify how CACAO was constructed from these sources.

4.5) Regarding the alignment/mapping effort, most relationships appear to be
modeled as subClassOf. Were other types of relations considered (e.g.,
equivalence, sameAs, overlap, covering)? If not, are they unnecessary in this
context?

4.6) In addition to diagrams, mapping tables could be useful. These are
commonly used to document correspondences between ontologies’ concepts and
often serve as the basis for diagram construction.

5) Regarding Table 1:

5.1) Should not all competency questions (CQs) be related to requirements R3
and R4? These requirements appear to have a transversal nature, unlike R1 and
R2. It is unclear whether R3 and R4 should be associated with all CQs or only
some. Additionally, in cases such as CQ7 and CQ8, can R3 and R4 alone
adequately capture the requirements? Could these be considered non-functional
requirements?

5.2) To improve the understanding of conceptual coverage during CACAO
development process, an additional column could be added to Table 1
indicating which ontologies (CIDOC-CRM, ODRL, or CACAO) address each
high-level concept. This would offer a good notion of how each ontology
contributed answer the CQ.

6) The authors could also discuss the benefits and drawbacks/difficulties of
reusing and aligning/mapping ontologies for designing a third one. Besides
the benefits, such processes often involve trade-offs and may introduce
unintended side effects.

7) The design process of ARTKB is an important aspect of the work. However,
given its relevance, it deserves more detailed treatment. In particular, the
process of linking Wikidata entities to CACAO concepts and relations should
be better explained. Was this process manual, semi-automatic, or automated?
The manuscript describes what was done, but it could be more detailed on how
it was done.

In summary, the manuscript presents a valuable contribution in a relevant
context and is generally well presented. However, in my opinion, some issues
need to be addressed.

Sincerely,
Guest Editors 2025 OD+CH
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Abstract. The Cultural Heritage domain is actively engaged in digitising collections and building a central digital infrastructure, a
critical effort supported by European initiatives to preserve artefacts and facilitate their reuse. Integrating diverse cultural heritage
data into a central infrastructure is challenging due to the heterogeneity of the data and the limitations of existing data models
in preserving contextual information. Furthermore, the lack of machine-understandable rights statements for digital artefacts
hinders their reuse. This work addresses these issues by developing a framework that incorporates machine-understandable
rights statements and enhances preservation of context during data integration. This paper introduces two key contributions:
CACAO, an ontology extending CIDOC-CRM for rights and context with accompanying rights vocabulary and ARTKB, a
knowledge graph utilising CACAO. The CACAO ontology was developed in collaboration with four CH institutes, validating
its applicability and understandability across diverse data types. The ontology extends CIDOC-CRM by integrating ODRL for
structured rights expression and by introducing new, more specific concepts for detailed contextual information. The CACAO
ontology serves as a common data model, improving interoperability among CH institutions, enhancing the preservation of
original context, and allowing for the definition of flexible usage policies for digital artefacts. This work represents significant
progress in Intellectual Property Rights (IPR) management and contextual modelling for cultural heritage.
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1 1. Introduction 1
2 2
3 In recent years, digitising collections and gathering them in a central, digital infrastructure has been a significant 3
4 focus for the Cultural Heritage (CH) domain and its stakeholders, often referred to as Galleries, Libraries, Archives, 4
5 and Museums (GLAMs). As a result of this effort the proposal for a common European data space (EDS) for 5
6 cultural heritage' and the European Collaborative Cloud for Cultural Heritage (ECCCH) initiative? by the European 6
7 Commission and the European Union, respectively, have been established. Such a central, digital infrastructure 7
8 aims to protect and preserve artefacts and facilitate reuse by hosting and interconnecting them with their associated 8
9 contextual information. The Europeana Foundation®, with its repository of over 60 million artefacts, has been at the 9
10 core of providing this infrastructure for the EDS in cultural heritage and the ECCCH. 10
11 Due to the wide variety in information, data modality, and domains of GLAMs and the collections they curate, 11
12 creating such an infrastructure is plagued by significant challenges regarding data heterogeneity, making data inter- 12
13 operability difficult to achieve [57]. The Europeana Data Model (EDM) [16] and the CIDOC Conceptual Reference 13
14 Model (CIDOC-CRM) [6] aim to provide data models that enable interoperability. However, due to their abstract 14
15 nature, these models should be extended with domain-specific concepts to provide complete contextual information. 15
16 Opening up the digitised collections for reuse raises a second challenge: defining under which conditions the 16
17 reuse of the artefact is allowed. In the CH domain, the answer to this question is often expressed by providing plain- 17
18 text rights statements to accompany artefacts. Expressing such statements in an unstructured data format, such as 18
19 plain text, can lead to misinterpretation of the contents and make them non-machine-understandable. 19
20 The REEVALUATE Horizon Europe project* aims to address these issues throughout the digitisation lifecycle 20
21 by creating technological enablers. Through the public sensing and prioritisation enabler, the public is engaged 21
22 in deciding which physical artefact to digitise. After digitisation, human-driven and Al-driven contextualisation 22
23 enablers are used to derive and construct context from image, audio, and text inputs, and connect this information 23
24 to the physical and digital artefacts. Both physical and digital artefacts are represented and stored in a central 24
25 knowledge base. After preserving the artefacts in the central knowledge base, the collaboration enabler, comprising 25
26 a matchmaking enabler, a search and retrieval enabler, and a marketplace, opens up the digital artefacts for reuse, 26
27 suggesting digital artefacts available on the platform to users. These artefacts can then be immediately used or rented 27
28 for reuse. The Al-driven creative reuse enabler allows users of the marketplace to generate novel digital artefacts 28
29 based on existing cultural heritage artefacts. The context validation enabler ensures that the newly generated artefacts 29
30 comply with predetermined context rules, such as the absence of nudity or violence. Finally, Intellectual Property 30
31 Rights (IPR) are managed through the IPR management enabler. 31
32 To enable the functionality of the REEVALUATE enablers, relevant data needs to be integrated and made available 32
33 for reuse. To achieve this, domain-specific annotations are needed so that the enablers can understand what the data 33
34 means and whether it can be used. This work aims to integrate real-world data from REEVALUATE CH institutes 34
35 and outside initiatives into the central REEVALUATE knowledge base. A central data model is defined to capture 35
36 contextual information regarding physical and digital artefacts, and to structure the associated rights statements. 36
37 This paper presents the following contributions: (i) CACAOQO, a modular ontology with the widely used ISO 37
38 standard CIDOC-CRM [11] at its core, for the expression of contextual information associated with the artefacts 38
39 which is extended with terms for right statements; and (ii) ARTKB, a large-scale knowledge graph integrating 39
40 Wikidata entries using the CACAO ontology, serving as the central knowledge base for REEVALUATE. 40
41 CACAO?’s novelty lies not merely in combining CIDOC-CRM and ODRL, but in four concrete design choices. 41
42 First, CACAO introduces explicit typed subclasses (e.g., cacao:Artwork, cacao:Museum) rather than relying solely 42
43 on crm:P2_has_type with external vocabularies, giving heterogeneous institutions a common, predictable vocab- 43
44 ulary for data integration. Second, CACAO-RS aligns rights expression with ODRL, a W3C Recommendation 44
:Z endorsed for European Data Spaces, providing 14 ready-to-use rights statements aligned with Europeana. Third, :Z
47 47
48 Thttps://digital-strategy.ec.europa.eu/en/news/commission- proposes-common-european-data-space-cultural-heritage 48
49 2https://research-amd—irmovati0r143<:.eur0p£1.eu/research—area/social-sciences—and—humanities/cultural—heritage—and—cultural—and—creative—industries—cé(l:gi)s/

cultural-heritage-cloud_en
50 3https://pro.europeana.eu/about-us/foundation 50
“https://reevaluate.eu/ 51
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CACAO is grounded in CIDOC-CRM specifically because it is the foundation Europeana’s Data Model also maps
to, and is accompanied by SHACL shapes for constraint validation. Fourth, CACAO was developed and validated
in consultation with four CH institutions spanning fashion, ethnology, sports, and archaeology, and is operationally
deployed in the ARTKB knowledge graph. Section 3 positions these choices relative to the closest related model,
the Digital Rights Ontology (DRO) [44].

CACAO has been created by consulting four CH institutes: the Staatliche Museen zu Berlin’, ModeMuseum
Antwerpen®, the Olympic Museum Thessaloniki’ and Fondazione Aquileia® in the context of REEVALUATE. In
addition, a critical review, stakeholder interviews, and stakeholder and public surveys conducted within REEVAL-
UATE, which were translated into user needs and usage scenarios, served as the basis for the ontology.

The diverse focus of the CH institutes, along with the associated data types, formats, and modalities, enables the
validation of the ontology’s applicability and understandability. The intended enablers, such as the contextualisation
enabler and the collaboration enabler validate the model’s usability in practice. CACAO, its associated SHACL
shapes, and a complementary vocabulary, along with their associated documentation, are available at http://w3id.
org/cacao. ARTKB is available at https://loki.linksfoundation.com/reevaluate- graphdb.

The content of the paper is distributed as follows. In section 2, motivating examples are provided for the work
done. In section 3, existing data models, vocabularies and ontologies are described. In section 4, the Cultural Arte-
facts’ Contextual Ontology is described. In section 5, the knowledge graph construction process of ARTKB is
described. In section 6, use cases from the REEVALUATE project are described. In addition, the motivating exam-
ples are reintroduced to show the impact of CACAO and ARTKB. In section 7, several key decisions during the
development process are highlighted and discussed. In section 8, we conclude with the major contributions of the
paper and their impact. Finally, in section 9, shortcomings and possible improvements are outlined as future work.

2. Motivating Examples

We provide three motivating examples that showcase how the absence of machine-understandable rights state-
ments and a lack of fine-grained, structured contextual information in existing models hinders their reuse.

Analysing and selling fashion trinkets Fashion design students want to analyse early 20th-century avant-garde
costumes. For their analysis, they look for images of designs, such as those from the Ballets Russes costumes,
available at ModeMuseum Antwerpen. The images must not only be accessible but also available for modification
(e.g., to create annotated details or derivative analytical sketches) and commercial reuse, as they plan to sell trinkets
displaying the costume to fund their studies. To find these images, the student should be able to provide fine-grained
search terms, such as "20th century", "avant-garde", and "image", in relevant fields. However, the students lack a
background in copyright or law and struggle to understand the rights statements. The students are familiar with
standardised rights statements, such as the Creative Commons’ licenses, but more specialised, non-standard rights
statements prove difficult to understand. To find images they can use, the students must consult a specialist or obtain
explicit consent from each image provider to ensure compliance.

Researching the Olympic Games for university lecture A group of sports historians are researching the material
culture and symbolism of awards in the inaugural modern Olympic Games, as they are supposed to give a lecture
about this topic at a local university. They are specifically interested in non-medal awards, such as the silver cup
presented to Spyros Louis for winning the first marathon in 1896. Several problems arise when trying to identify
and gather information on such artefacts. Specifying and querying for the type of award, such as a “cup”, can cause
problems. Different institutions may use external vocabularies, or none at all, to describe these objects, leading to
unpredictable and difficult-to-integrate data. One institution might link to a vocabulary term for “trophy”, while

Shttps://www.smb.museum/en/home/
Shttps://www.momu.be/en/
https://www.olympicmuseum-thessaloniki.org/
8https://www.fondazioneaquileia.it/it
9https://creativecommons.org/
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another might simply include the word “cup” in a free-text description field. Finding all matching artefacts requires
a complex and potentially incomplete search process. The historian would first need to identify and attempt to
reconcile the various terms used for “cup” or “trophy” across different institutional databases or aggregators. For
the specific award type, they would likely have to perform broad keyword searches in free-text fields (e.g., titles,
descriptions) for terms such as “cup”, “trophy”, or “Spyros Louis”, a method highly susceptible to missing relevant
works or retrieving irrelevant ones. In addition, the historians want to find images and possibly audio fragments of
relevant artefacts that can be used for their lectures. Luckily, they know that typically these types of artefacts are

classified under the “In Copyright - Educational Use Permitted” rights statement.

Reusing multiple representations with different rights A museum holds a historical costume with three digital
representations: a photograph made by an external photographer under CC BY-NC, a video produced by a media
company under InC-EDU 1.0, and an audio description recorded by the museum under CCO. Each representation
has a different rights holder and usage policy, although all three represent the same physical artefact. A researcher
preparing an educational presentation must determine which representations can be reused, under which conditions,
and whom to contact when permission is required. This requires rights to be attached to each digital artefact rather
than inherited from the physical object, while retaining the relation between all representations and that object.

3. Related work

The motivating examples illustrate key challenges in the CH domain. Data is heterogeneous, as institutions use
varied and inconsistent terminologies to describe artefacts and their context. This makes precise and comprehensive
searching a complex and often incomplete process. Furthermore, rights statements expressed in ambiguous plain text
hinder the reuse of digital artefacts. Such statements are not machine-understandable and are difficult for non-experts
to interpret. These challenges of interoperability and context preservation require a formal, shared conceptualisation.
An ontology provides this solution by establishing a common framework and vocabulary.

Four types of ontologies exist, namely, top-level, domain, task, and application ontologies [23].

1. Top-level ontologies, or upper ontologies, describe very general concepts like space, time, matter, object,
event, action, etc., which are agnostic to a domain [23], such as BFO [38] or DOLCE [8].

2. Domain ontologies focus on specific domains or areas of knowledge [23], such as CH, e.g., CIDOC-CRM,
clinical medicine, e.g., SNOMED CT [17], or machine learning, e.g., MLSea [15].

3. Task ontologies are similar to domain ontologies in the sense that they are focused on describing the vocabu-
lary of a task [23], e.g., the Medical Action Ontology [13] or the Generic Task Ontology [45].

4. Application ontologies are specialised ontologies that contain definitions specific to a particular application.
They combine elements from both domain and task ontologies [23]. An example is given in [53].

Generally, upper ontologies are intended to be reused and extended for a particular domain to create a domain
ontology [49]. For that reason, an overview of top-level or upper ontologies is provided in section 3.1. In addition to
the general, upper-level ontologies, several domains of interest were identified: Cultural Heritage, Intellectual Prop-
erty Rights (IPR) and User Profiles. For each identified domain, an overview of existing work is given in section 3.2,
3.5, and section 3.4, respectively. To identify the relevant ontologies, ontology lookup services were used (described
in Section 4.1), and scientific publications were gathered using platforms such as Google Scholar!® and dblp'!. Ad-
ditionally, specific conferences, such as International Semantic Web Conference (ISWC), Extended Semantic Web
Conference (ESWC), International Conference on Knowledge Engineering and Knowledge Management (EKAW),
International Conference on Knowledge Capture (K-CAP), and journals, e.g., Semantic Web Journal (SW1J), Journal
of Web Semantics (JWS), were consulted.

10nttps://scholar.google.com/
Mhttps://dblp.org/
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3.1. Upper Ontologies and Design Rationale

In addition to achieving interoperability within the CH domain, interoperability with other domains is important,
particularly in the context of the emerging Common European Data Spaces'?. Using an upper ontology can provide
a solid foundation for a central data model. We considered three prominent upper ontologies: BFO [38], an ISO
standard (21838-2:2021) widely adopted in the biomedical domain via the OBO Foundry; DOLCE [8], an ISO
standard (21838-3:2023) with roots in cognitive and linguistic considerations; and SUMO [41], a comprehensive
upper-level ontology organised around a hierarchical structure with broad domain coverage.

We chose CIDOC-CRM over these upper ontologies because of its direct applicability to the CH domain. While
not officially classified as an upper ontology, CIDOC-CRM provides a high-level framework for organising cultural
heritage information and is the de facto standard in the domain. BFO, DOLCE, and SUMO all have minimal up-
take in the CH domain, which would be a disadvantage for short-term compatibility with existing CH initiatives.
Nevertheless, upper ontologies remain relevant for future work: aligning CIDOC-CRM with an upper ontology
such as BFO could provide a higher level of abstraction and improve cross-domain interoperability, particularly for
inter-data-space operability.

3.2. Cultural Heritage Introspection

In [51], an overview of data models and ontologies available for the CH domain is provided. To summarize, for
libraries, the IFLA Library Reference Model (IFLA LRM) [31] and the Functional Requirements for Bibliographic
Records (FRBR) [12] are notable examples. In the context of archives, the Expert Group on Archival Description of
the International Council on Archives'? develops a standard that merges previous standards in the archival domain.
The aggregated model they develop is referred to as the Records in Context Conceptual Model [29], represented
in OWL as the Records in Context Ontology [29]. Museums have traditionally relied on the CIDOC Conceptual
Reference Model (CIDOC-CRM) [16] and alignment efforts between CIDOC-CRM, IFLA LRM, and FRBR have
resulted in the FRBRoo and LRMoo models, which extend their scope beyond describing bibliographic artefacts.
Finally, the Europeana Data Model (EDM) is the data model developed for the central cultural heritage data aggre-
gation repository Europeana, established by the Europeana Foundation. As EDM provides the basis for Europeana,
the centre of the CH data space, the model is analysed together with CIDOC-CRM.

CIDOC-CRM The CIDOC Conceptual Reference Model (CIDOC-CRM)'* [6] was developed by the CIDOC
CRM Special Interest Group (SIG), a committee of the International Council for Documentation (CIDOC), under
the International Council of Museums (ICOM) and is recognized as an ISO standard (ISO number 21127:2023).
It is a widely used ontology within the CH domain. While not officially classified as an upper ontology, CIDOC-
CRM provides a high-level framework for organising cultural heritage information. It is designed to be extended
and specialised for specific use cases in the CH domain, such as documenting archaeological buildings [47]. At
its highest level, CIDOC-CRM distinguishes between temporal entities, timespans, places, dimensions, persistent
items, and spacetime volumes. Crucially, CIDOC-CRM follows an event-centric paradigm: entities such as actors,
objects, places, and time-spans are not linked directly but are connected through events (e.g., crm:E12_Production,
crm:E8_Acquisition). For instance, rather than a direct “created-by” link between an object and its creator, CIDOC-
CRM models a production event that connects the actor, the object, the place, and the time-span of creation. This
event-centric design is central to understanding both CIDOC-CRM and CACAQO’s extension of it. Figure 1 provides
an overview of CIDOC-CRM'’s relevant concepts for expressing context concerning artefacts such as their creator
(crm:E39 Actor), the current holder (crm:E74 Group), and the rights associated with the artefacts (crm:E30 Right).

Due to its focus on providing a semantic basis for integration, CIDOC-CRM primarily offers abstract concepts
that are intended to be subclassed to make them more specific. This high-level design ensures the model’s broad
applicability across the diverse domains within cultural heritage. Consequently, when using the model, users are
meant to define specific subclasses to meet their particular requirements.

2http://digital-strategy.ec.europa.eu/en/policies/data-spaces
Bhttp://ica.org/ica-network/expert-groups/egad/
Yhttps://cidoc-crm.org/

© 0 N o U A W N -

u U A B DD DS DDA DD DR WWWWWWWWWWNNNNNNDNDNNNNDNRERFERRB®RRE®RRR -2
H ® W 0 N O Ul b WN HFHFO OWOWSNOOULU A WNREOGG OOWLOSNOUUDR WNROOOOWLOSNOURWNRO


http://digital-strategy.ec.europa.eu/en/policies/data-spaces
http://ica.org/ica-network/expert-groups/egad/
https://cidoc-crm.org/

W 0 N o U1 A W N P

o U b b D D D D DA DD DA WWWW W W W W W WNDNDNNDNNDNNDNDNDNNDNNDNNMRPERPRERRBE®MRE®B®RKRB}B B (3
H ®©® O 0 N O Ul A WN KF O OOWSNOO U RAWNROOOWSNOOUUDRAWNROOOLOSNOOGRAWNROO

22 R. Peeters et al. / Rights to Richness

http://www.cidoc-crm.org/cidoc-crm
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Fig. 1. High-level, simplified overview of CIDOC-CRM

The core of the model revolves around describing how crm:E39 Actor (representing people, groups, or institu-
tions) interacts with and creates various entities. These interactions are typically modelled as instances of crm:E7
Activity (or its subclasses). For instance, an crm:E39 Actor might carry out an crm:E65 Creation event (a subclass of
crm:E7 Activity) that brings into existence an crm:E73 Information Object (such as a document, image, or dataset)
or an crm:E22 Human-Made Object (a physical artefact). A crm:E73 Information Object, which is an identifiable
immaterial item, can be the subject of crm:E30 Right. crm:E30 Right, represents legal privileges such as copyright or
ownership. The relationship is often established through the property crm:P104 is subject to (applies to), linking the
crm:E72 Legal Object (a superclass of crm:E73 Information Object) to the crm:E30 Right. Furthermore, an crm:E39
Actor can hold or possess an crm:E30 Right over an crm:E73 Information Object or an crm:E22 Human-Made Object
(as E22 is also a subclass of crm:E72 Legal Object). This is typically expressed using properties like crm:P75 pos-
sesses (is possessed by) or crm:P105 right held by (has right on) connecting the crm:E39 Actor to the crm:E30 Right.
Human-made objects (crm:E22 Human-Made Obiject) are physical items created through human activity, often de-
tailed via production events (crm:E12 Production, a subclass of crm:E7 Activity), which in turn involve an crm:E39
Actor. These physical objects can also be the subject of crm:E30 Right held by crm:E39 Actors.

For example, to describe the creation of a The Nightingale’s Lesson by Philipp Otto Runge using only CIDOC-
CRM classes and properties, this would be done as shown in listing 1. Using the most specific classes available,
the painting would be an instance of crm:E22 Human-Made Object. Philipp Otto Runge would be an instance of
crm:E21 Person and the two would be connected through an instance of crm:E12 Production. In listing 2, the rights
to reuse an image of the digital representation of the The Nightingale’s Lesson are expressed using only CIDOC-
CRM. The associated license is expressed using a plain-text literal, as CIDOC-CRM does not provide a semantic
representation of rights, but provides a catch-all field crm:E30 Right. Although knowing that Philipp Otto Runge
was a person and that he produced a human-made thing called The Nightingale’s Lesson is essential, it is easy to
see that for many use cases, more detailed information is needed. In addition, it would be beneficial to provide a
semantically richer representation of the reuse rights.
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1|@refix crm: http://www.cidoc-crm.org/cidoc-crm/ .
2|@prefix rdfs: http://www.w3.0rg/2000/01/rdf-schema# .
3l@prefix rdf: http://www.w3.0rg/1999/02/22-rdf-syntax-ns# .
4|@prefix ex: http://example.org/ .
5

@ ex:nightingales_lesson a crm:E22_Human-Made_Object ;
7 rdfs:label "The Nightingales Lesson"

9| ex:philipp_otto_runge a crm:E21_Person ;
10 rdfs:label "Philipp Otto Runge"

2| ex:nightingales_lesson_production a crm:E12_Production ;
13|  crm:Plu@8_has_produced ex:nightingales_lesson ;
14 crm:P1l4_carried_out_by ex:philipp_otto_runge .

Listing 1: The creation of The Nightingale’s Lesson using CIDOC-CRM in Turtle.

@prefix crm: http://www.cidoc-crm.org/cidoc-crm/ .

@prefix rdf: http://www.w3.0rg/1999/02/22-rdf-syntax-ns# .
@prefix rdfs: http://www.w3.0rg/2000/01/rdf-schema# .
@prefix ex: http://example.org/ .

L S T

6| ex:nightingales_lesson_image a crm:E36_Visual_Item ;
7 crm:P138_represents ex:nightingales_lesson .

9| ex:nightingales_lesson_image_right a crm:E30_Right ;
10 rdfs:label "CCO 1.0 Public Domain Dedication" ;
11 crm:P67_refers_to ex:nightingales_lesson_image .

Listing 2: The rights for reuse of The Nightingale’s Lesson using CIDOC-CRM in Turtle.

CIDOC-CRM is officially published through a human-readable specification document. The OWL file [58] is a
derivative of this document and currently aligns with the model’s latest iteration (version 7.1.3).

Mountantonakis et al. [35] analysed 30 CIDOC-CRM datasets and found a power-law distribution in term usage:
only 29 of 309 properties occurred in at least ten datasets, while crm:P2_has_type occurred in 25 datasets and 88
million triples. This confirms the practical importance of type-based extension, but also exposes an integration prob-
lem: the values of crm:P2_has_type come from vocabularies outside the CRM schema and can differ between data
providers. CACAO therefore retains crm:P2_has_type for open-ended classification while adding explicit classes
and properties for recurring concepts required by the participating institutions. These terms provide stable query
paths and machine-readable domains and ranges for common concepts, while external vocabularies remain avail-
able for finer-grained types.

Europeana Data Model (EDM) EDM [16] is the data model developed by Europeana and serves as the backbone
for their repository of over 60 million CH artefacts. Europeana will form the heart of the European Collaborative
Cloud for Cultural Heritage (ECCCH). As such, its data model is a highly valuable resource for guaranteeing
interoperability in the CH domain. It is published as a human-readable specification document and has ontology
versions available. EDM defines 11 top-level classes. Six of these, Agent, Event, Information Resource, Physical
Thing, Place, and Time Span, are equivalent to classes defined in CIDOC-CRM and are mapped accordingly.
edm:ProvidedCHO (Provided Cultural Heritage Object) is at the heart of EDM. This class represents the actual
cultural object itself, e.g., a painting, book, manuscript, piece of music, or archaeological find. It is the subject

© 0 N o U A W N -

u U A B DD DS DDA DD DR WWWWWWWWWWNNNNNNDNDNNNNDNRERFERRB®RRE®RRR -2
H ® W 0 N O Ul b WN HFHFO OWOWSNOOULU A WNREOGG OOWLOSNOUUDR WNROOOOWLOSNOURWNRO



W 0 N o U1 A W N P

o U b b D D D D DA DD DA WWWW W W W W W WNDNDNNDNNDNNDNDNDNNDNNDNNMRPERPRERRBE®MRE®B®RKRB}B B (3
H ®©® O 0 N O Ul A WN KF O OOWSNOO U RAWNROOOWSNOOUUDRAWNROOOLOSNOOGRAWNROO

24 R. Peeters et al. / Rights to Richness

of the metadata description. An edm:WebResource represents a digital file accessible on the web that is a rep-
resentation of the edm:ProvidedCHO. This could be an image, a video, an audio file, a 3D model, or a textual
document. There can be multiple edm:WebResource instances for a single edm:ProvidedCHO, for example, dif-
ferent image resolutions or formats, or different views of an object. To link the edm:ProvidedCHO to its digital
representations and contextual information, EDM uses ore:Aggregation. This class, from the OAI-ORE (Open
Archives Initiative Object Reuse and Exchange) [30] model, groups together all resources related to a single
edm:ProvidedCHO as provided by a data contributor. It acts as a packaging for information about the object’s
digital presence and metadata. The ore:Aggregation connects the edm:ProvidedCHO (via edm:aggregatedCHO) to
one or more edm:WebResource instances. Information about individuals, organisations, or other entities responsi-
ble for the creation, contribution, or different roles related to the edm:ProvidedCHO is represented by edm:Agent.
An edm:Agent can be linked to the edm:ProvidedCHO or the ore:Aggregation through various properties (e.g.,
dc:creator, dcterms:contributor, edm:hasMet). edm:Event is a class in EDM that allows for the description of signif-
icant occurrences related to the lifecycle of the edm:ProvidedCHO, such as its creation, modification, or acquisition.
The use of edm:Event in EDM provides a mechanism to encode such temporal and contextual information when
available explicitly, linking edm:Agents, edm:Places, and edm:TimeSpans to the object’s history. Rights infor-
mation is handled primarily through the edm:rights property, typically associated with the ore:Aggregation and/or
individual edm:WebResources, which is different from CIDOC-CRM where the crm:E30 Right class can be associ-
ated with a physical object (crm:E22 Human-Made Thing) as well. The value of edm:rights is usually a URI pointing
to a standardised rights statement (e.g., from Creative Commons or RightsStatements.org), which describes what
users can do with the digital object (edm:WebResource).

Additionally, Europeana offers the Europeana Entity collection!® which includes instances and identifiers for,
e.g., edm:Agent, which are mapped to entities available in, among others, Wikidata'®, ULAN!7, and DBpedialS.

EDM’s latest release is version 5.2.8 (published in 2017), but its ontology currently stands at version 5.2.6.
However, for the development of a robust knowledge graph, the availability of an ontology is a primary requirement.

3.3. Annotating Context

The Merriam-Webster dictionary defines context as “the parts of a discourse that surround a word or passage and
can throw light on its meaning” [11]. Given such a broad definition, many ontologies could be viewed as contributing
to the modelling of context, depending on their purpose and scope. Hence, in many existing ontologies, context is
often treated as a catch-all field, represented through optional, unstructured plain-text annotations (e.g., [33, 39]).
This approach, while flexible, limits the potential for systematic and interoperable contextual modelling.

Previous works have attempted to model context explicitly. These efforts are often domain-specific, focusing on
areas such as intelligent and mobile environments [22, 42], and are therefore not directly applicable to cultural
heritage. To the contrary, large, open knowledge bases such as Wikidata [59] and DBpedia [4] offer broad, domain-
agnostic data models in RDF format. Their structured representation of diverse information, combined with their
wide applicability, makes them valuable resources for contextual information. For instance, the rich semantic links
in these knowledge bases can provide contextual relationships that are relevant for modelling cultural heritage data.

Wikidata Wikidata is a large-scale knowledge base providing structured information for humans and machines.
The wide field of application of the Wikidata ontology compensates for its lack of a formal definition While not
always containing the most detailed information stored in more specialised institutions, it provides a solid basis
for the fields of interest in concepts such as artefacts, artists, and related events. In addition, Wikidata provides
identifiers for instances of these concepts. As mentioned in Section 3.2, Wikidata identifiers are mapped to the
edm:Agent vocabulary. Furthermore, due to its wide applicability, the information in Wikidata provides a solid
foundation for a knowledge graph, once mapped to a more formalised ontology.

IShttps://europeana.atlassian.net/wiki/spaces/EF/pages/2324561923/Entity+API+Documentation
16https://www.wikidata.org/

7https://www.getty.edu/research/tools/vocabularies/ulan/

8https://www.dbpedia.org/
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Schema.org Schema.org is a collaborative initiative, founded by a consortium of major search engines, that pro-
vides a shared vocabulary to structure data on the web [24]. It is not a formal ontology with the descriptive depth of,
e.g., CIDOC-CRM,; rather, it is a pragmatic solution to improve how content is discovered and displayed by major
search engines. For the cultural heritage domain, Schema.org provides relevant types such as schema: VisualArtwork,
schema:Event, schema:Person, and schema:Organization, which allow for the annotation of key contextual infor-
mation directly within web pages. Much like Wikidata, its primary advantage is its wide adoption and broad appli-
cability, lacking though domain-specific detail and semantic richness found in more formal ontologies.

Getty Vocabularies Getty Vocabularies is an umbrella term for a list of vocabularies published and maintained
by the Getty Research Institute and contains the Art & Architecture Thesaurus (AAT), the Getty Thesaurus of Ge-
ographic Names (TGN), the Union List of Artist Names (ULAN), the Getty Iconography Authority (IA) and the
Cultural Objects Name Authority (CONA). These vocabularies contain structured terminology for art, architecture,
decorative arts, archival materials, visual surrogates, conservation, and bibliographic materials, providing a hierar-
chical structure among the included concepts. The Getty Vocabularies provide rich, curated terminologies that are
valuable for populating CH knowledge graphs with fine-grained data. In CH data modelling, such structured vo-
cabularies are frequently utilised to provide specific typing for entities, for instance, by employing CIDOC-CRM’s
crm:P2 has type property to link an entity to an AAT term (e.g., aat:300033618 for ’paintings (visual works)’).
Furthermore, they can serve as an essential source for controlled values for various descriptive properties.

3.4. Structurally expressing Rights Statements

In the context of Intellectual Property Rights (IPR), Rights Expression Languages (REL) [25] offer a formal,
machine-readable framework that expresses the terms and conditions under which intellectual property can be used,
shared, or transferred [2, 27]. RELs are essential tools for managing and automating compliance with intellectual
property rights, particularly in digital environments, where clear definitions of permissions and restrictions are
crucial for content distribution. Two of the most prominent RELs are the Creative Commons Rights Expression
Language (ccREL) [2] and the Open Digital Rights Language (ODRL) [27].

Creative Commons Rights Expression Language (ccREL) ccREL is structured around two main property types:
work and license properties. Work properties describe the resource itself and include fields such as title and creator.
License properties define the conditions of the license, categorising them into Permissions, Restrictions, and Obli-
gations [2]. Although ccREL can express Creative Commons (CC) licenses, it is primarily focused on representing
the CC licenses and thus lacks the fine-grained nature to express additional licenses or rights statements.

Open Digital Rights Language (ODRL) ODRL is a rights expression language and a W3C Recommendation'®.
ODRL is explicitly recommended by the Data Spaces Support Centre (DSSC), a European Commission-funded
support action under the Digital Europe Programme that provides guidance and reference architecture material for
common European data spaces. The DSSC Blueprint (v2.0, March 2025)* references ODRL as a standardised
policy format for data usage policy issuing within federation services. The DSSC Maturity Model further lists
ODRL alongside DCAT v3 as the expected standard for describing datasets, services, and usage constraints. This
positions ODRL as a strategic choice for the European Collaborative Cloud for Cultural Heritage.

Figure 2 provides a simplified view of the model. The central class is odrl:Policy, through which the rules
(odrl:Rule) are expressed related to assets (odrl:Asset). Rules are correlated with actions odrl:Action. The action
is either permitted, required, or prohibited depending on what subclass of odrl:Rule is used. Finally, odrl:Party can
be used to express which parties are involved in a odrl:Rule, through the odrl:assigner and odrl:assignee properties,
allowing for a nuanced representation of rights and obligations within digital content distribution frameworks [27].

ODRL provides a more generalised and extensible policy language framework beyond the specific licenses of
Creative Commons. Its model of Policies, Assets, Rules (Permissions, Prohibitions, Duties), Actions, and Parties

Ohttps://www.w3.org/TR/odrl-model/
20https://dssc.eu/space/bv15e/766067089/Building+on+Top+of+Foundational+Technical+Standards
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odrl:Policy odrl:hasPolic

odrl:permission
odrl:obligation
odrl:prohibition odrl:target

odrl:Action :acti odrl:Rule -assi
odrl:action _odrl.ass_lgner odrl:Party
odrl:assignee

odrl:Permission odrl:duNy_*:l odrl:Duty : odrl:Prohibition

odrl:consequence

odrl:Asset

http://www.cidoc-crm.org/cidoc-crm
http:/iwww.w3.org/ns/odrl/2/
cacao: http://w3id.org/cacao Class
---subClassOf-- - »
-Object Property—»

Fig. 2. ODRL simplified view

allows for more granular and complex rights statements to be constructed. Crucially, the W3C and European Com-
mission’s recommendation for ODRL in the context of European Data Spaces strongly aligns with REEVALUATE’s
aims and the broader ECCCH initiative, making ODRL a more strategic choice for interoperability in this context.

Digital Rights Ontology (DRO) Prandoni et al. [44] proposed the Digital Rights Ontology (DRO), a domain ontol-
ogy for the complete IPR lifecycle built on CIDOC-CRM and FRBRoo. DRO models four levels of abstraction: the
legal framework (national laws and their temporal/spatial validity), individual ownership rights (derived from cre-
ation provenance), usage agreements (licenses and permissions), and particular actions (matched against permission
patterns to determine legality). With 96 classes and 44 properties, DRO provides significantly more depth on the
rights dimension than either ccREL or ODRL, including the ability to derive ownership from creation provenance
and to model which country’s law applies.

CACADO integrates ODRL rather than DRO for three reasons. First, ODRL is a W3C Recommendation with
broad tooling support and endorsement for European Data Spaces, while DRO remains an academic contribution
from the CASPAR project. Second, CACAO’s scope extends beyond rights expression to cover physical and digital
artefact modelling, user profiles, and structured context (historical events, movements, genres, symbolism), mak-
ing ODRL’s simpler policy model (Policy, Permission/Prohibition/Duty, Action) a better fit than DRO’s 96-class
hierarchy. Third, the CACAO-RS vocabulary provides 14 ready-to-use rights statements aligned with Europeana,
lowering the adoption barrier for institutions that need to express reuse conditions without modelling the underly-
ing legal framework. DRO’s provenance-based rights derivation and national law modelling remain complementary
capabilities that could inform future extensions, particularly as the need for automated rights clearance grows in the
European Collaborative Cloud for Cultural Heritage.

3.5. User Profile

To represent information about a person or group associated with the rights of an artefact, e.g., a user of the mar-
ketplace or the REEVALUATE platform, user profile ontologies are considered. A user can be seen as an abstraction
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Table 2

Evaluated Competency Questions

27

High-Level Concept CQs R Ontology Source

Digital Artefact, Physical Artefact (1) Given an artefact identifier, what type of artefact is it? RI,R3, R4 CRM, CACAO

Physical Artefact (2) What are the physical dimensions of the artefact? R3, R4 CRM

Digital Artefact (3) What is the file size of the artefact? R3,R4 CRM

Physical Artefact (4) What material(s) is the artefact made of? R1,R3, R4 CRM

Digital Artefact (5) What file format is the artefact? R3,R4 CRM

Digital Artefact, Physical Artefact (6) Is the artefact a component of a different artefact? RI,R3, R4 CRM

Digital Artefact, Physical Artefact (7) Is there a digital representation of this physical artefact? R3, R4 CRM, CACAO

Digital Artefact, Physical Artefact (8) Is there a physical version of this digital artefact? R3, R4 CRM, CACAO

Digital Artefact, Physical Artefact, (9) Who created this artefact? R1,R3, R4 CRM, CACAO

Actor

Digital Artefact, Physical Artefact (10) When was this artefact created? R1,R3, R4 CRM

Physical Artefact (11) Where is this artefact currently located? R1,R3, R4 CRM

Physical Artefact (12) Where was this artefact previously located? RI1,R3, R4 CRM

Physical Artefact (13) To what collection does this artefact currently belong? R3,R4 CRM, CACAO

Physical Artefact, Actor (14) Who currently owns this artefact? R3,R4 CRM

Digital Artefact, Right (15) Under what license is this artefact available for reuse? R2 CRM, ODRL, CA-

CAO

Right (16) Which rules are associated with this right? R2 ODRL

Right (17) What actions does this rule permit? R2 ODRL

Right (18) What actions does this rule prohibit? R2 ODRL

Right (19) What actions does this rule require? R2 ODRL

Right, Actor (20) To whom does this right apply? R2 CRM, ODRL

Physical Artefact, Digital Artefact (21) To what domain does this artefact belong? R1 CACAO

Physical Artefact, Digital Artefact (22) To which historical events is this artefact related? R1 CRM, CACAO

Physical Artefact, Digital Artefact (23) To which social movements is this artefact related? R1 CACAO

Physical Artefact, Digital Artefact (24) To which religious movements is this artefact related? R1 CACAO

Physical Artefact, Digital Artefact (25) To which cultural movements is this artefact related? R1 CACAO

Physical Artefact, Digital Artefact (26) To which political movements is this artefact related? R1 CACAO

Physical Artefact (27) What is the significance of the material used in the artefact? R1 CACAO

Physical Artefact, Digital Artefact (28) What is the meaning of shapes that can be found on the artefact? R1 CACAO

Right (29) Can this artefact be used for a specific purpose (e.g., educational, com- R2 ODRL
mercial)?

Right (30) Are there constraints on the permissions of this rights statement? R2 ODRL

Right (31) Under what conditions may this artefact be modified? R2 ODRL

Digital Artefact, Physical Artefact, (32) Do the digital representations of this physical artefact have different R2 CRM, ODRL, CA-

Right rights statements? CAO

Digital Artefact, Right (33) Which digital artefacts of a given physical artefact can be used for a R2 CRM, ODRL, CA-
given purpose? CAO

Right, Actor (34) Who holds the rights over this artefact? R2 CRM, ODRL

Right, Actor (35) Who should be contacted to request permission for reuse? R2 ODRL

of the person or group in the practical context of, for example, a website. A recent systematic review [5] of user pro-
file ontologies identified a range of models for representing user information, including the General User Modeling
Ontology (GUMO) [26], User Profile Ontology (UPO) [21], OntobUMT [46], Holistic Persona Ontology (HPO) [3],
Persona Ontology (PO) [52], Grapple ontology [1], User Modelling Meta-ontology [60] and the Friend Of A Friend
Ontology (FOAF) [9]. These ontologies were evaluated as potential frameworks for user profile modelling, with the
User Profile Meta-Ontology proposed as a unifying solution. Despite the existence of OWL specifications for these
ontologies, the associated OWL files are no longer available, limiting their potential for reuse. An exception is the
FOAF [9] ontology, which thus serves as a valuable resource for representing information about a user.

In addition to these specialised user profile ontologies, it is worth noting the role of Schema.org. Its

4.1. Methodology

4. The Cultural Artefacts’ Contextual Ontology (CACAQO)

schema:Person type offers a widely adopted, practical vocabulary for representing user attributes, which aligns
with the goal of ensuring that user data remains interoperable with broader web ecosystems.

The Linked Open Terms (LOT) ontology development methodology [43] was applied in the design of CACAO.

LOT consists of four major steps: requirements specification, implementation, publication, and maintenance. The
following describes each step with its inputs and outputs.

Requirements Specification The inputs for this step were stakeholder interviews with domain experts from four
CH institutions, analysis of existing data models, and institutional data samples. The outputs are the functional and
non-functional requirements R1-R7 and 35 competency questions (Table 2).

© 0 N o U A W N -

A A DDA W W W W W W W W WWNNNNNNDNDNNNNDNRERERERB®RBE®RRF R -3
W N P © © 0 N O Ul A WNFHO OOOWSNO U WNROOOWNOUULRAMWNREOO

44



W 0 N o U1 A W N P

U U S S D DS DB DDA DD D WWWWWWWWWWNNNNNNNRNNNRERRRERRR R R B
H ® © 0 N O U b WNRLROOO®NOOWGHAEWNIROOOOOWSNOUWUSLSEWNROOOB-NOOUUL-MWNIREO

28 R. Peeters et al. / Rights to Richness

During the requirements gathering process, CH experts were consulted to formulate both functional and non-
functional requirements, ensuring the ontology is relevant to the broader CH domain. These requirements are then
transformed to natural language Competency Questions (CQs), which are used to validate if the ontology fulfils its
intended purpose. The functional requirements specify what the ontology must represent and are testable via the
competency questions. The non-functional requirements are cross-cutting quality constraints that apply across all
CQs. Each high-level requirement decomposes into multiple competency questions, following LOT methodology
practice where requirements capture stakeholder goals and CQs provide testable detail. The gathered requirements
can be summarised as follows.

Functional requirements:

R1 Describe context for physical and digital artefacts.

R2 Describe IPR, especially for digital reuse.

— R3 Represent data from general-purpose knowledge bases (e.g., Wikidata).
— R4 Represent data from partner CH institutions.

Non-functional requirements:

— RS Minimize information loss during data integration.
— R6 Align with existing efforts such as Europeana.
— R7 Enable community contributions with a low barrier to entry.

Through several knowledge-gathering sessions with domain experts from the associated CH institutes, ontology
engineers, and technical experts, these requirements were translated into the CQs in Table 2. During this process,
several preliminary high-level concepts were identified and associated with each of the CQs. Finally, the table shows
the relevant requirements for each of the CQs. The CQs have been translated into standalone SPARQL queries and
executed against ARTKB; Section 6.2 reports the results.

Implementation The inputs for this step were the competency questions, the CIDOC-CRM and ODRL specifica-
tions, and ontology lookup results. The outputs are the OWL ontology, SHACL shapes, and the CACAO-RS rights
vocabulary.

To identify existing ontologies for reuse, several ontology lookup services were consulted as part of the landscape
analysis: Linked Open Vocabularies (LOV)?!, which catalogues vocabularies across diverse domains; the OBO
Foundry??, a collaborative initiative for interoperable ontologies primarily in the biomedical domain; BioPortal??,
a comprehensive repository of biomedical ontologies; and the Ontology Lookup Service (OLS)**. These services
were instrumental in confirming the prominence of CIDOC-CRM within the CH domain and ODRL as a leading
rights expression language.

Once CIDOC-CRM and ODRL were selected, a manual, expert-driven alignment was performed. Following
the classification of Shvaiko and Euzenat [50], the alignment is element-level and semantically motivated: we
first scoped CIDOC-CRM to its rights-relevant fragment, four classes (crm:E30_Right, crm:E72_Legal_Object,
crm:E39_Actor, crm:E74_Group), then established correspondences to ODRL classes using subsumption axioms
and a bridge property (cacao:expressedBy). Automation was not applicable here, as the two ontologies are seman-
tically distant (event-centric vs. flat policy model) and share no terminological or structural overlap that existing
matchers could exploit. Thiéblin et al. [55] classify such correspondences as complex alignments and identify cul-
tural heritage as a domain where these are common.

Publication The inputs were the OWL files. The outputs are a persistent URI at http://w3id.org/cacao and Widoco-
generated documentation [20].

2l https://lov.linkeddata.es/dataset/lov
22https://obofoundry.org/
23https://bioportal bioontology.org/
2*https://www.ebi.ac.uk/ols4

© 0 N o U A W N -

B W W W WWWWWWWNNIRNNINIRININNNNN-RRRRRRBRBRH B B
© ©® I o U B WNROO®NOoOUAE_RWNROG®OO®NOUW_AWNHR

41
42
43
44
45
46
47
48
49
50
51


http://w3id.org/cacao
https://lov.linkeddata.es/dataset/lov
https://obofoundry.org/
https://bioportal.bioontology.org/
https://www.ebi.ac.uk/ols4

O 0 N o U A W N

o U b b D DB D D DA DDA DA WWW W W W W W W WNDNNDNDNDNNDNNDNDNDNNDNNDNNMRPERERREH®BE®MRNE®B®RKRB}B B (3
H ®©® O 0 N O Ul A WN KF O OOLWSNOO U RAWNROOOWSNOOUUDRMWNROOOOLBSNOOGRAWNROO

R. Peeters et al. / Rights to Richness 29

Maintenance The inputs are community feedback and GitHub issues. The outputs are updated ontology releases
via ODK workflows. The Ontology Development Kit (ODK) [32] is used for building, maintaining, and standar-
dising the ontology. It provides standardised, customisable workflows readily available to execute locally or using
automated workflows on GitHub. By utilising a public repository, domain experts can provide their input in plain
language using integrated issue trackers, lowering the barrier to contribution (R7). ODK reduces the burden on both
ontology engineers and domain experts due to its automation capabilities.

The remainder of this section describes the alignment between CIDOC-CRM and ODRL to structurally express
rights statements in Section 4.2, followed by the definition of concepts and properties to minimize information loss
through more detailed context in Section 4.3.

4.2. Expressing rights with ODRL

To extend CIDOC-CRM with ODRL, we identify the relevant classes in both models and align them where a clear
subsumption relation exists. Properties from CIDOC-CRM and ODRL remain in their respective vocabularies, since
they serve different modelling purposes. The relevant subset of classes and properties of CIDOC-CRM is defined by
narrowing its scope to the scope of ODRL, namely rights and licenses. Specifically, crm:E72 Legal Object, crm:E30
Right and crm:E39 Actor were identified as relevant for this topic. The importance of crm:E72 Legal Object and
crm:E39 Actor is further emphasised, as they are the only classes connected with crm:E30 Right through direct
properties.

As ODRL uses the odrl:Policy class as a central point to capture all information associated with the expressed
license, it is connected to crm:E30 Right using a new property cacao:expressedBy to specify the relevant right, using
odrl:Policy. crm:E72 Legal Object comprises all items to which crm:E30 Right can be applied, hence we map it to
odrl:Asset, as this is the same relation as the one between odrl:Asset and odrl:Policy. As crm:E72 Legal Object has
a broader definition than odrl:Asset, the ODRL class is mapped as a subclass of the CIDOC-CRM class. Finally,
instances of crm:E39 Actor possess (crm:P75 possesses) the rights related to a crm:E72 Legal Object. This plays a
role related to ODRL’s role-assignment properties, such as odrl:assigner and odrl:assignee, but CACAO does not
assert property equivalence between CIDOC-CRM and ODRL. Similar to the relation between crm:E72 Legal Object
and odrl:Asset, crm:E39 Actor has a broader definition than odrl:Party and as such, the latter becomes a subclass of
the former. For group agents, odrl:PartyCollection is mapped as a subclass of crm:E74 Group, the CIDOC-CRM
class for groups. Figure 3 shows the mappings between CIDOC-CRM and ODRL classes.

The use of rdfs:subClassOf as the primary alignment relation was a deliberate design choice. Alternative re-
lation types were considered but ruled out: owl:equivalentClass was rejected because the ODRL classes are nar-
rower in scope than their CIDOC-CRM counterparts (e.g., odrl:Asset covers only items subject to a policy, while
crm:E72_Legal_Object encompasses any item to which rights can apply). owl:sameAs applies to individuals, not
classes, and is therefore not applicable here. Overlap and covering relations, part of the standard correspondence vo-
cabulary in ontology alignment (Shvaiko and Euzenat [50] define the relation R over {=, 3, 1, 11}), were considered
but do not hold: the class pairs exhibit clear subsumption, not partial overlap. The one exception is crm:E30_Right
and odrl:Policy, where no subsumption holds in either direction. These are connected via the cacao:expressedBy
property instead, as a right can exist independently of any formal policy expression, and an odrl:Policy is not itself a
right but a vehicle for expressing rights. Table 3 documents all CIDOC-CRM to ODRL class correspondences.

By adding this extension, the rights regarding the image of The Nightingale’s Lesson depicted in Listing 2 can
be expressed using ODRL as shown in Listing 3. The image is subject to a crm:E30 Right, which is expressed
by the reusable CACAO-RS CCO policy. Following the RDFLicense CCO template’>, CACAO-RS includes the
shared Creative Commons actions for derivative works, distribution, and reproduction. RDFLicense additionally
uses linked-data-specific extraction and reutilisation terms, which CACAO-RS does not import. CC0 has no obliga-
tion or prohibition rule because the source statement does not define one.

2Shttps://purl.org/NET/rdflicense/cc-zero1.0.tl
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Table 3
CIDOC-CRM and ODRL class mapping
CIDOC-CRM class ODRL class Relation Justification
crm:E72 Legal Object odrl:Asset rdfs:subClassOf (Asset = Every asset subject to a policy is a le-
Legal Object) gal object; not every legal object is ref-
erenced in a policy
crm:E39 Actor odrl:Party rdfs:subClassOf (Party C  Every party in a rule is an actor; not ev-
Actor) ery actor is a party to a policy
crm:E74 Group odrl:PartyCollection rdfs:subClassOf ~ (Party-  Collections of ODRL parties are group
Collection C Group) agents in the CIDOC-CRM sense
crm:E30 Right odrl:Policy cacao:expressedBy No subsumption: a right is an abstract

legal privilege; a policy is a structured
expression of rules. Connected via prop-
erty

@prefix crm: http://www.cidoc-crm.org/cidoc-crm/

@prefix rdf: http://www.w3.0rg/1999/02/22-rdf-syntax-ns# .
@prefix rdfs: http://www.w3.0rg/2000/01/rdf-schema# .
@prefix cacao: http://w3id.org/cacao/

@prefix cacao-rs: http://w3id.org/cacao/vocab/license/
@prefix cc: http://creativecommons.org/ns# .

@prefix ex: http://example.org/

@prefix odrl: http://www.w3.o0rg/ns/odrl/2/

ex:nightingales_lesson_image a crm:E36_Visual_Item ;
crm:P138_represents ex:nightingales_lesson ;
crm:P104_is_subject_to ex:nightingales_lesson_image_right

ex:nightingales_lesson_image_right a crm:E30_Right ;
cacao:expressedBy cacao-rs:CC0O_1.0 .

cacao-rs:CCO_1.0 a odrl:Policy ;
odrl:profile https://w3id.org/cacao/profile/rights ;
odrl:permission [
a odrl:Permission ;
odrl:action cc:DerivativeWorks,
cc:Distribution,
cc:Reproduction ]

Listing 3: The rights for reuse of the image of The Nightingale’s Lesson using ODRL in Turtle.

4.3. Structured Context

The high-level concepts identified during the process of defining CQs, shown in Table 2 (Physical Artefact,
Digital Artefact, Actor, Right) are used as base for the extension of CIDOC-CRM. In addition, CACAO attempts to
provide a more structured and strict way to give context to those classes. Figure 4 shows an overview of the added
concepts and which CIDOC-CRM classes are used as corresponding superclass. In the remainder of this section, a
brief overview of the added classes and their definition is given.

Physical Artefact The physical artefact represents an artefact that has been physically curated at a CH institute.
The physical artefact, which is a subclass of crm:E22 Human-Made Object, encompasses information about an arte-
fact’s physical attributes, such as location, dimensions, and material. A physical artefact is identified using classes
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odrl:function

‘\
% odrl:Rule F-{odrl:Prohibition}
odrl:Duty 2 odrl:permission
odrl:obligation

odrl:prohibition

odrl:Asset odrl:hasPolic odrl:Policy odrl:Party
i cacao:expressedBy ;
crm:E39 Actor

crm:E72 Legal

crm:P104 is subject to—»‘ crm:E30 Right |<crm:P75 possesses

crm:E73
Information Object

. http://www.cidoc-crm.org/cidoc-crm
crm:E22 http://iwww.w3.org/ns/odrl/2/
Human-Made  http://w3id.org/cacao Class
Object ---subClassOf-- - »

—Object Property—»

crm:E74 Group]

crm:E21 Person]

crm:E19
Physical Object

Fig. 3. Mapping ODRL to CIDOC-CRM

like crm:E41 Appellation, crm:E35 Title, and crm:E42 Identifier. The condition, category, and material of the ob-
ject are described using classes such as crm:E3 Condition State, crm:E55 Type, and crm:E57 Material, respectively.
Rights statements can be expressed using the crm:E30 Right and odrl:Policy class, as explained in Section 3.4. In ad-
dition, the current physical holder is expressed as a crm:39 Actor, which includes instances of crm:74 Group and the
class cacao:Museum. Currently, the cacao:PhysicalArtefact class has eight direct subclasses, namely cacao:Artwork,
cacao:Awards, cacao:Clothing, cacao:Complexes, cacao:Documents, cacao:lnstrument, cacao:Open Spaces, and
cacao:Structures reflecting type of physical artefacts that are relevant for the REEVALUATE project, based on the
different domains from the involved CH institutes. Although not the focus of CACAO, the rights of the physical arte-
fact can be expressed using ODRL. Finally, one physical artefact can have multiple digital representations, known
as cacao:DigitalArtefacts.

Digital Artefact The digital artefact, which is a subclass of crm:E73 Information Object, represents any digital
format of the physical artefact and is related to it through the property crm:P62i is depicted by. It can comprise a
multitude of crm:E90 Symbolic Objects, each representing a different digital resource such as an image, video, 3D
object scan, audio recording or even another cacao:Digital Artefact. Additionally, e.g. the creation of a digital artefact
can be described using crm:E12 Production. A digital artefact relates to events using the crm:P12i was present at
property, and can have references to other entities using the crm:P67 refers to and crm:P129 is about properties.
Similarly, the rights regarding a cacao:Digital Artefact are expressed using odrl:Policy. The fine-grained expression
of each of the cacao:DigitalArtefacts, becomes highly relevant when a cacao:User wants to reuse them. Finally, a
subclass of cacao:DigitalArtefact is added for each of the modalities that is relevant for REEVALUATE, namely,
audio, image, video and 3D objects.

User A cacao:User, representing a user of the REEVALUATE marketplace or platform, is a specialisation of
crm:E39 Actor. Thus, a user can hold rights regarding any legal object, the most prominent being the digital and
physical artefacts. Using instances of CIDOC-CRM classes such as crm:E67 birth, crm:E69 death, and crm:E41
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appellation, the user’s name, age (via birth and death dates), and identifier (e.g., ORCID) can be expressed. Ad-
ditionally, the user’s nationality, organisation, and interests can be expressed using corresponding instances and
properties of the FOAF ontology and Schema.org vocabulary.

Context In Listing 4, an attempt is made to remedy the lack of appropriate context as discussed alongside the
example in Listing 1. Philipp Otto Runge is classified as "artists (visual artists)" (aat:300025103), and The Nightin-
gale’s Lesson is, in turn, classified as "paintings (visual work)" (aat:300033618). In this example, the used types
(artist and artwork) are defined inside the data, rather than in the data model.

@prefix crm: http://www.cidoc-crm.org/cidoc-crm/ .

@prefix rdf: http://www.w3.0rg/1999/02/22-rdf-syntax-ns# .
@prefix rdfs: http://www.w3.0rg/2000/01/rdf-schema# .
@prefix aat: http://vocab.getty.edu/aat/ .

@prefix ex: http://example.org/ .

ex:nightingales_lesson
a crm:E22_Human-Made_Object ;
rdfs:label "The Nightingales Lesson"

ex:philipp_otto_runge
a crm:E21_Person ;
rdfs:label "Philipp Otto Runge"

ex:nightingales_lesson_production
a crm:E12_Production ;
crm:P108_has_produced ex:nightingales_lesson ;
crm:P14_carried_out_by ex:philipp_otto_runge .

aat:300025103 a crm:E55_Type ;
rdfs:label "artists (visual artists)".

2at:300033618 a crm:E55_Type ;
rdfs:label "paintings (visual works)".

ex:philipp_otto_runge crm:P2_has_type aat:300025103 .

ex:nightingales_lesson crm:P2_has_type aat:300417733 .

Listing 4: The creation of The Nightingale’s Lesson by Philipp Otto Runge using CIDOC-CRM and AAT in Turtle.

Using external vocabularies to specify the type of an entity within the data is recommended when working with
CIDOC-CRM. As mentioned in Section 3.3, AAT and other controlled vocabularies are commonly used to make
CIDOC-CRM classes more specific and provide finer-grained information. However, no recommendation is avail-
able regarding the vocabulary to use. By employing whichever vocabulary fit, can be highly unpredictable. Such an
approach does not align well with providing a centralised model for data integration (R3). In addition, while crm:P2
has type allows instances to be classified using vocabulary terms, it does not provide a mechanism to structurally
define properties or relationships essential and specific only to that type of entity. By defining types as classes,
CACAO introduces specific properties (such as cacao:genre) that ensure richer and more consistent annotation than
relying solely on general CRM properties. An overview of these classes and properties is given in Figure4.

CACAQO does not aim to exhaustively replicate all terms available in comprehensive vocabularies such as AAT as
distinct classes. The initial set of type-specific classes within CACAO has been curated based on terms deemed most
useful for the REEVALUATE's objectives, extracted during the requirements gathering process and integrated in the
ontology for easier, practical use. This set will be expanded in future developments should it be deemed necessary.
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For concepts where a specific CACAO class has not yet been introduced, the recommended approach remains the
utilisation of established external vocabularies, such as AAT, typically in conjunction with crm:P2 has type.

For each defined CQ, a subclass of crm:E55 Type and a property to the relevant class are added. A property
between crm:E1 CRM Entity and the newly defined crm:E55 Type subclass is defined, as the type could be relevant
to all entities. In addition, to model the historical context, cacao:Historical Event is defined as a subclass of E5 Event
(omitted from Figure 4 to increase readability). The example from Listing 4 is shown using the CACAO approach
in Listing 5.

@prefix crm: http://www.cidoc-crm.org/cidoc-crm/ .

@prefix rdf: http://www.w3.0rg/1999/02/22-rdf-syntax-ns# .
@prefix rdfs: http://www.w3.0rg/2000/01/rdf-schema# .
@prefix aat: http://vocab.getty.edu/aat/ .

@prefix ex: http://example.org/ .

@prefix cacao: http://w3id.org/cacao/ .

ex:nightingales_lesson a cacao:Artwork ;
rdfs:label "The Nightingales Lesson"

ex:philipp_otto_runge a cacao:Artist ;
rdfs:label "Philipp Otto Runge"

ex:nightingales_lesson_production a crm:E12_Production ;
crm:P108_has_produced ex:nightingales_lesson ;
crm:P14_carried_out_by ex:philipp_otto_runge .

Listing 5: The creation of The Nightingale’s Lesson by Philipp Otto Runge using CACAO in Turtle format

CACAO is defined in OWL 2 and published on GitHub?® using the ODK-based workflow described in Section 4.1.

The ontology specification draft is available at http://w3id.org/cacao.

Figure 4 remains a conceptual overview for readability. Tables 4—-6 and Table 7 provide the complete inventory of
the 68 CACAO classes and 16 properties in the 2026-04-13 release, including each class’s direct superclass and each
property’s domain, range, and direct superproperty. The class inventory is split across three tables to fit page-length
constraints; entries are listed in CACAO identifier order and the split carries no semantic grouping. In addition, the
Widoco-generated documentation at http://w3id.org/cacao embeds an interactive WebVOWL visualisation of the
complete ontology, which can be used to browse the full model beyond the static figure.

4.4. CACAO Rights Vocabulary

To ensure the CACAO vocabulary enables the expression of rights that are most commonly used and relevant to
the broader CH domain, the Europeana Rights Statements®’ were used to provide an initial selection. Included are
six Creative Commons Licenses, two Creative Commons tools, and five Rights Statements2®.

Expressing these rights statements is done using an odrl:Policy. In the odrl:Policy, permissions, obligations, and
prohibitions are expressed using odrl:actions. The ODRL ontology contains 51 different actions, two of which are
generic and express the combination of other actions, odrl:use and odrl:transfer. CACAO-RS normally uses explicit
actions to maintain fine-grained control; a generic action is used only when the source rights statement does not
enumerate specific acts. Rules without an action are omitted.

CACAO-RS defines the ODRL profile URI https://w3id.org/cacao/profile/rights. Every CACAO-RS policy iden-
tifies this profile using odrl:profile. The profile requires policies and their rules to be explicitly typed, requires every

26https://github.com/REEVALUATE/CACAO
2Thttps://pro.europeana.eu/page/available-rights-statements
28https://rightsstatements.org/en/
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Complete CACAO class inventory (1/3), generated from the 2026-04-13 ontology release.
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Table 4

Term

Label

Direct superclass(es)

cacao:CACAO_0000002
cacao:CACAO_0000003
cacao:CACAO_0000005
cacao:CACAO_0000007
cacao:CACAO_0000008
cacao:CACAO_0000010
cacao:CACAO_0000011
cacao:CACAO_0000012
cacao:CACAO_0000013
cacao:CACAO_0000014
cacao:CACAO_0000015
cacao:CACAO_0000016
cacao:CACAO_0000019
cacao:CACAO_0000020
cacao:CACAO_0000021
cacao:CACAO_0000022
cacao:CACAO_0000023
cacao:CACAO_0000024
cacao:CACAO_0000025
cacao:CACAO_0000027
cacao:CACAO_0000028
cacao:CACAO_0000029
cacao:CACAO_0000036

User

Digital Artefact
Historical Event
Footwear

Shoes

Social movement
Religious movement
Cultural movement
Political movement
Domain

Economic Relevance
Symbolism
Building

Museum

Religious Buildings
Artist

Physical Artefact
Artwork
Instrument

Genre

Field Of Work
Churches
Movement

crm:E39_Actor
crm:E73_Information_Object
crm:E5_Event, prov:Activity
cacao:CACAO_0000062
cacao:CACAO_0000007
crm:E55_Type
cacao:CACAO_0000010
cacao:CACAO_0000010
cacao:CACAO_0000010
crm:E55_Type
crm:E55_Type
crm:E55_Type
cacao:CACAO_0000046
crm:E74_Group
cacao:CACAO_0000019
crm:E21_Person, prov:Person
crm:E22_Human-Made_Object
cacao:CACAO_0000023
cacao:CACAO_0000023
crm:E55_Type
crm:E55_Type
cacao:CACAO_0000021
crm:E55_Type

35

linked rule to contain at least one action, and permits ODRL constraints to qualify those rules. Its machine-readable
definition is maintained with the vocabulary®.

To interpret the license texts, several keywords or topics such as "distribute”, "remix", and "adapting the license"
are extracted and expressed using the available actions. In almost all cases, one keyword or term encompasses many
actions and can be mapped onto another term or keyword, allowing the expression of the rights statements.

A notable exception is the In Copyright - Educational Use Permitted (InC-EDU 1.0) rights statement, which
does not enumerate individual permitted acts. It is therefore represented using the generic odrl:use action, qualified
to educational use only. Such restrictions can be expressed using odrl:Constraint. An odrl:Constraint consists of
a leftOperand, an odrl:operator, and an odrl:rightOperand. Listing 6 demonstrates the complete rule structure. No
obligation or prohibition node is included because the source rights statement does not specify one.

@prefix cacao-rs: http://w3id.org/cacao/vocab/license/
@prefix odrl: http://www.w3.0rg/ns/odrl/2/

cacao-rs:InC-EDU_1.0 a odrl:Policy ;
odrl:profile https://w3id.org/cacao/profile/rights ;
odrl:permission [
a odrl:Permission ;
odrl:action odrl:use ;
odrl:constraint [ a odrl:Constraint ;
odrl:leftOperand odrl:purpose ;
odrl:operator odrl:eq ;
odrl:rightOperand "Educational use"@en ] ]

2https://github.com/REEVALUATE/CACAO-RS/blob/main/cacao-rs-profile.ttl
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Complete CACAO class inventory (2/3), generated from the 2026-04-13 ontology release.

R. Peeters et al. / Rights to Richness

Table 5

Term Label Direct superclass(es)

cacao:CACAO_0000037 Basilicas cacao:CACAO_0000029
cacao:CACAO_0000041 Cathedrals cacao:CACAO_0000029
cacao:CACAO_0000042 Chapels cacao:CACAO_0000021
cacao:CACAO_0000043 Temples cacao:CACAO_0000021

cacao:CACAO_0000044

Domus Ecclesiae

cacao:CACAO_0000021

cacao:CACAO_0000045 Mosques cacao:CACAO_0000021
cacao:CACAO_0000046 Structures cacao:CACAO_0000023
cacao:CACAO_0000049 Mosaics cacao:CACAO_0000024
cacao:CACAO_0000050 Open Spaces cacao:CACAO_0000023
cacao:CACAO_0000051 Forums cacao:CACAO_0000050

cacao:CACAO_0000052

Residential Buildings

cacao:CACAO_0000019

cacao:CACAO_0000053 Houses cacao:CACAO_0000052
cacao:CACAO_0000054 Villas cacao:CACAO_0000053
cacao:CACAO_0000055 Domus cacao:CACAO_0000053
cacao:CACAO_0000056 Complexes cacao:CACAO_0000023
cacao:CACAO_0000057 Cemeteries cacao:CACAO_0000056
cacao:CACAO_0000058 Necropolis cacao:CACAO_0000057

cacao:CACAO_0000059
cacao:CACAO_0000060
cacao:CACAO_0000061
cacao:CACAO_0000062
cacao:CACAO_0000063
cacao:CACAO_0000064

Ceremonial Buildings
Tombs

Painting

Clothing

Main Garments
Outerwear

cacao:CACAO_0000019
cacao:CACAO_0000059
cacao:CACAO_0000024
cacao:CACAO_0000023
cacao:CACAO_0000062
cacao:CACAO_0000062

4.5. SHACL Shapes

Listing 6: Usage of odrl:Constraint in the definition of InC-EDU 1.0

In addition to defining the CACAO ontology as the semantic foundation for modelling context and rights, we in-
troduce SHACL shapes to enforce application-specific constraints required by the REEVALUATE platform compo-
nents that consume the REEVALUATE Knowledge Graph (i.e., ARTKB) built on top of this ontology. SHACL [28],
as an application profile, plays a complementary role by enabling constraint validation, allowing us to express
application-specific usage expectations that extend the ontology for practical implementation needs. Specifically,
SHACL shapes allow us to: (1) specify closed-world constraints such as required properties and cardinality, enabling
strict data validation; (2) define an application profile based on the ontology to support consistent data structures
required by downstream components such as the information retrieval system and its user interface; and (3) ensure
data consistency by validating incoming data prior to its integration into the ARTKB.

To construct the SHACL shapes efficiently and at scale, we adopt a hybrid approach that combines automatic
generation with manual refinement. Given the substantial number of classes and properties defined in the CACAO
ontology, authoring all SHACL shapes from scratch would be prohibitively time-consuming and error-prone. There-
fore, we begin by generating a preliminary set of shapes from the ontology using Astrea [14], an automated shapes
extraction tool that transforms OWL ontologies into shape graphs based on a set of pre-defined rules. Each generated
preliminary shape is carefully reviewed, corrected, and enriched through manual inspection. While the preliminary
SHACL shapes from Astrea provide a useful baseline, they lack semantic clarity on shape identifiers, omit key

© 0 N o U A W N -

u U b B DD DS DDA DS DD WWWWWWWWWWNNNNNNDNNNNDNRERERERRB®RBRE®RRR -2
H ® W 00 N O Ul b WNHFHFO WOWOWSNOOU A WNREOGOGOOWLWOSNOUUDR WNROOOOWLSNOURWNRO



O 0 N o U A W N

v A b b B B DB DA DA DA DA WWWW W W W W W WNDNDNDNDNDNDNNDNDDNNDNNDNNDNRPERPBERRBE®MRE®BE®RKRKB B (3
© VW 0O N O Ul A WIN KF O O OWWNO U B WNROOOOLONOOOVRAWNROOOWLWNOOULRMWNROO

51

R. Peeters et al. / Rights to Richness 37

Table 6

Complete CACAO class inventory (3/3), generated from the 2026-04-13 ontology release.
Term Label Direct superclass(es)
cacao:CACAO_0000065 Underwear cacao:CACAO_0000062
cacao:CACAO_0000066 Dresses cacao:CACAO_0000063
cacao:CACAO_0000067 Coats cacao:CACAO_0000063, cacao:CACAO 0000064
cacao:CACAO_0000068 Plaids cacao:CACAO 0000063
cacao:CACAO_0000069 Robes cacao:CACAO_0000063
cacao:CACAO_0000070 Suits cacao:CACAO_0000063
cacao:CACAO_0000071 Tunics cacao:CACAO_0000063
cacao:CACAO_0000072 Cloaks cacao:CACAO_0000064
cacao:CACAO_0000074 Chemises cacao:CACAO_0000065
cacao:CACAO_0000075 Underpants cacao:CACAO_0000065
cacao:CACAO_0000076 Underdresses cacao:CACAO_0000065
cacao:CACAO_0000077 Lingerie cacao:CACAO_0000065
cacao:CACAO_0000078 Underskirts cacao:CACAO_0000065
cacao:CACAO_0000079 Documents cacao:CACAO_0000023
cacao:CACAO_0000080 Letters cacao:CACAO_0000079
cacao:CACAO_0000081 Medals cacao:CACAO_0000024, cacao:CACAO_0000082
cacao:CACAO_0000082 Awards cacao:CACAO_0000023
cacao:CACAO_0000083 Cup cacao:CACAO_0000082
cacao:CACAO_0000086 Image cacao:CACAO_0000003, crm:E36_Visual_ltem
cacao:CACAO_0000087 3D Object cacao:CACAO_0000003, crm:E36_Visual_ltem
cacao:CACAO_0000088 Video cacao:CACAO_0000003, crm:E36_Visual_ltem
cacao:CACAO_0000089 Audio cacao:CACAO_0000003

constraints in specific cases, and include generic constraints that do not fully reflect the custom requirements im-
posed by the REEVALUATE platform enablers. Moreover, Astrea assigns shape identifiers using opaque hash-based
IRIs, which, although functionally valid, lack semantic transparency and hinder human readability and maintain-
ability. For properties whose domain is expressed in OWL using constructs such as owl:unionOf, Astrea omits the
corresponding sh:targetClass declarations, which causes the shapes to be non-executable during validation.

To address these limitations, we applied a structured correction and enrichment process. First, to improve the
interpretability of shape identifiers, we developed a script that replaces the autogenerated hash-based IRIs (e.g.,
https://astrea.linkeddata.es/shapes#033...e18) with meaningful ones (e.g., http:/w3id.org/cacao/shapes/Duty) un-
der the http://w3id.org/cacao/shapes/ namespace. Each new identifier is derived from the shape’s semantic target,
either the sh:targetClass (e.g., sh:targetClass odrl:Duty) or the sh:path, and in cases with multiple target classes, the
local names are concatenated with underscores. Second, to ensure shapes are executable during validation, we iden-
tified those lacking sh:targetClass declarations, often due to owl:unionOf constructs in the domain definition, and
manually restored the appropriate targets based on the intended usage in CACAO. Third, we extended the shapes
with application-specific constraints, including sh:minCount, sh:maxCount, sh:minLength, sh:maxLength, and sh:in
to enforce that the data conforms to the expectations (e.g., minimum one P1_is_identified_by of the artefact to be
displayed in the user interface to show the retrieval result). These refinements collectively ensure that the resulting
SHACL shapes are both human-readable and operationally robust for validating data within REEVALUATE.

5. ARTKB

ARTKB is the knowledge graph that provides the semantic basis for the enablers, developed in REEVALUATE.
Using CACAO as the centralised data model, it serves as a database for integrating data from the involved CH
institutes. This section outlines the construction process of our RDF-based knowledge graph in the domain of CH.

The Wikidata-to-CACAO mapping followed a semi-automatic approach comprising three stages:
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Complete CACAO property inventory, generated from the 2026-04-13 ontology release.
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Table 7

Term

Label

Domain

Range

Direct superproperty

cacao:CACAO_0000000
cacao:CACAO_0000001

hasDomain

crm:E1_CRM_Entity

hasEconomicRelevance crm:E1_CRM_Entity

cacao:CACAO_0000014
cacao:CACAO_0000015

cacao:CACAO_0000004 hasSymbolism crm:E70_Thing cacao:CACAO_0000016 -

cacao:CACAO_0000006 expressedBy crm:E30_Right odrl:Policy -

cacao:CACAO_0000017 genre crm:E1_CRM_Entity cacao:CACAO_0000027 —

cacao:CACAO_0000018 socialMovement crm:E1_CRM_Entity cacao:CACAO_0000010 -

cacao:CACAO_0000026 fieldOfWork crm:E39_Actor cacao:CACAO_0000028 -

cacao:CACAO_0000030 height - - crm:P40_observed_dimension
cacao:CACAO_0000031 width - - crm:P40_observed_dimension
cacao:CACAO_0000032 diameter - - crm:P40_observed_dimension
cacao:CACAO_0000033 thickness - - crm:P40_observed_dimension
cacao:CACAO_0000034 length - - crm:P40_observed_dimension
cacao:CACAO_0000035 movement crm:E1_CRM_Entity cacao:CACAO_0000036 prov:waslInfluencedBy
cacao:CACAO_0000038 website - - crm:P1_is_identified_by
cacao:CACAO_0000039 europeana - - crm:P1_is_identified_by
cacao:CACAO_0000040 partner crm:E39_Actor crm:E39_Actor -

1. Entity class mappings were manually defined by ontology engineers, mapping Wikidata entity classes to
CACAO concepts such as physical artefact, artist, museum, movement, genre, and material. A total of 7,848
base classes were selected.

2. Property alignment was likewise manually defined per entity type, retaining only CACAO-prescribed prop-
erties while preserving original Wikidata URISs for traceability.

3. Data extraction, filtering, transformation, and RDF generation were fully automated via SPARQL queries
and scripts applied to a Wikidata dump.

The resulting knowledge graph contains over 8 million RDF triples across 1.4 million unique entities. A dedicated
paper on ARTKB as a standalone system [7] provides a comprehensive treatment of the architecture and construction
pipeline.

The pipeline comprises multiple stages, beginning with the processing of Wikidata and culminating in the genera-
tion of an RDF graph containing knowledge about artworks, artists, and related cultural entities. The process begins
with Wikidata®®, which has been utilised as the primary data source for creating the knowledge graph. Due to the
vast size of Wikidata and the great variety of domains it represents, identifying and selecting the entities relevant to
the artistic domain is a key challenge. This is addressed through a combination of SPARQL queries and scripted fil-
tering rules that extract entities related to artists, artworks, museums, movements, and genres. Given that the initial
focus of the knowledge graph is on paintings and fashion-related artworks, the entities related to artists, artworks,
and museums are further narrowed down to those associated with these specific subdomains. This filtering process
yields a curated subset of Wikidata entities that are thematically aligned with our use case, thereby significantly
reducing the volume of data to be processed.

Following the filtering phase, the curated dataset is transformed into RDF triples. For each Wikidata entity in
the subset, a predefined selection of properties is retained and semantically aligned with the classes and properties
defined in the CACAO ontology. The specific set of retained properties depends on the nature of the entity, whether
it represents a physical artefact, an artist, or a museum. To preserve traceability and facilitate integration with the
source dataset, the original Wikidata URIs are reused as identifiers within the resulting RDF graph.

In addition to the core entities, several custom namespaces have been introduced to provide representations for
specific concepts not directly modelled in Wikidata. Temporal events such as births, deaths, and artefact productions
are assigned unique identifiers and represented within the w3id.org/cacao/vocab/event namespace. Likewise, artistic

3Ohttps://www.wikidata.org/wiki/Wikidata:Main_Page

© 0 N o U A W N -

u U b B DD DS DDA DS DD WWWWWWWWWWNNNNNNDNNNNDNRERERERRB®RBRE®RRR -2
H ® W 00 N O Ul b WNHFHFO WOWOWSNOOU A WNREOGOGOOWLWOSNOUUDR WNROOOOWLSNOURWNRO


w3id.org/cacao/vocab/event
https://www.wikidata.org/wiki/Wikidata:Main_Page

O 0 N o U A W N

S OB B S D DS D DDA D WWWWWWWWWWNNNNNNNNNNRERARHRBIRRR R B
© ©®© N O U bh WNROOO®NO OGO HEWNIROOOOOSNOUWUSLSRWNIROOOOLW-SNOOUUL-AMWNIREO

50
51

R. Peeters et al. / Rights to Richness 39

movements and genres are modeled using dedicated namespaces, w3id.org/cacao/vocab/movement and w3id.org/
cacao/vocab/genre respectively. The professional domains or fields of work associated with artists are similarly
represented in the w3id.org/cacao/vocab/FieldOfWork namespace.

Images of physical artefacts, which are hosted on Wikimedia Commons®' (a Wikimedia project dedicated to the
storage and distribution of media files) are treated as digital artefacts within the RDF graph. These are modeled as
distinct entities, assigned unique identifiers in the w3id.org/cacao/vocab/digital-artefact namespace, and explicitly
linked as digital representations of the corresponding physical artefacts.

The resulting RDF graph is loaded into GraphDB>?, a semantic graph database that exposes a public SPARQL
endpoint, enabling users to explore the graph through structured queries. Figure 5 shows how an artwork entity is
represented in the knowledge graph and its relationship with other entities.
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24 Physical H _ public domain 7
ysica _ " o, E72 Legal Object E)
Made Thing ’%z/ = @ B
Iy : S\S"é 38 & g
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Fig. 5. Example of artwork instance in Knowledge Graph

6. Validation

This section discusses how CACAO and ARTKB are utilised in the various enablers of the REEVALUATE
project, and how they can be used to address the motivating examples from Section 2.

6.1. REEVALUATE enablers
Contextualisation Enabler The contextualisation enabler employs the CACAO ontology as its foundational data

model for capturing and structuring contextual information related to CH artefacts. Both human-driven inputs (e.g.,
from curators, communities, or the general public) and Al-driven analyses (of image, audio, and text) are used to

31https://commons.wikimedia.org/wiki/Main_Page
3 https://graphdb.ontotext.com/
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derive contextual details. This information, structured according to CACAOQO’s classes and properties (such as ca-
cao:Artwork, cacao:Artist, cacao:Movement, or cacao:HistoricalEvent) forms a CACAO-compliant knowledge graph
for each supplied digital artefact. Additionally, the generated SHACL shapes for the ontology are used as a final
validation step before returning the knowledge graph. After review and possible editing by a curator, this contextual
data is merged into ARTKB.

Marketplace The REEVALUATE marketplace is built on top of ARTKB, serving as a platform to provide dig-
ital artefacts for discovery and reuse by various stakeholders, such as the general public, creative industries and
researchers. The CACAO ontology’s integration of ODRL allows for the expression of unambiguous, machine-
readable rights statements and usage policies for each artefact stored in ARTKB. Users of the marketplace can
thus search for artefacts based on their contextual attributes and based on specific permissions for reuse, such as
non-commercial derivatives.

Information Retrieval Enabler The Information Retrieval Enabler allows users to query artefacts in ARTKB using
natural language. It adopts the translation approach that converts natural language queries into SPARQL queries
semantically aligned with the CACAO ontology. By grounding the translation in CACAO, the enabler ensures that
generated queries respect the underlying data model of ARTKB and retrieve meaningful results. These structured
queries are then executed against ARTKB to obtain the retrieved artefacts. Leveraging both CACAO and ARTKB,
the enabler supports knowledge-driven fine-grained retrieval that goes beyond traditional keyword matching. For
example, a query such as "portrait paintings between 1900 and 1950" is translated into a SPARQL query that uses
the CACAO classes cacao:Painting, along with properties cacao:genre and schema:temporalCoverage.

Recommender Enabler The Recommender Enabler is designed to suggest artefacts that align with individual
user interests and preferences on the REEVALUATE platform, which is built based on three key inputs: metadata
of artefacts stored in ARTKB, user profile information collected at registration (e.g., topics of interest), and user
interactions (e.g., clicks and collects artefacts) to support personalized recommendations. The enabler is based on a
KG embedding model trained on ARTKB, which produces vector representations of artefacts and their associated
metadata. These embeddings are then used to compute similarity scores between the user and artefacts and rank
candidate artefacts, enabling the making of feedback-aware content-based filtering recommendations.

6.2. Competency-question evaluation

Following the LOT methodology, the produced ontology is evaluated by executing the SPARQL queries derived
from its competency questions against the produced knowledge graph. All 35 competency questions in Table 2
were implemented as standalone SPARQL queries®® and executed on June 18, 2026 against the public ARTKB
art repository. Each query was limited to 20 representative rows to avoid transferring large result sets. All queries
executed without SPARQL errors: 15 returned at least one row and 20 returned an empty result. Table 8 groups the
outcomes.

An empty result identifies a gap in the current ARTKB population, not necessarily an inability of CACAO or
ODRL to represent the answer. In particular, ARTKB contains links from rights to policies and from policies to
permission, prohibition, and obligation nodes, but the loaded rule nodes do not contain odrl:action, odrl:constraint, or
party-role statements. The evaluation therefore provides both positive coverage evidence and concrete data-quality
targets for the CACAO-RS and ARTKB pipelines.

6.3. Motivating examples

Analysing and selling fashion trinkets Addressing the motivating example of a student needing images with
specific modification and reuse permissions, CACAO and ARTKB provide the necessary infrastructure. The fashion
student can perform a query directly on the ODRL requirements, prohibitions and duties. In the case of modification
and commercial reuse, the student can query the odrl:Permission for odrl:modify and cc:CommercialUse. In addition,

3Bhttps://github.com/REEVALUATE/CACAO/tree/main/queries
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Table 8
Execution of the competency-question queries against ARTKB.

CQs Result Interpretation

1-2 Answered Artefact types and physical dimensions
are populated

3 Empty File-size dimensions are not populated

4 Answered Materials are populated

5 Empty File formats are not explicitly typed

6-16 Answered Structural, provenance, location, owner-
ship, and policy links are populated

17-20 Empty Loaded policy rule nodes lack actions and
parties

21-28 Empty Domain, specialised movement, event,
and symbolism links are not populated

29-33 Empty Purpose constraints and actionable policy
rules are not populated

34 Answered Rights holders are populated

35 Empty Policy assigners or permission contacts

are not populated

classes such as cacao:Genre, cacao:Image, cacao:Clothing, and crm:E52 TimeSpan can be used to perform a fine-
grained search. This capability empowers users to confidently find and use CH assets while respecting IPR, without
needing to be legal experts. The SPARQL query to perform this search is shown in Listing 7.

PREFIX crm: http://www.cidoc-crm.org/cidoc-crm/
PREFIX cacao: http://w3id.org/cacao/

PREFIX rdfs: http://www.w3.0rg/2000/01/rdf-schema#
PREFIX xsd: http://www.w3.0rg/2001/XMLSchema#
PREFIX aat: http://vocab.getty.edu/page/aat/
PREFIX odrl: http://www.w3.org/ns/odrl/2/

7| PREFIX cc: http://creativecommons.org/ns#

SELECT ?image
WHERE {
# Find all instances of cacao:Image
?image a cacao:Image ;
# That depict an instance of cacao:Clothing
crm:P138i_has_representation ?clothing

# The clothing is related to avant-garde

?clothing a cacao:Clothing ;
cacao:socialMovement aat:300055775 ;
# And is connected to a Production event
crm:P108i_was_produced_by ?production

# The Production event is linked to a Time-Span
?production a crm:E12_Production ;
crm:P4_has_time-span ?time_span

# The Time-Span has a start date after 1900
?time_span crm:P79_beginning_is_qualified_by ?start_date
FILTER (xsd:gYear(?start_date) > "1900"~"xsd:gYear)

# The image is subject to a Right
?image crm:P104_is_subject_to ?right
?right a crm:E30_Right ;
# This Right is expressed by a Policy

© 0 N o U A W N -

u U A B DD DS DDA DD DR WWWWWWWWWWNNNNNNDNDNNNNDNRERFERRB®RRE®RRR -2
H ® W 0 N O Ul b WN HFHFO OWOWSNOOULU A WNREOGG OOWLOSNOUUDR WNROOOOWLOSNOURWNRO



W 0 N o U1 A W N P

o U b b D D D D DA DD DA WWWW W W W W W WNDNDNNDNNDNNDNDNDNNDNNDNNMRPERPRERRBE®MRE®B®RKRB}B B (3
H ®©® O 0 N O Ul A WN KF O OOWSNOO U RAWNROOOWSNOOUUDRAWNROOOLOSNOOGRAWNROO

(O N

S © ®

20
21
%)

23

42 R. Peeters et al. / Rights to Richness

cacao:expressedBy ?policy .

# The Policy must allow for modification and commercial use
?policy odrl:permission ?permission .
?permission a odrl:Permission ;

odrl:action odrl:modify ;

odrl:action cc:CommercialUse .}

Listing 7: Expressive and commented SPARQL query on ARTKB knowledge graph using CACAO. The query
returns images related to clothing produced after 1900 and associated with the avant-garde cultural movement.
Identifiers are replaced by their label, for example, cacao:socialMovement in place of cacao:CACAO_0000018

Researching the Olympic Games for university lecture By leveraging the CACAO ontology and the ARTKB
knowledge graph, the sports historians can overcome these challenges. Instead of relying on ambiguous free-text
searches for terms like “cup” or “trophy”, they can perform a structured query within ARTKB. They could search for
physical artefacts type cacao:Awards or even more specific with cacao:Cup and link them to a cacao:HistoricalEvent
corresponding to the 1896 Olympic Games. This structured approach ensures that all relevant artefacts are found,
regardless of the specific terminology used in their descriptions. Furthermore, to find images or audio files suitable
for their lecture, the historians can directly filter their search to include only digital artefacts that are associated
with the specific ODRL policy identifier for the “In Copyright - Educational Use Permitted” rights statement, being
cacao-rs:InC-EDU_1.0. This allows the historians to confidently retrieve and use materials that are legally cleared
for their educational purposes. An example query for ARTKB is shown in Listing 8.

PREFIX cacao-rs: http://w3id.org/cacao/rights/
PREFIX rdfs: http://www.w3.0rg/2000/01/rdf-schema#
PREFIX cacao: http://w3id.org/cacao/

PREFIX odrl: http://www.w3.0org/ns/odrl/2/

PREFIX wdt: https://www.wikidata.org/wiki/

PREFIX crm: http://www.cidoc-crm.org/cidoc-crm/

SELECT DISTINCT ?digital_artifact

WHERE
{ VALUES ?awardType { cacao:Cup cacao:Awards }
?award a ?7awardType ;
crm:P12i_was_present_at ?event .
?event a cacao:HistoricalEvent ;

crm:P1l_is_identified_by wdt:Q8080 .
?digital_artifact

crm:P138i_has_representation ?award
VALUES ?digitalType { cacao:Image cacao:Audio }
?digital_artifact

a ?digitalType ;
crm:P104_is_subject_to ?right .

?7right a crm:E30_Right ;
cacao:expressedBy cacao-rs:InC-EDU_1.0 }

Listing 8: Short-hand SPARQL query on ARTKB knowledge graph using CACAO. The query returns images and
audio artefacts related to awards and cups relevant to the 1896 Summer Olympic Games, which can be used for
educational purposes, as indicated by the InC-EDU rights statement. wdt:Q8080 is the identifier of the Olympic
event in Wikidata. CACAO identifiers are replaced by their label, for example, cacao:expressedBy in place of
cacao:CACAO_0000006
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Reusing multiple representations with different rights CACAQ’s design attaches rights to each digital artefact in-
dependently, rather than inheriting a single policy from the physical object. In the costume scenario, each of the three
digital representations (photograph, video, audio description) is an instance of a cacao:DigitalArtefact subclass linked
to the same cacao:PhysicalArtefact via crm:P62i_is_depicted_by. Each digital artefact has its own crm:E30_Right
connected to a distinct odrl:Policy through cacao:expressedBy, and each policy carries its own odrl:Party assign-
ments via odrl:assigner. A researcher can therefore query for all digital representations of a given physical artefact
and filter by the permissions they need. Listing 9 shows such a query: it retrieves all digital artefacts depicting a
given costume, together with the associated rights statement and rights holder, allowing the researcher to identify
which representations are available for educational reuse and whom to contact.

PREFIX crm: http://www.cidoc-crm.org/cidoc-crm/
PREFIX cacao: http://w3id.org/cacao/

PREFIX odrl: http://www.w3.0rg/ns/odrl/2/

PREFIX rdfs: http://www.w3.0rg/2000/01/rdf-schema#

SELECT ?digital ?type ?policylLabel ?rightsHolder
WHERE {
?digital crm:P138_represents ?costume ;
a ?type ;
crm:P104_is_subject_to ?right .
?right a crm:E30_Right ;
cacao:expressedBy ?policy .
?policy rdfs:label ?policylLabel .
OPTIONAL {
?policy odrl:permission ?perm .
?perm odrl:assigner ?holder .
?holder rdfs:label ?rightsHolder . }

Listing 9: SPARQL query returning all digital representations of a physical artefact with their individual rights
statements and rights holders.

7. Discussion

This section highlights several key decisions during the development process and their consequences.

Upper ontology The primary purpose of CIDOC-CRM is to provide a foundation for the semantic interoperability
within the CH domain. This aim overlaps significantly with the general aims of upper ontologies, albeit with a
specific focus on the CH domain. We argue that this domain focus is an advantage for CH-specific applications,
enabling CIDOC-CRM to serve as an effective upper ontology for CACAO. Consequently, a dedicated, domain-
agnostic upper ontology was not deemed essential for the initial development of CACAO. Furthermore, should
interoperability with models outside the CH domain become necessary, we anticipate that alignment initiatives will
focus on mappings between established standards such as CIDOC-CRM and upper ontologies. As CACAO is an
extension of CIDOC-CRM, CACAO would directly benefit from those efforts

CIDOC-CRM vs EDM Based on the broader context under which this ontology was created, namely to support
the EDS and ECCCH, reusing their data model EDM would be beneficial. This data model provides the basis for
the repository at the centre of these initiatives. However, the latest version of EDM is not available as an ontology.
The latest update to the ontology was three years ago, and it was confirmed that there was no short-term plan to
update the ontology through conversation with the maintainers®*. Given Europeana’s central role in the ECCCH and

3https://github.com/europeana/metis-schema/issues/13

© 0 N o U A W N -

u U A B DD DS DDA DD DR WWWWWWWWWWNNNNNNDNDNNNNDNRERFERRB®RRE®RRR -2
H ® W 0 N O Ul b WN HFHFO OWOWSNOOULU A WNREOGG OOWLOSNOUUDR WNROOOOWLOSNOURWNRO


https://github.com/europeana/metis-schema/issues/13

W 0 N o U1 A W N P

o U b b D D D D DA DD DA WWWW W W W W W WNDNDNNDNNDNNDNDNDNNDNNDNNMRPERPRERRBE®MRE®B®RKRB}B B (3
H ®©® O 0 N O Ul A WN KF O OOWSNOO U RAWNROOOWSNOOUUDRAWNROOOLOSNOOGRAWNROO

44 R. Peeters et al. / Rights to Richness

EDS, we anticipate that an updated EDM ontology will eventually be developed and utilised. Using CIDOC-CRM
as the basis for CACAO ensures the sustainability and future utility of our work. Since EDM is mapped to CIDOC-
CRM, Europeana can readily integrate and leverage any extensions developed for CACAO within the CIDOC-CRM
framework once the EDM ontology is updated and actively maintained.

Ensuring Compatibility with the Europeana Ecosystem While CACAO is based on CIDOC-CRM, we recognized
the importance of facilitating future integration with the broader Europeana ecosystem, including EDM. To this end,
we proactively incorporated practices and resources commonly used within Europeana. For instance, for identifying
agents, we have prioritized the use of Wikidata identifiers. This decision was informed by the existing mappings of
Wikidata identifiers to edm:Agent, ensuring a smoother potential data transformation or linking process. Similarly, in
addressing rights statements, we have adopted the statements most frequently utilized by Europeana. This promotes
consistency and simplifies the process for institutions already familiar with Europeana’s requirements.

Benefits and drawbacks of ontology reuse Reusing CIDOC-CRM and ODRL reduces development effort, as
established models do not need to be reinvented. It also promotes community acceptance, since institutions already
familiar with CIDOC-CRM are more likely to adopt CACAO, and ensures interoperability with other CIDOC-
CRM-based systems.

However, CIDOC-CRM’s high level of abstraction, while providing broad applicability, makes it difficult to
work with directly. This is partly what motivated CACAOQ’s introduction of typed subclasses. Additionally, CIDOC-
CRM’s event-centric paradigm adds verbosity even in cases where a simpler direct relation would suffice. The
integration of ODRL introduces a further challenge: as a policy expression vocabulary rather than a formal domain
ontology, ODRL has different design assumptions than CIDOC-CRM, creating a conceptual mismatch at the map-
ping boundary. The class-level anchoring via rdfs:subClassOf is a pragmatic solution, but it means that users of
CACAQO need some familiarity with both CIDOC-CRM and ODRL, raising the learning curve.

Community contribution Although four CH institutions with a wide variety of artefacts were involved in creat-
ing this ontology, it is essential to involve the broader CH domain as a whole. Using the Ontology Development
Kit, we established a structured workflow and provided comprehensive documentation to facilitate community con-
tributions. This approach aims to lower the barrier to entry for extending CACAO, allowing experts from diverse
areas of the CH domain to propose additions, suggest refinements, and ensure the ontology remains relevant and
comprehensive. A community-driven approach is essential for the long-term success and adoption of CACAO. This
approach fosters a collaborative environment for its evolution and ensures that it meets the needs of the CH sector.

8. Conclusion

This paper addresses the critical challenges of data heterogeneity, preservation of context, and the lack of
machine-readable rights statements in the cultural heritage domain. We introduced a comprehensive framework
centred around the CACAO ontology, the CACAO-RS rights vocabulary, and the ARTKB knowledge graph. This
framework is designed to enhance semantic interoperability, preserve contextual richness, and enable clear usage
policies for CH artefacts. Our key contributions include:

1. The CACAO ontology, an extension of CIDOC-CRM, meticulously developed with CH partners to intro-
duce more specific concepts for contextual information (e.g., cacao:Artwork, cacao:Artist, specific movement
types) and a robust integration with ODRL for rights expression. In addition, a complementary rights state-
ments vocabulary (CACAO-RS) is provided.

2. The ARTKB knowledge graph, a practical application and validation of CACAO, integrating Wikidata entries
to demonstrate the ontology’s utility in representing and querying rich CH data.

These contributions provide substantial benefits:

1. Enhanced Contextualization: CACAOQO’s specific classes and properties allow for a richer representation of
artefacts and their context than relying solely on generic CIDOC-CRM classes or external vocabularies linked
via crm:P2 has type.
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Machine-Understandable and Interoperable Rights: The integration of ODRL via CACAO and the provi-
sion of CACAO-RS enable precise, machine-readable rights statements, crucial for data reuse and compliance
within initiatives like the ECCCH.

Improved Data Interoperability: By extending the well-established CIDOC-CRM and aligning with Eu-
ropeana practices and vocabularies (like Wikidata identifiers for agents), CACAO promotes interoperability
within the CH domain and supports easier integration into the European Data Space.

Ultimately, this work provides a robust semantic framework that empowers CH institutions to manage, share, and
enrich their collections with greater precision, ensuring that the richness of cultural heritage is not only preserved
but also made more accessible and reusable in the digital age.

9. Future work & Shortcomings

The insights gained from the development and initial deployment of CACAO highlight several critical areas where
further work can significantly enhance its capabilities and broader interoperability. These future directions include:

1.

While CIDOC-CRM serves effectively as a domain-specific upper ontology for CACAO, exploring formal
mappings to a foundational upper ontology, such as BFO, could further enhance structural coherence and
facilitate broader cross-domain interoperability, particularly in the context of inter-data-space operability.
The initial set of contextual classes in CACAO (e.g., cacao:SocialMovement, cacao:CulturalMovement) pro-
vides a strong foundation. Future work will focus on developing more extensive controlled vocabularies for
these types of entities. ARTKB demonstrates the potential for bootstrapping such vocabularies from exist-
ing knowledge bases, such as Wikidata. Investigating methodologies for semi-automatically extracting and
structuring contextual vocabularies from CH institutional data and texts could also be fruitful.

. CACAO is an evolving resource. We will continue to refine the ontology based on feedback from further use

cases and actively encourage community contributions via the ODK-based GitHub repository. This refinement
involves expanding the granularity of existing classes and properties to align with more specialised vocabular-
ies, e.g., AAT, while maintaining the structural advantages of class-based definitions for specific properties.
The CACAO-RS, while covering common Europeana rights statements, could be expanded to include more
complex or jurisdiction-specific rights scenarios, incorporating more nuanced ODRL constraint patterns.
Building on ARTKB, developing advanced querying interfaces, data validation tools, and visualisation dash-
boards would demonstrate further practical applications of CACAO.

. Exploring using CACAO for specific Al applications within the REEVALUATE project will provide further

validation and drive requirements for new ontology modules or refinements.
As the EDM ontology evolves, we will actively ensure that CACAO extensions remain compatible and can be
seamlessly leveraged by the Europeana ecosystem, capitalising on EDM’s mapping to CIDOC-CRM.
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