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Abstract
Across manufacturing, water intelligence, and transportation supply chains, a consistent pattern emerges: data and
tools are abundant, yet systems fail to interoperate effectively. Existing approaches rely on “little semantics”—schemas,
labels, and metadata—that enable data exchange but not robust reasoning. We argue that this limitation reflects a
deeper bottleneck: the absence of shared, interoperable representations of meaning—where key characteristics such as
capabilities, water availability, or freight transportation rates cannot be consistently interpreted because the conditions
that define them are not explicitly represented. Through three domain case studies, we show how this gap constrains
integration and coordination. We then outline initial steps toward richer semantic representations that support more
reliable interoperability and decision-making, suggesting a pragmatic evolution of the Semantic Web—one that builds on
the strengths of little semantics while enabling deeper semantics where they matter.
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Introduction

The promise of the Semantic Web was bold: software
agents that do not just read data, but understand it well
enough to act on it3. What we got instead was something
more modest—and more familiar. “Little semantics”: tags,
schemas, and metadata that help systems exchange data
but stop short of real understanding. It’s been enough to
move information around, but brittle for making systems
truly work together. The original vision still points to what’s
missing: “big semantics”—upper layers of the Semantic Web
stack—ontologies and logic-based representations designed to
capture shared meaning and enable reasoning across systems.
At web scale, that ambition may be a bridge too far. But
in targeted domains, approached deliberately, it becomes
tractable—and instructive. We examine three such domains—
manufacturing, water intelligence, and transportation—where
moving beyond “little semantics” is both feasible and
valuable, and then outline a practical plan to realize it.

We situate our discussions in the context of the Open
Knowledge Network (OKN), a concrete realization of
a semantic web that provides an essential public-data
infrastructure for enabling an AI-driven future11. The current
OKN contains 18 interconnected graphs spanning domains
such as medicine, hydrology, climate, manufacturing etc.
These graphs collectively contain over 1 million entities
and nearly 30 billion triples. The knowledge in these
graphs can be used to answer numerous queries such
as: Find semiconductor manufacturers located in regions
where the unemployment rate is greater than 5%? What is
the correlation between counties affected by flooding and

the social indicators of health? Find communities in the
state of Maine that rely on underground water that are
susceptible to contamination or drought? These examples
illustrate the semantic web vision in practice: enabling
machine-interpretable interoperability across heterogeneous
data systems so that previously inaccessible system-level
questions can be answered.

Our chosen case studies in this paper build on already
existing manufacturing data in the OKN, and expand it into
new application areas of water intelligence and transportation.
In each of these domains, the limitations of “little semantics”
becomes visible in practice. In a manufacturing supply chain,
identifying firms with specific capabilities remains difficult
despite the availability of supplier directories, because
capabilities are inconsistently defined and represented.
Furthermore, the contractual obligations among different
providers cannot be easily exchanged. The water intelligence
community struggles with implementing even little semantics
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for heterogeneous data sources that cannot be reliably
combined to support operational or policy decisions, reflecting
gaps in shared terminology. In the transportation supply
chain, even in data-rich environments, reconciling freight
rates remains difficult because rate structures, conditions,
and contexts are represented inconsistently across systems,
compounded by limited data sharing and sensitivity of
operational data.

Across all three cases, the core issue is not the lack of
data, but the lack of shared, interoperable semantics that
enable integration, comparison, and reasoning across systems.
As the OKN effort and broader Semantic Web experience
have demonstrated, “little semantics” can successfully support
many practical integration tasks through lightweight shared
vocabularies and schema alignment. However, the case
studies examined here suggest that situations requiring richer
representations of constraints, commitments, and context
remain comparatively underdeveloped, with relatively few
large-scale deployment models available to guide adoption.

Building on these observations, this paper makes three
contributions:

1. Comparative Analysis: We provide a comparative
analysis of the manufacturing, water intelligence, and
transportation domains to surface recurring patterns in
how limited semantics constrain interoperability and
coordination.

2. Deep Semantics Characterization: We characterize
“deep semantics” as the upper layers of the
semantic web stack and complementary to existing
approaches, illustrating how richer, domain-grounded
representations can help address these bottlenecks.

3. Strategic Roadmap: We outline a set of initial
steps toward developing more expressive semantic
foundations, substantially expanding the existing
semantic web of OKN to include approaches to
represent capabilities, contracts, water measurements,
and freight rates in ways that support integration and
reasoning.

The remainder of the paper is organized as follows: we
begin with three domain case studies, then synthesize cross-
cutting insights, and conclude with potential initial steps for
building more interoperable, semantically grounded systems.

Where “Little Semantics” Breaks Down:
Three Domain Case Studies
The selection of the three domain case studies—
manufacturing, water systems, and transportation—was
informed by earlier efforts to define use cases for OKN.
In a 2022 design sprint convened by the National Science
Foundation, participants identified building a resilient
national supply chain as a priority area, reflecting its broad
societal and economic importance8. Given the breadth
of this domain, we focus on three representative facets:
manufacturing, water intelligence, and transportation. We
consider these in that order, beginning with manufacturing as
a unifying thread, followed by water as a critical resource
dependency, and transportation as the coordinating layer that
connects supply and demand.

Ongoing OKN efforts in manufacturing, including
collaborations with the National Institute of Standards and
Technology (NIST) and the Industry Ontology Foundry
(IOF), provide a concrete foundation for analysis6. The
transportation case study, initially centered on the “empty
mile” problem, was similarly motivated by insights emerging
from the OKN design process.

Together, these domains provide a grounded setting in
which the strengths of “little semantics” becomes evident—
but so do its limits—revealing that while incremental structure
can enable rigid, preset system integrations, flexible, on-
demand integration remains out of reach. Strictly speaking,
neither little nor large semantics can move data or make
systems interoperate on their own; it is the software built on
top of them that does so. In practice, organizations have used
little semantics to achieve integration despite these constraints,
but progress now depends on committing to richer, shared
representations of meaning that support more flexible and
adaptive coordination. We consider each of these case studies
in detail next.

Manufacturing: From Bills of Materials to
Automated Supply Chains
A compelling vision for manufacturing supply chains begins
with a simple premise: given a bill of materials (BoM)
for a complex product—augmented with detailed product
definitions—an AI system should be able to identify suitable
suppliers, negotiate and execute contracts, and ensure that
components arrive at the right place and time for production.

Turning this vision into an executable plan requires
choosing a specific product and industry most amenable to
such automation. For example, while many manufacturing
sectors use BoMs, they are often very complex and still lack
many common semantics to describe components and their
properties. The aerospace industry, for example, takes years
of work to select and onboard thousands of suppliers for a
single end product. But, there do exist examples where many
aspects of this vision could be realized. One such example is
beverage can manufacturing. For the rest of the section, we
will assume that we have identified a suitable use case where
it makes sense to consider a large-scale automation of the
manufacturing supply chain.

Representation of Products and Processes To support
automation, the BoM must evolve beyond a hierarchical
list of parts into a machine-interpretable representation
of product requirements and component relationships.
While detailed geometries, tolerances, and manufacturing
specifications may reside in external artifacts such as
CAD models and engineering drawings, the BoM should
provide references linking components to these associated
specifications, materials, manufacturing processes, and
compliance requirements. This enables reasoning over
dependencies, substitutions, sourcing constraints, and
production requirements across heterogeneous systems.

At the same time, the level of detail must be carefully
managed. Representations that are too coarse do not support
effective matching, while overly detailed representations
increase complexity and reduce flexibility to interpret supply
chain needs. A layered, multi-resolution approach allows
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systems to operate at different levels of abstraction, supporting
both early-stage discovery and detailed qualification.

Capability Matching and Supplier Discovery Supplier
discovery requires integrating heterogeneous data sources—
such as supplier directories, procurement systems, and
certification databases—into a common representation of
manufacturing capabilities. Capabilities must be defined in
a structured and comparable form that captures processes,
materials, certifications, and constraints. Without such
representations, identifying suitable suppliers remains
dependent on manual interpretation and cannot be reliably
automated see1,7.

More broadly, effective matching requires interoperability
at the level of meaning2. Requirements derived from the
BoM must be aligned with supplier capabilities in a way
that supports comparison and reasoning, rather than simple
keyword or attribute matching. This highlights the need for
shared semantic models that enable consistent interpretation
across organizations.

Contract Representation and Execution Automation of
supply chains depends on the ability to specify, negotiate,
and monitor contracts. Although a standard for capturing
contracts and their fulfillments exists in the ConnectSpec9,
creating one relies on manual workflows, limiting automation
and increasing inconsistency.

To support automated workflows, contracts must be
represented using a contract definition language (CDL)—
a machine-interpretable formalism designed to capture the
structure and semantics of legal agreements5. CDLs combine
a concept definition layer with legal and domain ontologies,
enabling contracts to be expressed in terms of well-defined
concepts and relationships rather than free-form text that
resists computation and interoperability.

Contract negotiation further requires standardized repre-
sentations of requirements, offers, and counteroffers, so that
terms can be compared, revised, and agreed upon across
heterogeneous systems. A key requirement is the ability
to operate under incomplete information, as full disclosure
among negotiating parties is typically not feasible4.

Logic programming, which is well-situated in the logic
and proof layers of the semantic web stack, provides a
natural foundation for such representations. Contracts can
be expressed as sets of rules that define when obligations are
triggered, what conditions must hold, and how compliance
is evaluated. For example, delivery obligations can be
modeled as conditional rules over time, quantity, and
quality constraints, while penalties and contingencies can
be represented as derived consequences of rule violations.
The declarative semantics of logic programming supports
reasoning under partial information, enabling systems
to evaluate alternatives, detect conflicts, and maintain
consistency as new information becomes available. This
enables contracts to be executed as specifications, rather than
interpreted post hoc.

Together, contract definition languages and negotiation
protocols support declarative specification, reasoning over
constraints and dependencies, and traceable execution. They
extend semantic representation from static descriptions to
commitments and their lifecycle, providing a foundation for

automating both contract execution and coordination across
supply chain participants.

Network Visibility and System-Level Coordination Supply
chains are inherently networked, with dependencies that
extend beyond direct suppliers. Achieving effective coor-
dination requires representations that capture relationships
among suppliers, materials, and processes, including multi-
tier dependencies and potential vulnerabilities. At the same
time, data sharing is constrained by competitive and confiden-
tiality concerns, requiring mechanisms for selective disclosure
and controlled access.

This creates a dual requirement: representations must be
expressive enough to support system-level reasoning, while
also supporting partial visibility and decentralized control.
Without such capabilities, coordination remains limited to
local optimization, and system-wide inefficiencies persist.

Water Intelligence: From Data Integration to
Decision-Ready Knowledge
Water intelligence refers to the ability to transform
heterogeneous observations into a coherent, operational
representation of water systems that supports timely and
coordinated decision-making. This requires more than
aggregating data: it depends on representing system state,
interpreting evolving conditions, and relating observations
to actions within a unified framework that operates across
spatial, temporal, and institutional boundaries.

Situational Awareness and the Data-to-Decision Gap
Water systems are increasingly instrumented, with data
available from stream gauges, weather systems, water quality
sensors, satellite imagery, and infrastructure monitoring.
However, this data does not directly yield a coherent
representation of system state. Instead, it is distributed
across sources, formats, and temporal resolutions, requiring
substantial effort to assemble into a usable view.

This limitation becomes evident in planning and forecasting
tasks. For example, determining which regions of the
United States are likely to face increased water demand or
scarcity requires integrating historical and projected water use,
hydrological data, infrastructure capacity, climate projections,
and industrialization and population trends. While each of
these data sources exists, they are often not represented in
a form that supports joint reasoning, making such questions
difficult to answer systematically.

Even when data is integrated, outputs are typically
intermediate artifacts—datasets, models, or visualizations—
rather than decision-ready representations. As a result,
decision-making remains dependent on manual interpretation,
limiting responsiveness and scalability. The central limitation
is not data availability, but the absence of representations that
connect observations to operational decisions.

Fragmentation of Representations The primary barrier to
such representations is semantic fragmentation. Water-related
data is modeled using heterogeneous conceptual frameworks,
terminologies, and units of analysis. Hydrological models,
infrastructure datasets, and environmental measurements
encode overlapping but incompatible views of the system.
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Multiple factors can contribute to this challenge. One
issue is the absence of a shared taxonomy of water-
related concepts, including entities such as watersheds,
infrastructure components, flow conditions, and risk states.
These concepts are defined inconsistently across systems,
preventing alignment even when data is technically accessible.
Sometimes there is inconsistent data capture and classification
that leads to difficulties in integrating data. There can also
be a larger issue of integrating data across organizations,
for example, a utility company integrating data from USGS
(United States Geological Survey) if they have different
classification or integrating watershed data with regional data.

To address this alignment, persistent identifiers (PIDs) for
various water features have been canonicalized by USGS, in
collaboration with the Internet of Water project. These PIDs
can then be used in the description of different water elements
such as a river. It is, however, difficult to discover and access
these identifiers when a new description of a water feature is
being put together.

In collaborative settings, the impact of fragmentation
becomes immediately visible. In one multi-utility harmful
algal bloom study involving twenty-one utilities representing
38 different waterbodies, sufficient data could be aggregated
from only seven waterbodies due to missing data and
differences in representation and interpretation. Data cleaning
and reclassification was essential to integrating the data for
this study.

The problem is often not lack of data access, but missing
and incomplete data along with the absence of shared
semantics needed to combine data meaningfully. In this case,
even “little semantics”—basic agreement on terms, labels,
metadata requirements, and schema mappings—would have
enabled increased interoperability.

More broadly, data harmonization efforts often prioritize
centralizing data over centralizing concepts. Yet without
shared definitions of quantities, measurements, and relation-
ships, centralized data remains difficult to use, limiting ad hoc
analysis and slowing critical decisions in water management.

Addressing this gap requires the development of standard
schemas grounded in shared taxonomies, enabling consistent
representation and exchange of water-related data. In practice,
the development of such schemas is constrained by the limited
availability of domain experts, who are primarily focused
on analysis and operations rather than representation design.
Progress therefore depends on developing initial, inspectable
schema proposals that can be iteratively refined through
stakeholder feedback.

Distributed Decision-Making Under Institutional and
Economic Constraints Water systems are governed by
decentralized actors, including federal agencies, state and
regional authorities, utilities, and emergency responders.
Each operates with partial visibility and distinct mandates,
requiring coordination across institutional boundaries under
conditions of uncertainty and incomplete information.

These coordination challenges are compounded by
structural constraints on infrastructure development. Much
of the existing data infrastructure was established through
public investment. The funding sourced through grants pays
for projects which create data infrastructure, but these grants
don’t pay for ongoing maintenance. Hence, current efforts

increasingly depend on membership-based or cost-recovery
models. At the same time, the expertise required to define
shared representations is limited and unevenly distributed,
further constraining progress.

The success of semantic standardization depends on
economic viability: shared representations are adopted only
when they support applications that deliver measurable value.
We consider two such sources of value enabled by semantic
data products.

First, because semantic data products encapsulate both data
and water sector terminology in portable forms, they reduce
the burden on water utilities and public data providers such as
NOAA (National Oceanic and Atmospheric Administration)
and USGS to remain the sole systems responsible for
serving data and supporting analytics workflows. Once a
semantic data product is published, other organizations can
provision it locally, combine it with additional data products,
and deploy the infrastructure needed to answer domain-
specific questions. This enables more scalable integration
of operational utility data with publicly available hydrological
and environmental data for machine learning and AI
applications. In water systems, such capabilities support
improved coordination around water availability, forecasting,
and disaster management.

A second source of value arises in manufacturing,
where production depends on water availability and quality,
including constraints to prevent contamination and ensure
regulatory compliance. Enabling these requirements to be
represented and integrated more effectively demonstrates
practical value from semantic data products and helps justify
investment in shared semantic infrastructure.

Transportation: From Fragmented Capacity to
Coordinated Load Sharing
Freight transportation is characterized by persistent ineffi-
ciencies associated with empty miles, billing discrepancies,
detention and demurrage, fraud, cargo theft, and related
coordination failures. Many of these problems stem from
information gaps arising from fragmented representations
of rates, service events, equipment, and logistics actors.
These gaps contribute to disputes over rates, detention
and demurrage charges, and issues involving carrier and
driver identity, cargo theft, and transaction integrity. Viewed
from this perspective, the challenge is not merely one of
optimization, but of establishing shared representations that
enable coordination across a highly decentralized ecosystem.

Empty miles—segments in which trucks reposition
without a revenue-generating load—represent one visible
manifestation of these broader interoperability challenges.
A common source of empty miles is backhaul imbalance,
where freight demand is concentrated in one direction, leaving
trucks without loads on return trips. More generally, empty
repositioning—the movement of trucks without cargo to
locations where future loads are expected—arises from
a range of structural conditions, including geographic
imbalances in freight demand, seasonality, search frictions in
matching loads to available carriers, equipment specialization
that limits which cargoes a vehicle can carry, and appointment
constraints that restrict scheduling flexibility. Industry
estimates suggest that empty miles account for roughly
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20–35% of total truck miles, resulting in substantial losses
in asset utilization and increased costs in fuel, labor, and
emissions.

Operational performance in freight systems is commonly
measured using metrics such as On-Time In-Full (OTIF),
which captures whether deliveries are completed within
agreed time windows and with the correct quantity and
condition. Inefficiencies are most directly visible in lower
asset utilization, higher operating cost, reduced flexibility in
responding to disruptions, and greater exposure to billing
disputes and service exceptions.

The structure of the trucking industry contributes to these
inefficiencies. It is highly fragmented, consisting of a small
number of large carriers alongside a long tail of small and mid-
sized operators. Load matching is typically performed within
firm boundaries or through brokered relationships, limiting
visibility into available capacity across the broader ecosystem.
As a result, even when suitable backhauls exist, they are often
not identified or utilized.

Multiple stakeholders participate in this system, each with
distinct objectives. Carriers seek to maximize utilization
and minimize empty miles. Shippers prioritize reliability
and OTIF performance. Brokers and logistics platforms
focus on matching within their networks. Public agencies
focus on congestion, emissions, and infrastructure efficiency.
These differing incentives complicate coordination across the
system.

Existing Approaches and Precedents Current approaches
to reducing empty miles and related freight inefficiencies rely
on brokerage platforms, private optimization systems, and
emerging digital marketplaces. Platforms such as DAT (Dial-
A-Truck) improve load visibility and matching within limited
networks but do not provide system-wide coordination. As a
result, they mitigate inefficiencies locally without addressing
broader fragmentation.

Precedents from other industries suggest that more
integrated approaches are feasible. In the airline industry,
carriers coordinate through shared infrastructure such as
airports and standardized scheduling systems, enabling
higher levels of capacity utilization. These arrangements are
supported by common operating environments and regulatory
frameworks that facilitate coordination.

Freight transportation lacks such shared infrastructure,
although partial analogues exist. For example, designated
freight zones near major ports have been developed to
improve coordination between trucking, warehousing, and
port operations. These zones create localized hubs of visibility
and interaction, enabling more efficient load transfers and
reducing idle time. However, their impact is geographically
limited and does not extend to broader network-level
coordination.

Another relevant precedent is provided by ride-sharing
platforms such as Uber Technologies, which reduce idle time
by aggregating fragmented drivers onto a common platform
and dynamically matching supply with demand. While freight
transportation differs in scale and contractual complexity, this
example illustrates how shared visibility and aggregation can
significantly reduce inefficiencies arising from fragmentation.

Sources of Inefficiency: Fragmentation, Visibility, Coordi-
nation and Trust The persistence of empty miles can be

traced to three interrelated factors: data fragmentation, limited
data visibility and coordination challenges. Information about
loads, routes, capacity, and schedules is distributed across
heterogeneous systems with limited interoperability. Each
participant maintains its own data structures and representa-
tions, preventing system-wide integration. Even when data
exists, it is not accessible across organizational boundaries
due to competitive concerns, lack of standardization, and
absence of shared infrastructure. This restricts the ability to
identify feasible back hauls and optimize across networks.
Matching loads to capacity requires aligning decisions
across multiple actors with different incentives, contractual
obligations, and operational constraints. Without shared
representations, coordination remains localized and reactive.
These same limitations also make it harder to reconcile
rates, validate service events, and resolve disputes related
to billing, detention and demurrage, and fraudulent activity.
These factors collectively prevent the formation of a global
view of capacity and demand, leading to suboptimal routing,
reduced OTIF performance, and persistent inefficiencies.

Toward Coordinated Infrastructure and Incentive Alignment
Addressing these freight interoperability problems requires
moving beyond isolated optimization toward shared
infrastructure that supports coordinated load sharing and
other forms of cross-party visibility across the ecosystem.
Rather than assuming full data centralization, such a
layer would support selective disclosure, common event
definitions, interoperable representations of equipment and
load requirements, and controlled mechanisms for comparing
conditions across systems. Such an approach involves several
interdependent layers:

• Infrastructure Layer: A shared platform for
representing and exchanging information about loads,
routes, capacity, and schedules across participants.

• Standards Layer: Common data models and schemas
that enable interoperability across heterogeneous
systems, allowing information to be consistently
interpreted and combined.

• Adoption Layer: Mechanisms to onboard diverse
participants—including small carriers, large fleets,
brokers, and public agencies—ensuring sufficient
coverage of the network.

• Experimentation Layer: The ability to test and
refine matching strategies, pricing mechanisms, and
coordination protocols in operational settings.

In addition to technical infrastructure, policy and
governance mechanisms are essential. These include
frameworks for data sharing, privacy protection, antitrust
compliance, and equitable participation. Without such
mechanisms, concerns around competitive sensitivity and
data misuse can inhibit participation and limit system
effectiveness.

Ultimately, the feasibility of coordinated load sharing
depends on incentive alignment. Participants must derive
clear value from participation, including improved utilization,
fewer billing discrepancies and disputes, reduced fraud risk,
reduced empty miles, and enhanced OTIF performance.
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With appropriate incentives, shared infrastructure, and
interoperable representations, fragmented local optimization
can be transformed into coordinated, system-level efficiency.

Comparative Analysis: Recurring Limits of
“Little Semantics” Across Domains
The three case studies—manufacturing, water intelligence,
and transportation—highlight a consistent pattern: despite
differences in domain, scale, and stakeholders, interoperabil-
ity and coordination are constrained by the same underlying
limitation. Existing approaches rely on “little semantics”—
schemas, labels, natural language definitions, and metadata
that enable rigid integration and data exchange within local-
ized contexts—but fail to support flexible integration and
reasoning across systems. As a result, each domain exhibits
fragmentation not due to lack of data, but due to the absence
of shared, formal, computable representations of meaning.

The first recurring pattern is the difficulty of representing
core domain concepts in a form that supports comparison and
reasoning across terminologies and data. In manufacturing,
this appears as the inability to consistently represent and
compare supplier capabilities across sources, and lack of
methods to exchange contractual terms. In water intelligence,
it manifests as incompatible representations of hydrological
data, models, and data infrastructure. In transportation,
it is reflected in the lack of standardized representations
for loads, capacity, and routing constraints. In all cases,
existing representations capture data at a surface level but
do not encode the deeper relationships and constraints
required to identify conflicts and align heterogeneous sources.
Without such representations, even simple queries—such as
identifying alternative suppliers, integrating environmental
data for decision-making, or matching loads to available
capacity—require substantial manual interpretation.

The second pattern is the persistence of manual integration
as the dominant mode of coordination. Across domains,
integration is performed by domain experts who reconcile
differences in formats, terminology, and assumptions using ad
hoc workflows. These processes are labor-intensive, difficult
to scale, and produce brittle, context-specific solutions.
In manufacturing, supplier discovery and qualification
depend on manual interpretation of heterogeneous data. In
water intelligence, analysts manually combine datasets and
models to produce situational awareness. In transportation,
coordination opportunities across carriers require manual
reconciliation of incompatible data representations. The
reliance on human mediation reflects the absence of shared
semantic structures that would otherwise enable automated
integration.

The third pattern concerns the gap between data availability
and decision readiness. While all three domains are data-
rich, the outputs of current systems are typically intermediate
artifacts—datasets, models, or visualizations—rather than
actionable insights. In manufacturing, BoMs and supplier
data do not directly support automated sourcing decisions. In
water intelligence, integrated datasets often do not translate
directly into operational guidance. In transportation, visibility
into isolated data sources does not yield coordinated load
allocation. This gap arises because existing representations
do not capture the semantics needed to connect data to

decision contexts, leaving interpretation and reasoning to
human experts.

The fourth pattern is the importance of coordination
under constraints of decentralization and limited trust. In all
three domains, relevant data and decision-making authority
are distributed across multiple organizations with differing
incentives and constraints. Manufacturing supply chains
span multiple suppliers with varying levels of disclosure.
Water systems involve coordination across agencies and
jurisdictions. Transportation networks consist of competing
carriers with strong incentives to protect operational data.
These conditions limit data sharing and require mechanisms
for selective disclosure and trust.

Taken together, these patterns point to a common
conclusion: the limitations observed across domains are
not primarily due to gaps in data or algorithms, but to the
absence of shared, expressive representations that enable
systems to interoperate and coordinate at the level of
meaning. Addressing this gap requires moving beyond
incremental extensions of existing schemas toward more
structured, domain-grounded semantic models that can
capture capabilities, constraints, relationships, and state across
systems. The following section builds on this analysis to
characterize such “deep semantics” and outline initial steps
toward realizing them.

Expanding the OKN: Steps Toward Deep
Semantics in Practice
The preceding analysis identifies a common bottleneck across
domains: the absence of shared, expressive representations
that support interoperability and coordination. Translating
this insight into practice requires a shift from broad ambitions
to targeted, domain-grounded implementations. Rather than
attempting comprehensive solutions, progress is best achieved
through focused pilots that define shared representations for
specific problems, integrate heterogeneous data sources, and
demonstrate measurable improvements in coordination and
decision-making.

Manufacturing: Capability Matching and Contract
Automation
To make the discussion concrete, we take beverage can
manufacturing as a concrete example where product specifi-
cations, material requirements, and regulatory constraints are
relatively well-defined and supported by existing institutional
ecosystems. Domain institutions, for example, the Institute of
Can Manufacturing, can provide datasets and operational con-
text, while industry organizations such as the United Natural
Products Alliance can contribute requirements and facilitate
stakeholder engagement. This setting provides a tractable
environment for developing and validating approaches to
supplier discovery and contract execution.

Automating these workflows requires shared, machine-
interpretable representations of product requirements and
supplier capabilities. The BoM serves as the central
abstraction for representing product requirements, and a
new representation for it should be developed to support
computation over constraints, substitutions, or dependencies.

Supplier capabilities—such as manufacturing processes,
certifications, and quality standards—must be encoded in a
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Metric / Dimension Manufacturing Use Case Water Intelligence Use Case Transportation Use Case

Primary Structural Constraint Small and mid-sized manu-
facturers difficult to discover,
Slow supplier onboarding

Highly siloed public/utility
datasets; lack of common
terminology

Highly fragmented carrier
market; difficult to fill empty
miles

Limitation of “Little Semantics” Supplier capability directories
match via shallow tags; con-
tracts cannot be automated

Heterogeneous models with
overlapping but unaligned ter-
minologies

Inconsistent freight rates and
route contexts across private
systems

Core Deeper Semantic Need Expressive Capability Ontolo-
gies; logic-based contract defi-
nitions

Standardized taxonomies of
waterbodies with shared per-
sistent identifiers

Semantic Rate Ontologies;
dynamic contextual routing
constraints

Coordination Model Fine-grained capability match-
ing, Logic-programming rules
for automating selected con-
tract clauses

Composable data products;
distributed transformation
pipelines

Shared cross-carrier capacity
maps and rate charts with
selective data disclosures

Table 1. Comparative Analysis of Semantics Across Use Cases

standardized, machine-interpretable form to enable automated
matching. Contracts, currently expressed as descriptive
structured or unstructured documents, must be formalized
using a declarative, rule-based contract definition language,
allowing obligations, conditions, and contingencies to be
specified declaratively and evaluated programmatically.

Domain general knowledge graphs should be developed to
serve a unifying substrate for integrating these representations.
For example, a knowledge base of general-purpose knowledge
of processes could support process selection and substitution.
A knowledge base of materials could encode knowledge on
raw material selection and substitution.

Deployment in multi-party supply chains requires mecha-
nisms to ensure trust, auditability, and controlled data sharing.
Distributed ledger technologies, including blockchain-based
approaches, can support verifiable recording of transactions,
contract states, and compliance events. The OAGi Federate
Data Sharing Security initiative can support controlled data
sharing10. These mechanisms enable participants to validate
execution and provenance without requiring full disclosure
of sensitive operational data, addressing concerns related to
competition, privacy, and governance.

Measurable outcomes include reductions in supplier
onboarding time, improved accuracy in capability matching,
cost savings from sourcing and logistics decisions, and
decreased reliance on intermediaries. Additional benefits
could include reductions in supply errors, fewer adverse
events, lower testing costs, and the ability to define
and track compliance metrics that are not currently
systematically measured. These improvements also directly
contribute towards the resilience of the supply chain
by reducing dependence on critical suppliers. Controlled
pilot implementations in domains such as beverage
can manufacturing provide a pathway for validating
representations, infrastructure, and coordination mechanisms
in real-world settings.

Water Intelligence: From Data Integration to
Internet of Water

A water intelligence engine provides a semantic platform
composed of semantic data products, an index graph for
discovery, and composable transformation pipelines.

Semantic data products encapsulate structured datasets
together with their metadata, provenance, and transformation
history, and include domain-specific artifacts such as
taxonomies of water systems—for example, classifications of
water sources, infrastructure, quality metrics, usage categories,
and shared persistent identifiers for common water features.
This makes the process of complying with FAIR principles
concrete rather than aspirational by ensuring that data are not
only findable and accessible, but also consistently identified,
semantically interpretable, and reusable across organizations.

The index graph provides a higher-level representation
over these products, enabling structured queries, faceted
exploration, and discovery of relevant datasets and concepts.

This architecture is analogous to package management
systems and shared libraries in software development:
semantic data products function as reusable modules that
can be easily discovered, imported, and composed within an
integrated development environment, enabling agile analysis
and rapid response to water management questions.

The central challenge addressed by a water intelligence
engine is not the absence of data, but the difficulty of discov-
ering, integrating, and reusing heterogeneous datasets across
fragmented sources. Semantic data products—grounded in
shared taxonomies and schemas—enable structured discovery
and standardized composition. Transformation pipelines
further support repeatable generation of derived datasets,
shifting the role of data from static artifacts to composable
knowledge units that can be systematically combined and
transformed to support analysis and decision-making.

Such a system operates within a distributed ecosystem of
stakeholders, including scientists, water managers, utilities,
industrial users, and agricultural communities. Scientists
contribute domain knowledge by defining taxonomies
and semantic structures, while operational stakeholders
consume and extend the resulting data products. Development
proceeds incrementally, beginning with the construction of
foundational taxonomies and initial semantic data products,
and expanding through iterative refinement and stakeholder
adoption.

Measurable outcomes for water intelligence center on
improvements in data usability, interoperability, and shared
situational awareness. A concrete baseline challenge is that,
in current practice, only a subset of participating utilities
provide data that is sufficiently clean and standardized for
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use when participating in multi-utility studies. Progress can
therefore be measured by the proportion of datasets that
can be directly integrated without manual reconciliation,
the extent to which data conforms to shared taxonomies,
and the degree of alignment in key metrics such as water
usage calculations. At the system level, improvements can be
assessed through the ability to construct shared operational
views across jurisdictions and sectors, enabling consistent
interpretation of hydrological conditions and risks.

Transportation: Enabling Cross-Carrier
Coordination
The transportation use case initially focused on the empty
miles problem. However, this problem is difficult to formulate
as a single optimization task due to the large number of
transportation providers, their sensitivity to data sharing, and
the need to protect competitive positions. Empty miles arise
from a combination of structural imbalances, operational
delays, and heterogeneous business practices across carriers,
making it difficult to define a tractable pilot without grounding
in specific operational contexts. This suggests a reframing
of the problem as one of representation: the absence of
shared, structured descriptions of rates, operational conditions,
and logistics actors limits the ability to reason about and
coordinate across the system.

Current workflows rely on manual reconciliation, reflecting
the lack of structured representations for rates and their
applicability. Addressing this requires explicit modeling
of rate structures, operational conditions, and participating
actors in a form that supports aggregation, comparison,
and computation across systems. In this view, logistics
interactions are represented semantically, enabling reasoning
over pricing, constraints, and operational conditions.

Progress depends on establishing shared representations
through collaborative ontology development, supported
by working groups involving carriers, shippers, industry
associations, and standards bodies. Initial efforts can
focus on narrowly scoped pilots, such as rate modeling
and reconciliation, with measurable outcomes including
reductions in billing discrepancies, improved consistency
in rate interpretation, and enhanced visibility into system-
wide operations. This approach reflects a shift from
fragmented, implicit knowledge toward explicit, shared
semantic representations that enable coordination in complex
logistics environments.

Governance and Multi-Party Environments
In addition to technical infrastructure, deployment requires
governance mechanisms to manage shared representations,
data access, and the evolution of standards across participants.
Governance frameworks define how ontologies, capability
descriptions, and contract schemas are proposed, validated,
and updated, as well as how access to sensitive data
is controlled in multi-party settings. Domain institutions
and industry organizations can play a coordinating
role in establishing these processes, providing oversight,
and facilitating consensus. These governance structures
complement trust-enabling technologies by ensuring that
shared systems remain interoperable, extensible, and aligned
with stakeholder incentives over time.

Conclusion: From Data Exchange to Shared
Meaning
Across manufacturing, water intelligence, and transportation,
the evidence is consistent: the primary barrier to interoper-
ability is not the lack of data or computational capability,
but the absence of shared, computable representations of
meaning. Existing approaches, grounded in “little semantics,”
enable data exchange within localized contexts but fail when
coordination requires dynamic alignment across systems,
organizations, and decision contexts.

This paper identifies that gap and characterizes the
missing layer as deep semantics—representations that encode
capabilities, constraints, relationships, and states in a form
that supports reasoning. The case studies show that this gap
is not abstract: it manifests concretely as failed supplier
matching, manual data integration, and underutilized capacity.
Addressing it enables systems to move from producing data
artifacts to supporting decisions.

It is worth noting that in domains such as water intelligence,
the stakeholder communities have not yet reached the limits
of what is possible with just “little semantics”. Once these
communities build the initial layer of semantics and develop
a shared taxonomy and data governance framework, they will
need to confront the need for “deep semantics” which is more
clearly evident in the manufacturing and the transportation
use cases.

We also acknowledge that technical interoperability (with
little or big semantics) alone is insufficient to produce
large-scale coordination. Stakeholders are willing to share
data only when the operational value of doing so is
clear, creating a bootstrapping challenge in which the
benefits of semantic integration depend on participation, but
participation depends on demonstrated benefit. Proto-OKN
and narrowly scoped pilot deployments can help address
this challenge by demonstrating measurable improvements
in coordination, decision-making, and operational efficiency,
thereby incentivizing broader ecosystem participation.

Importantly, this transition does not require a wholesale
redesign of existing data infrastructures. Instead, it can be
achieved through targeted, domain-grounded implementations
that introduce richer representations at points where current
approaches break down. The pilots outlined here demonstrate
a practical path forward that builds on the existing strengths
of the OKN, and yet expands and applies it in new domains.

The broader implication is that it is about time for us to pay
greater attention to the upper layers of the semantic web to
address the thorny issues of ontology, logic, proof, and trust.
Unless we engineer those upper layers, and show their value
in concrete systems with real-world impacts, the dream of
a semantic web will remain only partially realized. Without
such strong alternatives, practitioners will continue to turn to
methods such as generative AI, that might partially succeed
in the near term, but will never be able to achieve the highest
aspiration of “trust” envisioned in the semantic web stack.
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