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Abstract. Fault diagnosis in Cyber-Physical Systems (CPS) is essential for minimizing downtime, ensuring opera-
tional safety, and improving system resilience. As CPSs become increasingly interconnected and complex, traditional
diagnostic methods struggle to capture their dynamic interactions and dependencies. Semantic technologies, includ-
ing knowledge graphs and ontologies, provide mechanisms for structured representation, integration, and reasoning
over diverse sources of diagnostic knowledge. This paper provides a comprehensive review of semantic approaches
for fault diagnosis in CPS through a Systematic Literature Review (SLR). It covers key stages such as knowledge
acquisition from domain experts, knowledge extraction from documents, semantic modeling of domain knowledge
and data, and model enhancement. To the best of our knowledge, no prior systematic literature review has covered
all these critical aspects. Unlike previous reviews, we systematically analyze and categorize the findings related to
each stage. Additionally, we explore the role of available manufacturing data sources and their integration with
semantic models. By bridging the gap between fault diagnosis and semantic technologies, this work highlights the
potential of semantic representations to enhance interpretability, interoperability, and automation in CPS fault
detection. We further discuss open challenges and outline future research directions, emphasizing the role of se-
mantic frameworks in advancing intelligent fault diagnosis. Our findings aim to guide researchers and practitioners
in leveraging semantic technologies for more robust and explainable fault diagnosis in CPS, while also highlighting
existing research gaps and outlining directions for future work.
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1. Introduction

Over the past decades, many industrial systems have become fully integrated with Cyber-Physical Sys-
tems (CPS) [52]. CPSs are complex systems, comprising many interconnected components and charac-
terized by close interaction among computation, communications and control technology [54]. Reliability
and correct functioning pose particular challenges in this context [6]. Faults and degradations can cause
systems to go down or underperform for extended periods of time, resulting in failures to provide service
and unscheduled maintenance. The significant costs associated with such events are not only direct (missed
performance, spare parts, and labor costs) but also indirect, such as schedule disruption and reputation
loss. In one estimate from 2022, unplanned downtime now costs Fortune Global 500 companies 11% of
their yearly turnover: almost $1.5tn, up from $864bn (8% of turnover) two years earlier [68]. Therefore, it is
imperative that maintenance engineers discover and understand the nature of these faults and degradation
quickly and efficiently.

However, providing effective support for fault diagnosis in modern CPS remains challenging for several
reasons. First, the existence of large volumes of fragmented, lengthy, and unstructured data that can not be
efficiently used to guide Fault Diagnosis (FD). Second, hidden knowledge that has not been documented.
Addressing these challenges can be supported by Knowledge Representation (KR): the encoding of infor-
mation in a form that allows computer systems to perform complex problem solving, such as through
logical or statistical reasoning [80]. However, the scale and complexity of modern CPS have significant
implications for the KR techniques suitable for FD in practice [19]. It is no longer feasible to manually
create formalized knowledge structures, and established diagnosis techniques may not be able to handle
the complexity of modern systems. Moreover, automating and scaling up the creation of knowledge repos-
itories invariably introduces noise, which demands a higher robustness of diagnosis methods. Additionally,
in the application of knowledge-based diagnosis methods, changes and improvements to the system are
common, which means the diagnosis must adapt to these changes.

These challenges have motivated the development of a wide range of fault diagnosis approaches, evolving
alongside advances in artificial intelligence, modeling techniques, and data-driven methods. Computer-
aided diagnosis was among the first applications investigated when digital computers became available,
and its development has closely followed the scientific progress in the field of Artificial Intelligence. From
the start, one of the main techniques has been symbolic diagnosis (see [53] for a historical overview). Many
diagnosis techniques were developed upon the assumption that the entire system could be described and
modeled or simulated with high fidelity, which have come to be known as model-based or first principles
systems [7]. Other diagnosis techniques have leveraged high volumes of (sensor) data for diagnosis us-
ing statistical (machine learning) techniques [63, 66]. Additionally, many techniques combine data-driven,
(physics) model-based, and knowledge-based methods [88]. However, while such techniques can be used
successfully to diagnose component-level faults, modern CPS are too complex to model completely with
sufficient fidelity. For example, in Industrial Internet-of-Things applications [19], the decentralized interac-
tion of many components produces highly complex behavior, which makes system-level models unfeasible.
Therefore, it is important to consider the fundamental requirements for the development of an efficient
system-level FD method for CPS, which include scalability, robustness, and evolution. In the following,
we elaborate on these three aspects to justify the exploration of semantic representation methods within
this paper.

— Scalability. This is a vital consideration in fault diagnosis for large and complex systems as their in-
creasing size and complexity lead to increased interdependencies and interconnected components [2].
Therefore, fault diagnosis methods must efficiently scale to address intricate relationships. Rule-based
fault diagnosis methods, exemplified by if-then rules, represent some of the earliest efforts to cap-
ture and model fault data for diagnostic purposes. These methods require extensive rule definitions
and maintenance [26], making them inefficient for systems with multiple interacting factors where
a single fault may result from multiple interacting factors. Additionally, any changes demand rule
modifications, further limiting scalability. Other methods such as first-principles modeling rely on
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precise mathematical equations to diagnose faults by representing system behavior. However, con-
structing accurate models for complex systems is difficult and unrealistic due to the need for deep
understanding of system behavior and detailed knowledge. [69]. Consequently, researchers have been
working towards developing methods that can handle the inherent complexity of CPS. Knowledge
graphs (KGs) have emerged as a promising solution in this context. They can efficiently model rela-
tionships, dependencies, and hierarchies within CPS, providing a scalable framework for managing
large and intricate systems. For instance, the Dimention KG [24] exemplifies this capability, contain-
ing 32 billion statements by integrating data from 143 million publications, 160 million patents, 30
million datasets, etc. Such resources cannot be built manually, and must therefore be constructed
(semi-)automatically.

— Robustness. This is a challenge that arises due to the inherent inaccuracies and inconsistencies in
real-world data collected from sensors, logs, or manual reports. Noisy or incomplete data hinder the
creation of reliable representations. For example, during KG construction, erroneous relationships
may be extracted, leading to incorrect connections between faults, causes, and actions. This highlights
the need for robust strategies to mitigate these effects. Researchers have been addressing these
challenges using different techniques for denoising, de-duplication, and entity resolution [14, 86] that
will be discussed in Section 4.2. Additionally, establishing a well-structured schema for the knowledge
graph helps prevent the extraction of incorrect entities and relationships.

— Fwolution. This refers to the adaptability and maintainability of fault diagnosis frameworks to in-
corporate new data, rules, relationships, or components over time without the need for complete
restructuring. The evolution of fault diagnosis systems is a critical aspect in the context of CPS as
they encounter changes such as the introduction of new components, sensors, or subsystems, changes
in operational conditions or environments, shifts in fault patterns due to aging or upgrading of com-
ponents, and the adoption of new standards and technologies. Rigid approaches, such as rule-based
methods, struggle with adaptability because any system change necessitates extensive rule revisions,
a process that becomes increasingly resource-intensive as the system grows. KGs address the chal-
lenge of evolution by providing an inherently flexible structure. They can be expanded by adding
new nodes (entities) and edges (relationships) without disrupting the existing structure. Moreover,
machine learning and reasoning techniques allow KGs to be refined by inferring new and implicit
information based on explicit knowledge [36, 91].

In this study, we adopt a Systematic Literature Review (SLR) approach to comprehensively investigate
fault diagnosis methodologies. This method ensures a structured and transparent review process, allowing
for an in-depth analysis of existing research. Our approach involves several key steps: formulating research
questions to guide the review, constructing a search string to retrieve relevant studies, and establishing
inclusion and exclusion criteria to filter the most relevant literature. We then proceed with the identifica-
tion, selection, and critical evaluation of relevant research, ensuring a rigorous and unbiased synthesis of
fault diagnosis techniques.

This paper addresses five predefined research questions focused on methods, techniques, and tools for
knowledge acquisition, information extraction, knowledge representation, diagnosis, and knowledge en-
hancement. In doing so, it identifies and categorizes existing approaches across these dimensions and dis-
cusses their respective advantages and limitations. In addition, the survey provides a structured overview
of the input sources used in the reviewed studies to support the application of these methodologies. Fi-
nally, a dedicated discussion section synthesizes the main findings by highlighting current research gaps
and outlining directions for future work, thereby offering guidance for researchers in advancing this field.

The scope of this study extends beyond reviewing existing fault diagnosis approaches and includes tasks
related to knowledge acquisition, Information FExtraction (IE), semantic representation, and knowledge
base enhancement in CPS. The reviewed studies are categorized according to their methodologies, input
sources, and application characteristics, supplemented by figures and tables that facilitate easy comparison.
In addition, the review summarizes the reported advantages, limitations, and open challenges associated
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with the identified methods. The analyzed literature spans publications from 1995 to 2024. Based on the
reviewed literature, the study also identifies research gaps and directions for future work.

To clearly define the scope of this survey, it is important to note that the term maintenance can refer
to different tasks, such as predictive maintenance, Remaining Useful Life (RUL) estimation, and fault
diagnosis. Predictive maintenance aims to anticipate when a failure is likely to occur in order to prevent
it, while RUL estimation focuses on determining how long a component can continue to operate before it
requires replacement. Fault diagnosis seeks to identify the type, location, or cause of an observed fault,
abnormal condition, or failure. The scope of this paper is therefore focused on the fault diagnosis.

The rest of the paper is organized as follows: Section 2 presents the related work, covering previous
surveys and reviews in the field of fault diagnosis and highlighting how this review differs from previous
studies. Section 3 details the research methodology, including Research Questions (RQs), search strategy,
database selection, paper selection criteria, and evaluation methods. Section 4 describes the results cor-
responding to each research question. In Section 5, a detailed discussion is presented that highlights the
findings and provides recommendations and future direction in the field of fault diagnosis. The limitations
of this study are presented in section 6. Finally, Section 7 concludes the paper.

2. Related Work

Existing literature reviews on fault diagnosis and predictive maintenance have surveyed a range of
methods, techniques, and frameworks aimed at improving the identification, reasoning, and handling of
faults in complex systems. For example, studies such as [92] and [19] have explored specific aspects such
as graph-based approaches and knowledge-based fault diagnosis in Industrial Internet of Things (I1oT)
settings. These surveys primarily focus on the capabilities of particular methodologies, such as graph-based
semantic inference or the use of ontologies for interoperability and reasoning. Similarly, [18] and [39] delve
into knowledge graph reasoning and representation, providing valuable insights into technical applications,
but they do not address broader challenges like scalability or the evolving nature of semantic models.

A key distinguishing feature of this study is its focus on semantic knowledge representation techniques,
particularly in the domain of fault diagnosis for CPS. Unlike previous surveys, which often emphasize
specific tools or approaches, this work systematically reviews the entire life-cycle of semantic representation
for fault diagnosis. This includes knowledge acquisition, extraction, representation, and enhancement, with
a particular emphasis on the practical implications of applying these techniques in highly interconnected
and dynamically evolving CPS environments.

Notably, [41] and [79] reviewed Al-based and data-driven predictive maintenance techniques, but lack
a comprehensive analysis of semantic representation methods and their unique challenges in the diagnosis
of CPS faults. While [51] highlights ontology-based fault diagnosis, it primarily addresses historical devel-
opments and integration with machine learning, without discussing the scalability or dynamic adaptation
of ontologies over time. Similarly, [30] and [78] emphasize traditional model-based and signal-based fault
diagnosis but do not address the emerging challenges posed by semantic representations in the context of
CPS.

In contrast, this paper systematically categorizes and analyzes methods for knowledge acquisition from
domain experts, information extraction from text, the scalable representation of knowledge, and the en-
hancement of the KB. Additionally, the study examines methods for fault diagnosis under incomplete or
underspecified knowledge conditions to support maintenance in CPS. By addressing these related aspects,
the review provides an overview of current research directions and identifies areas for further investigation
in semantic fault diagnosis.

3. Systematic Literature Review Methodology

Systematic research methods, such as Systematic Mapping Studies (SMS) [61] and SLR [43], are widely
used to synthesize and organize existing research. While SMS primarily focuses on identifying research
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1.1 Research questions development
Phase 1 1.2 Search string definition
Review Planning 1.3 Inclusion and exclusion criteria
1.4 Database selection
}

Phase 2
Review Conducting 2.1 Article identification, selection, and assessment
Phase 3 3.1 Result and Analysis
Review Reporting 3.2 Discussion

3.3 Conclusion

Fig. 1. The steps of the systematic literature review process

trends and categorizing topics, SLR aims to identify relevant primary studies and systematically extract
and analyze data from them. Since the objective of this study is to address specific research questions
through analysis of existing literature, the SLR methodology is adopted. Following established SLR. guide-
lines, the review process consists of three main phases: planning, conducting, and reporting, as illustrated
in Fig. 1. The following subsections describe the planning and conducting phases of the review.

Table 1

Research questions addressed in this systematic literature review

# ‘ Keyword Research Question

RQ 1 Acquisition What methods of knowledge acquisition from experts are specifically applied to support fault
diagnosis in CPS?

RQ 2 Extraction What are different methods for extracting knowledge, based on Information Extraction from text

documents to support fault diagnosis in CPS?

RQ 3 | Representation What are different semantic methods for scalably representing knowledge considering fault
diagnosis in CPS?

RQ 4 Diagnosis How faults can be diagnosed based on incomplete or underspecified knowledge?

RQ 5 | Enhancement What are different tools/methods for enhancing represented knowledge by domain experts to

support fault diagnosis in CPS?

3.1. Systematic Review Planning

The planning phase defines the protocol and review strategy for conducting the systematic literature
review. This includes the formulation of Research Questions (RQs), the development of the search string,
the establishment of inclusion and exclusion criteria, and the selection of databases used to identify relevant
studies. The following subsections describe each of these steps in detail.

3.1.1. Research Question Development

Research questions serve as a guide for conducting a literature review and ensure a comprehensive and
focused analysis of existing studies. In this study, the formulation of the research questions is motivated
by two key challenges in fault diagnosis for CPSs. The first challenge concerns the large volume of frag-
mented, lengthy, and unstructured industrial data, which is difficult to efficiently utilize for fault diagnosis.
The second challenge relates to the domain knowledge that remains undocumented and is often retained
primarily as tacit knowledge held by human operators and engineers. To address these challenges, we
identified knowledge graphs as a promising approach for integrating heterogeneous data sources and for-
malizing expert knowledge within a unified and structured framework. Accordingly, the research questions
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Fig. 2. Visualization of the necessity and relationships among research questions for fault diagnosis in this literature review

were formulated to investigate the main processes involved in constructing, enriching, maintaining, and
applying KGs for fault diagnosis in CPS. Specifically, we define five RQs, as presented in Table 1. RQ1
seeks to investigate how machinery maintenance knowledge is acquired from domain experts. RQ2 focuses
on methods for extracting information from documented sources. RQ3 examines semantic knowledge rep-
resentation methods for fault'related knowledge. RQ4 explores how structured knowledge representations
are utilized for diagnostic purposes. Finally, RQ5 investigates approaches for enhancing and updating the
constructed representation.

Fig. 2 illustrates the relationships among the research questions. The process begins with two comple-
mentary inputs: knowledge acquisition from experts and information extraction from documents. These
inputs jointly support the construction of a structured knowledge representation, which forms the ba-
sis for diagnostic reasoning. As the system evolves, the representation is continuously refined through
enhancement mechanisms that support updates to the knowledge base.

8.1.2. Search String Definition

The search string consists of keywords or phrases that are designed to identify relevant literature. We
identified key terms and their synonyms by analyzing related work and consulting industry experts.

As illustrated in Fig. 3, the search string is structured around some conceptual elements: research tasks,
information sources and representation methods, and application goals. The first element includes keywords
related to the main tasks addressed by the research questions, such as information extraction, knowledge
acquisition, knowledge representation, and knowledge enhancement. The task keywords include Natural
Language Processing (NLP), which represents a key set of techniques for information extraction. NLP
was included because it is widely used in the literature as a general umbrella term covering a broad
range of information extraction techniques. The task-related keywords were combined with terms rep-
resenting industrial maintenance information sources, including repair manuals, logs, technical reports,
procedures, tacit knowledge, and so on. These sources were included because knowledge acquisition, ex-
traction, and representation methods are often studied across multiple domains, and restricting the search
to maintenance-related sources improved the relevance of the retrieved studies to industrial fault diag-
nosis. In parallel, semantic representation terms such as knowledge graph, semantic model, and ontology
were included as an alternative branch in the search string to capture studies focusing directly on scal-
able semantic modeling approaches, which corresponds to the focus of this study on semantic knowledge
representation techniques.

n this review, a fault denotes an abnormal condition of a machine, component, or subsystem that can degrade function,
reduce output quality, trigger unsafe operation, or lead to failure. Fault diagnosis refers to identifying the likely fault type,
cause, location, or corrective action after abnormal behavior has been observed. This differs from predictive maintenance and
RUL estimation, which primarily aim to anticipate future failures or estimate remaining operating time.
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The final element of the search string corresponds to the application domain of the review and includes
keywords related to fault diagnosis. The presence of other maintenance-related terms, such as prediction,
condition-based monitoring, fault detection, etc., reflects the fact that researchers sometimes employ these
terms while performing fault diagnosis. Moreover, the term prognostics is intentionally combined with
fault to reduce ambiguity in the retrieved literature, as prognostics is a broad term used across multiple
domains, including medicine and clinical prediction, which are outside the scope of this study. By coupling
it with fault, the query is restricted to prognostics studies concerned with fault evolution and machinery
health monitoring in industrial systems.

The search design involves a deliberate trade-off. Broad methodological terms such as information extrac-
tion, knowledge elicitation, knowledge representation, enhancement, and reasoning were used to capture
relevant work across the five RQs. At the same time, the search was narrowed at the application level
to fault diagnosis and at the representation level to scalable knowledge representation. This design was
intended to maximize coverage of relevant methods while maintaining a focused scope. The search is fully
reproducible by entering the exact keywords and Boolean logic presented in Fig. 3.

Sources
Tasks Goals
- - “Repair manuals” .
“Information extraction” “event” Semantics “predictive maintenance”
“Information elicitation” “log” “fault diagnosis”
“knowledge representation” “industry” ‘Knowledge graph” “condition-based
“knowledge enhancement” “experts” “Semantic model” maintenance”
*knowledge acquisition” | AND ] OR “ontology” AND “fault prediction”
“knowledge extraction” “procedures ” “fault detection”
“NLP” “process description” “model-based diagnosis”
“Natural Langu"age “technical reports” “system-level diagnosis”
Processing “tacit knowledge” “health-assessment”
“instructions” “repair assistant”
“p-fmeca’ (“prognostics” AND “fault”)
“FMEA”
“process variation”
“troubleshooting”
“quality problem”
“quality deviation”
“digital twins” P

Fig. 3. Structured formulation of the search string used for retrieving relevant literature in the systematic review

3.1.3. Inclusion and Exclusion Criteria

This step defines the filtering process used to ensure the selection of relevant and high-quality studies
through clearly specified inclusion and exclusion criteria. Inclusion criteria define studies that are aligned
with the research objectives and fall within the scope of this review, while exclusion criteria eliminate
studies that are outside this scope. Given that fault diagnosis has been extensively studied and a substantial
body of literature exists, we clarify that our focus is specifically on fault diagnosis in manufacturing and
industrial CPS. Accordingly, the inclusion and exclusion criteria are defined to align with this objective.
The specific inclusion and exclusion criteria applied in this study are summarized in Table 2.

The inclusion criteria cover studies published between 1995 and 2024 that propose any tools, techniques,
or methods for acquiring, extracting, representing, and enhancing knowledge pertinent to fault diagnosis.
In addition, scalable knowledge representation approaches are explicitly included in line with the objectives
of this review.

As for exclusion, papers relying solely on sensor data as the input source are excluded, as such data
are generated directly from machines and often do not explicitly contain information about failure causes
or corrective actions. In contrast, this review focuses on leveraging data and knowledge that are written
by the subject matter expert or the service engineer. Studies within the medical field are also excluded,
as the scope of this paper is centered on machine fault diagnosis. Furthermore, articles focusing on other
aspects of maintenance, such as prediction and Remaining Useful Life estimation are not considered, since
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their goal is to predict failure or estimate part replacement times, whereas our focus is on identifying the
causes of failure and proposing solutions. In addition, studies that rely on complete system-level models
for fault diagnosis are excluded, as such approaches are often difficult to scale, extend, and maintain in
complex CPS environments. Finally, studies focusing on non-complex systems or simple components are
excluded, as this review specifically targets fault diagnosis in complex industrial systems and CPS.

3.1.4. Database Selection

To identify relevant studies, the search string was applied in the Scopus database. Scopus was selected
due to its extensive coverage of peer-reviewed journals, its strong reputation as a comprehensive scientific
database, and its advanced filtering capabilities that support systematic and reproducible searches. To
mitigate the limitations associated with relying on a single database, both forward and backward snow-
balling is also applied. Forward snowballing identifies newer studies that cite the selected papers, while
backward snowballing explores the references of the selected studies to identify earlier relevant work. This
complementary strategy helps improve coverage and reduce the risk of missing relevant studies.

Table 2

Inclusion and exclusion criteria for paper assessment

Inclusion Criteria Exclusion Criteria

Studies based on complete physical system models
Studies using only sensor data as input source
Medical diagnosis studies

e Semantic knowledge representation methods for sup-
porting fault diagnosis

e Studies proposing any tool,technique or method for ac-
quiring, extracting, representing, enhancing knowledge Papers other than the English language
to support fault diagnosis Technical reports, thesis, keynote, abstracts, posters, doctoral

o Papers published between 1995 and 2024 symposiums, whitepapers, Workshop papers

e Papers focusing on other aspects of maintenance instead of
fault diagnosis

e« Papers with the domain of non-complex system

3.2. Review Conducting

This phase covers the identification of relevant studies, their initial selection, quality assessment, and
subsequent data extraction. The tasks are explained in the following sub-section.

Ontology / 10 Knowledge Acquisition ﬁ\

T T T 0 T T T 0
) . ° - 10 . s
Failure Analysis LI - Maintenance /
—2e. T +—0 T ————0
. -5
] <-10 ) o ol
Fault Detection 4/ Semantics e
. ~— —0 . —
. ° . -5 . +=-5
Expert Systems = 2 Knowledge Based Systems _—.—r—/
T . .. ":"j 0 : T g
Knowledge Representation /"\{ 25 Data Mining /__’-—'—""‘—" 2.5
T T T 0.0 T T T .0
1990 2000 2010 2020 1990 2000 2010 2020
Year Year

Fig. 4. Top 10 most frequent index keywords of papers after abstract screening, by year. Lines and shading show a quadratic
regression fit and its confidence interval. Most keywords show an upwards trend, except Fxpert Systems, Knowledge Repre-
sentation, and Knowledge Acquisition.

3.2.1. Article Identification, Selection, and Assessment
By entering the defined search string into Scopus, a total of 1,273 articles were retrieved based on
title, abstract, and keyword search. We started the process by screening the abstracts according to the
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® Industrial Equipment & Machinery
Aviation
Infrastructure & Facilities
Manufacturing, Mining & Civil Engineering
® Power Systems & Energy
® Specialized & Emerging Systems
® Transportation Systems

Unknown

Fig. 5. Application domains of papers after abstract screening. Papers with applications in the Industrial Equipment €
Machinery and Aviation domain were selected in the domain screening step.

Journal Venues
Conference Venues Advanced Informatics
Information Technologies and Electrical Engineering IEEE Access
Reliability and Prognostics and Health (PHM) Applied sciences
Big Data, Artificial Intelligence and Internet of Things Engineering (ICBAIE) Advanced M Technology
Information Technology and e-Services |EEE Transactions on and
Decision and Information Technologies (CoDIT) nformation
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Fig. 6. Venue distributions

established inclusion and exclusion criteria, resulting in the selection of 304 articles. During this stage, a
conservative approach was adopted, in which articles were retained whenever abstracts did not provide
sufficient information for a definitive decision on inclusion or exclusion. Fig. 4 shows temporal trends of
the ten most frequent keywords associated with these articles.

The selected studies then underwent full-text eligibility assessment. During this stage, papers were
excluded for reasons such as being unavailable in English, relying solely on sensor data, lacking sufficient
methodological detail, focusing exclusively on proposals or review papers, or presenting approaches that
were not scalable. In addition, some studies used the term maintenance in a broader context while primarily
addressing topics such as predictive maintenance, prognostics, and remaining useful life estimation. This
step resulted in the selection of 161 papers.

In the final assessment step, the full texts were screened, resulting in the selection of 40 papers. Many
broader definitions of CPS include infrastructure, power systems, transportation, and civil engineering
systems. This review adopts a narrower scope: industrial and manufacturing CPS involving complex ma-
chinery, production equipment, or aircraft systems where fault diagnosis concerns machine-level failures,
causes, and maintenance actions. Consequently, during full-text review, papers were excluded when their
diagnostic target was outside this industrial machinery-oriented scope or concerned isolated/simple com-
ponents rather than complex CPS. Fig. 5 shows the application domains of the 304 papers after abstract
screening and highlights the selected domains retained in this step.

To identify additional relevant studies, both backward and forward snowballing were conducted. In
backward snowballing, the reference lists of selected papers were reviewed, while forward snowballing
examined studies that cited them. This process identified 956 papers through backward snowballing and
443 through forward snowballing. Papers with at least two citations were selected during the snowballing
stage to reduce the inclusion of marginally relevant studies while still allowing papers beyond the initial
database search to be considered. These studies then underwent the same screening and assessment process,
resulting in the inclusion of an additional seven studies. In total, 47 papers were included in this literature
review.

Notably, the search and selection process was conducted independently by two reviewers. Following this,
both reviewers convened to discuss the selected papers, ensuring alignment with the SLR methodology.
Any disagreements were resolved through discussion and reassessment until consensus was reached.
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Search string _Study Selection Process I *_S_Qg\y_b_a_l[i_ng_ _____________________
l ! ] E Forward snowballing Backwards snowballing E
Scopus ~i~ Total identified papers = 1273 Ve ;
' |1 Total identified Total identified i
! | |1 papers = M3 papers - 956
i Included papers after C ]
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Fig. 7. Filtering relevant papers for fault diagnosis of CPS based on inclusion and exclusion criteria
[5,8, 10, 14-17, 20-22, 27, 28, 31-33, 35, 36, 40, 47, 48, 50, 55, 56, 64, 67, 70, 72, 73, 7577, 82, 84—
86, 90, 91, 93-101]

4. Results and Analysis

This section presents the results derived from the reviewed literature, structured according to the five
research questions outlined in Section 3: knowledge acquisition, information extraction, knowledge rep-
resentation, fault diagnosis, and representation model enhancement. Each subsection corresponds to a
specific research question and summarizes relevant studies, including method descriptions, advantages and
disadvantages, and analyzes challenges and research gaps.

4.1. Knowledge Acquisition

Knowledge acquisition (or elicitation) refers to capturing expertise from domain specialists; knowledge
that has not yet been documented. This subsection details our findings on knowledge acquisition.

A review of the included papers indicates that none specifically addresses the development of dedicated
methods for acquiring knowledge from domain experts in fault diagnosis, nor do they employ established
elicitation or acquisition frameworks beyond traditional interviews. In fact, traditional interviews appear
to be the only method used for knowledge acquisition for fault diagnosis. Moreover, there is no reporting
on the effort, time, or resources involved to conduct these interviews. This lack of reporting on the acqui-
sition process makes it difficult to assess the scalability, reproducibility, and practical effectiveness of the
current approach. This also indicates limited exploration of alternative knowledge acquisition strategies
beyond traditional interviews. Consequently, future work could investigate more scalable and interactive
approaches for capturing expert knowledge for fault diagnosis, particularly Al-assisted techniques such as
Large Language Models (LLMs) [61] for conversational agent or chatbot-driven elicitation systems that
can support structured knowledge acquisition from domain experts.

In this study, however, we analyze where in the fault diagnosis pipeline experts contribute, rather than
how knowledge is elicited, as shown in Table 3. These categories are elaborated as follows:

— Ontology/ schema construction or validation. Domain experts play a key role in defining the structure
of knowledge by contributing to the construction of ontologies or schema and validating their accuracy
and relevance. Notably, ontology / schema construction, with 11 papers [8, 10, 16, 21, 22, 31, 48, 75,
77, 95, 99], represents the most frequently reported area of expert involvement.

— Rule construction or validation. This category refers to the creation and validation of rules derived
from domain-specific knowledge to support reasoning or knowledge extraction in fault diagnosis
systems. Domain experts contribute by defining or validating these rules, as reported in three pa-
pers [31, 64, 93].
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Table 3
Expert involvement in semantic-based fault diagnosis methodology development (Knowledge Acquisition)

Expert Involvement Category | References | Total Number
Constructing or validating the ontology / schema [8, 10, 16, 21, 22, 31, 48, 75, 77, 95, 99] 11
Constructing or validating rules [31, 64, 93]

Validating the proposed methodology [28, 56, 77]

— Methodology validation. This category involves domain experts validating the proposed fault di-
agnosis methodology to check its practical applicability in supporting service engineers in iden-
tifying failure causes and deriving solutions. This form of validation has been reported in three
papers [28, 56, 77].

Besides the above categories that explicitly reported domain expert involvement, five studies [14, 32,
47, 71, 100] followed ontology engineering methodologies without explicitly mentioning consultation with
domain experts. In addition, ten papers [15, 55, 72, 82, 84, 85, 91, 94, 98, 101] defined an ontology or
schema without providing details on the construction process, leaving expert involvement unclear. Four
other studies [20, 27, 50, 70] reused or are inspired by existing ontologies. Finally, several works [5, 35,
36, 73, 90, 96, 97] adopted fully automatic bottom-up or data-driven approaches for ontology or KG
construction, where the schema is derived from data.

Overall, this distribution indicates a mismatch between the reliance on expert domain knowledge and the
limited reporting on how such knowledge is acquired or integrated. Notably, the prevalence of knowledge
graph and ontology-based approaches in the reviewed literature partly explains the frequent emphasis on
domain knowledge; however, the processes for eliciting this knowledge remain largely underreported.

4.2. Information Extraction

Information extraction (IE) refers to deriving relevant information from documented knowledge and
data and transforming it into structured knowledge for fault diagnosis and maintenance decision-making.
Among the reviewed studies, 25 out of 47 papers proposed or used an IE method. As shown in Fig. 8, IE
techniques can be grouped into five main categories: data mining—based, rule-based, linguistic approaches,
Deep Learning (DL)-based approaches, and hybrid approaches. Since DL-based approaches constitute the
majority of the reviewed studies, a dedicated table summarize and compare these methods. The remaining
approaches are discussed in the following.

-
% = Data Mining-based Methods 73, 93]

Ce
% *o Heuristic Rule-based Methods [77]

14, 16, 17, 22, 32, 33, 35,
36, 40, 75, 76, 84, 86, 90,
96-99]

[ ]
% ‘: Combination of Methods } [47, 48, 77]

{ (A[7] Linguistic Approaches } 27, 82]

{ .. Deep Learning-based Approaches

[ Information Extraction Techniques ]

Fig. 8. Overview of information extraction approaches identified in the reviewed studies
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4.2.1. Data Mining—based Information Extraction

Data mining is the process of discovering useful patterns and insights from large amounts of data [13].
Among the reviewed studies, Xiao et al. [93] employed Association Rule Mining (ARM), a data mining
technique used to discover frequently co-occurring event patterns in maintenance data for fault diagnosis.
ARM evaluates associations using measures such as support and confidence. Support quantifies how fre-
quently an event combination occurs, while confidence estimates the likelihood of event B occurring given
event A [3]. The authors leveraged the Apriori algorithm [1], one of the most widely used algorithms for
ARM, to derive association rules from maintenance data. To align with the pairwise dependency repre-
sentation used in Bayesian Network (BN) [87], a probabilistic model encoding conditional dependencies
between variables for representation and reasoning, rule generation was restricted to 2-item sets. Although
the study applies an established data-mining technique rather than introducing a novel method, it demon-
strates how data mining approaches can support fault diagnosis by identifying frequent associations in
maintenance data. However, ARM-based approaches are primarily limited to identifying statistical co-
occurrence patterns and and cannot model contextual or semantic relationships in unstructured textual
data compared with other methods such as DL-based or linguistic-based methods.

Sun and Wang [73] employed Pearson Correlation Coefficients [25], a statistical measure of linear
dependence between two variables, to identify statistical relationships among heterogeneous industrial data
collected from different levels, including production, energy, material, and process data. These statistical
relationships were represented as weighted edges between entities in the knowledge graph. To integrate
information from multiple sources, the authors further applied entity alignment and inconsistency-checking
procedures to construct a unified graph. The resulting correlation-based relationships were then analyzed
using edge weights to identify strongly correlated interaction paths paths within the system. However,
correlation-based methods are limited to capturing statistical dependencies between variables and cannot
capture complex linguistic relationships present in unstructured textual data.

4.2.2. Rule-based Information Extraction

Rule-based information extraction relies on manually designed patterns, templates, and linguistic rules
to identify and extract information from semi-structured sources. These rules are often implemented using
regular expressions, keyword lists, dependency patterns, or hand-crafted templates. Because the extraction
logic is explicitly defined by domain experts, this approach offers high precision, interpretability, and fine-
grained control over the extracted results. For example, Tang et al. [77] noted that in equipment technical
documentation, a sentence containing keywords such as cause or lead to between two fault entities
often indicates a causal relation. In such cases, rule-based methods can effectively capture domain-specific
expressions and produce reliable extractions. However, their performance depends heavily on the quality
of the manually constructed rules. Designing and maintaining these rules requires substantial expert effort,
and the approach often lacks scalability and robustness when applied to large and heterogeneous datasets.

4.2.8. Linguistic Approaches

Linguistic approaches exploit the syntactic and grammatical properties of natural language to extract
entities and relationships from unstructured text. Unlike purely rule-based methods, these approaches
analyze the linguistic structure of sentences to identify semantic relations more systematically. A common
technique is dependency parsing [89], which represents grammatical relationships between words in the
form of a dependency tree. Wang et al. [82], for example, employed dependency parsing to identify relational
structures in technical text. In the sentence Expert A diagnosed the fault, the term diagnosed func-
tions as the head word, while Expert A and fault correspond to the subject and object, respectively. Such
grammatical dependencies can then be transformed into knowledge graph triples. This approach improves
extraction flexibility and reduce the need for manually crafted rules. However, its performance is highly
dependent on parsing accuracy. Complex sentence structures, ambiguous expressions, and domain-specific
language can lead to parsing errors and inconsistent relation extraction. In addition, different syntactic for-
mulations expressing the same semantic meaning may produce different dependency structures, reducing
extraction consistency across documents. Ebrahimpor et al. [27] combined parsing analysis with semantic
interpretation to extract structured knowledge from unstructured maintenance logs. Their approach begins
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with lexical and syntactic parsing, where key cue words are identified, normalized through techniques such
as stemming and abbreviation handling, and filtered using domain standards including ISO 14224 [38] and
OREDA [59] to reduce ambiguity and noise. The extracted information is subsequently organized into hi-
erarchical structures representing equipment-categories and equipment-failure relationships. The semantic
interpretation stage then determines the meaning of sentences and identifies relationships between their
elements, particularly cause-effect relations. In their maintenance logs, the same word or phrase can have
multiple meanings depending on context, so the method evaluates possible interpretations and selects the
contextually most appropriate meaning. It then connects symptoms, components, and failure mechanisms
into a logical chain. For example, in the maintenance record Valve failed to open due to diaphragm
wear, the method identifies failed to open as the failure mode, diaphragm as the affected component,
and wear as the underlying cause. These elements are then linked into a causal structure representing
fault propagation (wear - diaphragm damage - valve fails to open). This approach transforms raw
textual descriptions into structured knowledge suitable for KG construction. However, this method relies
on predefined causality logic, lexical matching and cue words. Consequently, its effectiveness depends on
the coverage and quality of these manually defined resources.

4.2.4. Deep Learning-based Approaches

Deep learning-based approaches employ neural network models to automatically learn extraction pat-
terns from data, rather than relying on handcrafted rules or manually designed linguistic features. These
methods have become increasingly popular for information extraction tasks due to their ability to capture
contextual and semantic representations from large-scale textual data. Since a substantial portion of the
literature adopts deep learning techniques for information extraction, the reviewed studies are categorized
into two groups. Table 4 summarizes approaches that perform extraction under a predefined schema, where
the objective is to identify entities and relations according to predefined categories. In contrast, Table 5
summarizes approaches that without a rigid ontology/ schema and aim to extract knowledge in a more
open and flexible manner. This categorization facilitates a systematic comparison of existing methods and
highlights differences in extraction strategies.

Among the reviewed studies, Bidirectional Encoder Representations from Transformers (BERT) [23],
A Lite BERT (ALBERT) [46], Bidirectional Long Short-Term Memory (BiLSTM) [65], and Conditional
Random Fields (CRF) [45] are the most frequently adopted architectures and models. Therefore, a brief
overview of them is provided below.

— BERT. It is an encoder-only transformer model that learns contextual word representations by jointly
considering the left and right context of each token. It is pre-trained on large-scale unlabeled text
using masked language modeling and next sentence prediction, and is widely used for downstream
natural language processing tasks.

— ALBERT. It is a lightweight variant of BERT designed to reduce memory consumption and com-
putational cost. It achieves this by parameter sharing and factorized embedding parameterization
while maintaining competitive performance on various language understanding tasks.

— BILSTM. It is a neural network architecture that processes sequential data in both forward and
backward directions. By combining information from the preceding and following context, it can
capture richer semantic dependencies in text.

— CRF. It is a probabilistic sequence labeling model that predicts the most likely label sequence for a
given input. In information extraction tasks, CRF is often used to refine token-level predictions and
improve entity boundary detection by modeling dependencies between adjacent labels.

The reviewed studies employ these architectures in different combinations depending on the extraction
task and data characteristics.

Table 4 provides a comparative overview of schema-based DL approaches, including the adopted mod-
els for the extraction, a short description of the proposed methodology, and the pros and cons. Several
observations can be derived from this comparison.

Most methods combine pretrained encoders or sequence models with task-specific decoders or auxil-
iary modules such as CRF, attention, Convolutional Neural Network (CNN) [49], or Graph Convolutional
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Network (GCN) [42] to compensate for the weaknesses of a single architecture. This indicates that per-
formance gains are driven less by one dominant model and more by carefully engineered combinations of

modules.

A second observation is that joint extraction is preferred when the task requires tighter coupling be-
tween entities and relations, because separate pipelines are vulnerable to cascading errors. However, joint
modeling is not a free improvement; several papers still report trade-offs in precision, training cost, or

complexity.

Overall, the results indicate that current progress in this area is driven mainly by architecture engineering
and domain adaptation.

Table 4: Deep learning-based methods for information extraction under a predefined schema

Information Extraction
Method

Short Description

Pros (+)/Cons (-)

Reference

Entity Extraction:
BERT-BiLSTM-CRF
Relation Extraction:
CNN

First, entity recognition is performed by converting the text
into word embeddings using a pre trained-BERT model,
which are then passed into a BiLSTM model to capture con-
textual information from both past and future tokens. The
sequence is then decoded using a CRF layer with Beginning,
Inside, Outside (BIO) tagging to identify fault-related enti-
ties. For relationship extraction, a Convolutional Neural Net-
work (CNN)-based classifier is used to detect relationships
between entity pairs by learning sentence-level features and
classifying whether a valid relation exists.

Leverages BERT-based contextual mod-
eling combined with BiLSTM and CRF
decoding, enabling robust representa-
tion of domain-specific terminology while
improving entity boundary consistency
through constrained sequence labeling.
CNN treats relation extraction as classi-
fication per sentence that may miss long-
distance dependencies or cross-sentence
relations.

Entity recognition and relation extraction
are handled as two separate steps, which
can propagate errors from entity extrac-
tion module to the relation extraction.
Lack of comparison with other methods.

[75]

Entity Extraction:
BiLSTM-CRF
Relation Extraction:
BERT model

Joint Entity and Relation
Extraction:

Joint Extraction
Model Based on
BERT

Entities are identified using a BiLSTM-CRF model, where
BiLSTM captures bidirectional contextual dependencies in
text and CRF ensures consistent sequence labeling. For rela-
tion extraction, the model leverages BERT. In addition, the
paper introduces a joint BERT-based model that performs
entity recognition and relation extraction simultaneously by
using a CRF layer after the BERT-based vectorization of
text. Then Soft label embeddings encode entity type infor-
mation from logits, helping maintain consistency in predic-
tions. A multi-sigmoid layer is used to handle cases where an
entity belongs to multiple relations. Relation extraction task
is transformed into multi-head selection problem to handle
cases where a token participates in multiple relations.

The BERT joint extraction model
achieves better F-measure compared to
the BERT-BIiLSTM-CRF.

The model supports multi-label relation
extraction, where one entity can partici-
pate in multiple relationships simultane-
ously.

While recall improves in the Joint model,
precision is relatively low.

(33]

Entity Extraction:
BERT-BiLSTM-CRF

First, BERT is used to generate deep contextual word repre-
sentations by encoding the entire sentence in a bidirectional
manner. These embeddings are then fed into a BiLSTM net-
work. Finally, a CRF layer is applied for sequence labeling
and decoding, ensuring globally optimal entity predictions
by considering dependencies between output labels.

BERT-BiLSTM-CRF achieves better F-
measure compared to other models like
HMM, BiLSTM, and BiLSTM-CRF.
Model only handles entity recognition.
It relies on manual annotation and
expert-defined labeling guidelines, mak-
ing corpus construction time-consuming
and labor-intensive.

(99]
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Table 4 (continued)

15

Information Extraction
Method

Short Description

Pros (+)/Cons (-)

Reference

Entity Extraction:
MF-GCN

Relation Extraction:
MF-GCN

The Multi-Feature Graph Convolutional Network (MF-GCN)
consists of three layers: a feature fusion layer, a stacked BiL-
STM layer, and a BiGCN entity relation inference layer. In
the feature fusion layer, the input text is converted into char-
acter embeddings using Word2Vec, and three types of fea-
tures are extracted: context features using a BiLSTM over
the embeddings, context salient features using a CNN over
the embeddings, and local context features by combining
character embeddings with radical-level embeddings and ap-
plying CNN. These three feature vectors are then fused.
Next, in the stacked BiLSTM layer, the fused features are
passed through a two-layer BILSTM to capture long-range
dependencies, and a CRF layer produces an initial entity
recognition result. Finally, in the BiGCN relation inference
layer, a graph is constructed based on entity relations, and a
BiGCN layer updates node representations using adjacency
matrices to model relationships between entities; this step
refines entity boundaries and incorporates relation informa-
tion, and the output is again passed through a CRF to gen-
erate the final entity predictions.

Utilizing Bi-GCN module in MF-GCN
enables global relational reasoning.
MF-GCN achieves better F-measure in
entity recognition, compared to mod-
els like Lattice LSTM, WC-LSTM, and
BERT-CRF.

The use of character-level and radical-
level embeddings, along with contextual
features, helps handle technical terms
and sparse entities.

The two-stage CRF prediction improves
entity boundary detection

The model relies on radical-level fea-
tures, which are specific to languages like
Chinese and may not generalize easily to
other languages.

The model’s performance depends on
the availability of entity-relation infor-
mation, as removing the BiGCN layer
results in a drop in Fl-measure from
93.58% to 90.30%.

(16]

Entity Extraction:
LR-CNN

Relation Extraction:
BiGRU-Attention
model

First, fault-related texts are preprocessed using word seg-
mentation, lexical annotation, and feature selection with
domain-specific dictionaries, and words are converted into
embeddings using Word2Vec. Named entity recognition is
performed using a Lezicon Rethinking (LR-CNN) model en-
hanced with a lexicon mechanism to resolve word conflicts.
The model further integrates entity embeddings, contex-
tual information, and graph-based representations through
a multi-channel CNN architecture to capture both local and
contextual semantic features. For relation extraction, the Bi-
GRU captures contextual information in both forward and
backward directions, while the attention mechanism learns
to assign higher weights to the most important words in a
sentence that contribute to determining the relationship.

The BiGRU-Attention model emphasizes
informative relational terms by assign-
ing higher attention weights to impor-
tant words during relation classification.
The paper does not explicitly evaluate
the performance of entity recognition or
relation extraction as standalone tasks.

(32]

Entity Extraction:
Pre-existing NER
tool

Relation Extraction:
PCNN-ATTRA-RL

It proposes a Piecewise Convolutional Neural Network with Re-
inforcement Learning (PCNN-ATTRA-RL) framework for re-
lation extraction in noisy, distantly supervised datasets. It
first uses a PCNN model with word and position embed-
dings to extract sentence-level features (ATTRA), and ap-
plies sentence-level attention to assign higher weights to more
relevant sentences for each relation type. As distant super-
vision automatically labels sentences based on known entity
relations defined in the ontology, it often introduces noise
because not all sentences mentioning the entities actually
express the intended relation. To reduce noise in the data, a
RL strategy is introduced, where an agent learns to remove
irrelevant or falsely labeled sentences based on improvements
in F1 score. A CNN-based policy network is used to decide
whether to keep or discard sentences.

The combination of sentence-level atten-
tion and RL helped mitigate the impact
of noisy sentences.

PCNN-ATTRA-RL outperforms sev-
eral baseline DSRE methods including
PCNN, PCNN-RL, and PCNN-ATTRA.
It operates at sentence/bag level, so it
cannot capture long-range dependencies.

Joint Entity and Relation
Extraction:
ALBERT-BiLSTM-
CRF

Table Detection:
Modified Mask R-
CNN

For textual information, it applies ALBERT-BiLSTM-CRF
that first generates contextual word embeddings using AL-
BERT, then captures sequence dependencies with a BiLSTM,
and an attention layer assigns higher importance to rele-
vant words in a sentence. Finally, it uses a CRF layer to
jointly perform named entity recognition and relation ex-
traction. For tabular information, the method first detects
tables in documents using a modified Mask R-CNN model,
then applies OCR to extract the table content. After that,
ALBERT-BIiLSTM-CRF is used to identify entities within
the extracted text.

ALBERT-BIiLSTM-CRF performs better
than BiLSTM and BiLSTM-CRF in en-
tity recognition in terms of accuracy.
Table detection based on modified Mask
R-CNN achieves better F-measure com-
pared to Faster R-CNN and standard
Mask R-CNN.

Hyperparameters were selected empiri-
cally and may not be universally optimal.
The approach is tailored for regular ta-
bles with clear cause-and-effect relation-
ships and may struggle with irregular
layouts.
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Table 4 (continued)

Information Extraction Short Description Pros (+)/Cons (-) Reference
Method
Self-attention-based stacked BiLSTM with Label weight embed-
ding and Graph Convolution Network (SBALGN) is proposed
for event argument entity and relation joint extraction. First,
the input text is converted into character-level embeddings It outperformed baselines including
using a Word2Vec model. These embeddings are then fed into Baseline-stacked-BiLSTM and Baseline-
a stacked multi-layer BiILSTM. Next, a self-attention mecha- stacked-BiLSTM+self-attention.
nism is applied to model dependencies between all character By operating at the character level, it
pairs, generating character dependency representations. Us- avoids the need for error-prone word seg-
. . . ing these representations, the model performs the first-stage mentation in Chinese text.
Joint Entity and Relation ioint extraction: a CREF 1 dict tity label hile si C 4 t . 1 foint tracti
Extraction: joint extraction: a ayer predicts entity labels, while si- ompare o simpler joint extraction [22]
S}];ALGI\} del multaneously the dependency features, combined with label- models, SBALGN requires more training
mode weight embeddings, are used to compute relation probabil- time.
ities between character pairs. After this initial extraction, SBALGN achieves slightly lower over-
a BiGCN layer constructs a graph based on the predicted all joint extraction performance (—0.23%
relations, propagates relational information between nodes F1) compared to the BERT pre-trained
(characters), and updates the contextual features accord- model of Huang et al. [37], although it
ingly. Finally, with these refined features, the model performs improves relation extraction accuracy.
a second-stage joint extraction of entities and relations, im-
proving both entity boundary detection and relation classi-
fication accuracy.
The proposed method achieves a 1.5%
It uses event extraction to identify fault events, including improvement over CasEE on the Airbus
. dataset and 7.9% for ARJ21 dataset.
triggers, event types, and faulty components (arguments). . .
N Entity alignment reduces redundancy
The framework uses a shared BERT encoder with three se- o . .
. . . . caused by abbreviations, spelling varia-
quential decoders for trigger extraction, type detection, and . . . A
. . . . . tions, and inconsistent maintenance ter-
Joint Event Extraction: argument extraction. Self-attention is used to capture con- inol
BERT+ Cascade Bi- textual dependencies, while Conditional Layer Normalization MINO0LY: . .
: . . . . . Entity alignment relies mainly on text se- [86]
nary Tagging + En- (CLN) integrates trigger and type information into down- ? S . N
) A . . . . mantic similarity and clustering, which
tity Alignment stream subtasks. After extraction, entity alignment is per- A . )
N . . P the authors themselves state is still lim-
formed using the Dedupe library and semantic similarity . .
. . N . . ited and needs improvement.
matching to merge inconsistent entity names before storing . . . s
triples. Multiple sequential decoding stages in-
crease model complexity and error propa-
gation risk between trigger, type, and ar-
gument extraction.
Table 5: Deep learning-based methods for information extraction with non-rigid schema
Information Extraction Short Description Pros (+)/Cons (-) Reference
Method
The Relation Oriented Model with Global Context informa-
tion for Jointly Extracting overlapping relations and entities ROMGCJE exhibited faster convergence
(ROMGCJE) is proposed to deal with the overlapping re- during training compared to HRL, RSAN,
lation problem. First, the input text is transformed into and WDec.
word embeddings through the Primary Task-Shared Represen- ROMGCJE can jointly extract overlap-
tations Layer (PTSRL). Next, these embeddings are encoded ping entities and relations from unstruc-
by the Contextual Word Representations Layer (CWRL) to tured texts.
Joint Entit d Relati capture contextual semantic information. Then, a Relation- Relation-aware attention improves entity
omt untity an ClIoN | Rased Attention with Gating Mechanism (RBAGM) is applied recognition.
Extraction: [36]

ROMGCJE model

to enhance entity recognition by incorporating detected re-
lation information into the contextual representations. In
the decoder part, the relations are extracted by a Multi-
ple Relation Classifier (MRC), and the entities are recog-
nized by an improved LSTM. In addition, the Attention for
Joint Eztraction (AJE) module is designed to match entity
pairs with their corresponding relations. Finally, the Mini-
mum Risk Training (MRT) mechanism is introduced to jointly
train the model to extract triples from text.

It requires many sensitive hyperparame-
ters, making tuning difficult and perfor-
mance unstable if not carefully optimized.
The multiple attention layers, gating
mechanisms, and global embeddings make
the model difficult to interpret, as it is un-
clear why a relation is extracted or which
component contributes most.
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Table 5 (continued)

17

Information Extraction
Method

Short Description

Pros (+)/Cons (-)

Reference

Fault Event Identification:
BERT

Trigger Word Extraction:
BERT-BiLSTM-CRF
Argument Extraction:
CLN

The fault event extraction is formulated as a three-step
pipeline. First, it identifies whether a sentence describes a
fault event using a BERT-based binary classification model.
If a fault event is detected, trigger words are extracted by
treating the task as a named entity recognition problem, us-
ing a BERT-BIiLSTM-CRF model to capture contextual de-
pendencies and ensure consistent labeling. Finally, argument
extraction is performed by incorporating trigger information
into the sentence representation through Conditional Layer
Normalization (CLN), enabling the model to extract relevant
event arguments (e.g., time, location).

It achieves strong performance with high
Fl-measure (0.95 for fault detection, 0.93
for trigger extraction, and up to 0.91 for
argument extraction).

‘While the argument extraction remains
relatively simplified, it may struggle with
overlapping arguments and long-distance
dependencies between multiple events.
Lack of comparison with other methods.

(76]

Text Classification:
Fine-tuned BERT

For structured data source (troubleshooting manuals), each
task number corresponds to a specific fault type and its as-
sociated causes, which are directly extracted. For unstruc-
tured maintenance records, where formatting is inconsistent,
the method applies a BERT-based binary text matching
model: event descriptions are paired and labeled according
to whether they belong to the same fault type. This allows
new maintenance texts to be mapped to existing fault cate-
gories, indirectly associating them with their known causes.
Before modeling, data is cleaned and invalid records are re-
moved, and the final BERT model is fine-tuned on labeled
fault pairs to perform fault-type classification.

BERT model has a better precision score
compared to MATCHPayramid and MVL-
STM.

Pairwise text matching can become com-
putationally expensive when comparing
large numbers of maintenance records

(96]

Joint Entity and Relation
Extraction:
JERE

Joint Entity and Relation Extraction (JERE) model is pro-
posed to automatically extract knowledge in the form of
triples from text. First, a BERT encoder generates contex-
tual token embeddings, which are then passed through a BiL-
STM layer to capture bidirectional contextual dependencies.
A CRF layer is applied on top for accurate named entity
recognition using a sequence labeling scheme Beginning, In-
side, Last, Outside, or Unit (BILOU). To enable interaction
between entity recognition and relation extraction, the pre-
dicted entity labels are transformed into soft label embed-
dings. Finally, a multi-head mechanism is used to classify
relationships between entity pairs, producing scores for can-
didate triples.

JERE achieves the highest scores across
P, R, F1 for triple extraction compared to
MultiR, HRL, CoType, and LSTM-CRF
methods.

The joint extraction architecture reduces
error propagation between entity recogni-
tion and relation extraction by optimiz-
ing both tasks simultaneously through a
shared objective function.

The multi-head relation extraction mech-
anism allows the model to identify mul-
tiple relations associated with the same
entity

Requires large labeled dataset with high-
quality entity/relation annotations.
Relation extraction is performed mainly
at the sentence/token level, making the
approach less suitable for cross-sentence
relation extraction.

Entity Extraction:
BERT-Decoder-CRF

First, a pr-trained-BERT model encodes the input sequence
into deep bidirectional contextual representations. These
representations are then fed into a Transformer-based De-
coder, where masked multi-head attention is applied to
model interactions between tokens and their corresponding
label sequences, allowing the model to better align textual
features with entity tags during training and prediction. Af-
terward, the Decoder output passes through Feed Forward
layers together with residual Add&Norm operations to pro-
duce refined sentence feature vectors. Finally, these vectors
are input into a CRF layer, which models dependencies be-
tween adjacent labels and predicts the optimal global label
sequence for entity recognition.

It improves entity recognition compared
to models like IDCNN-CRF and BiLSTM-
CRF.

It shows good generalization by perform-
ing well on both industrial and public
datasets.

Fl-measure of the Faulty Time entity is
relatively low due to difficulty handling
heterogeneous patterns.

(84]

Entity Extraction:
BERT-BiLSTM-CRF

First, a pre trained-BERT model encodes the input text into
contextualized token representations. These representations
are then passed to a BiLSTM layer, which further models se-
quential dependencies by incorporating both past and future
context in the sequence. Finally, a CRF layer performs joint
decoding to assign the most probable BIO labels to each to-
ken while considering dependencies between adjacent labels.

Superior performance in extracting 5
kinds of entities compared to Lattice
LSTM, BERT NER, BiLSTM-CRF, ZEN,
and ERNIE models.

Inability to handle overlapping entities
which forced authors to split the dataset
into separate files (e.g., equipment enti-
ties vs. other sequences)

Performance varies with sequence length,
the results show that the model performs
better on shorter sequences.

(17]
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Table 5 (continued)

Information Extraction Short Description Pros (+)/Cons (-) Reference
Method
Cascaded Adversarial Relation Extraction (CASREL) frame-
work is used to perform joint entity and relation extraction
in a cascade structure. The model first uses a pre-trained en- BERT-wwm-ext shows a better F1-
coder, specifically BERT-wwm-ext, to convert the input text measure compared to BERT and AL-
into contextualized representations. On top of this, a Head BERT.
Joint Entity and Relation Entity Tagger identifies subject entities by predicting their CASREL+BERT-wwm-
Extraction: start and end positions using a binary classification scheme. ext+Att+Decoder shows a  better
CASREL+BERT- Then, conditioned on the detected subject representation, Fl-measure compared to based models [40]
Wwm- a Tail Entity Tagger extracts object entities and their cor- Hk‘? CASREL+BERT'WWYU'9XE~ .
ext-+Att+Decoder responding relations, effectively modeling triples. To better It is effective at handling overlapping re-
capture local contextual dependencies, a scaled dot-product lation extraction.
self-attention module is introduced, and the decoder com- Requires careful hyperparameter tuning
ponent is enhanced by replacing a single linear layer with a (e.g., attention heads, hidden dimensions
multi-layer perceptron to improve nonlinear feature model- significantly affect performance).
ing. It addresses overlapping relations through its cascaded,
subject-to-object prediction strategy.
First, entity extraction happens at the visual level using an
%m;?roved Faster R-CNN model. This mgdel detects objects The improved Faster R-CNN model
in images (eiAgA, transformersy‘ radiators, insulators) and qut— achieves a higher mean Average Precision
pUtE :ti)otumtln;g l];(?xets a&!ﬁng vg]ltth fteajurs‘vetcto;fs r:Prelsentmg compared to Fast R-CNN, Faster R-CNN,
. L . each detected object. ese detected objects effectively serve
Object Detection in Image: as the entities. The feature vectors obtained from visual de- YOLOVS, YOLOVS, and BEGRnet. [90]

Faster R-CNN

tection are compared with pre-defined entity, attribute, and
relation stored in the KG, using cosine similarity, to align a
detected object with corresponding nodes and attributes in
the graph.This is used for reasoning and will be explained in
the Reasoning section.

Detection of key objects (like transform-
ers in fault scenes) can be unreliable. This
is attributed to insufficient training data
and low-quality or unclear targets.

Table 5 presents a comparative overview of deep learning-based information extraction approaches that

operate without relying on a strictly predefined schema, however, most are only partially schema-free in
practice. Unlike schema-based methods that rely on a rigid predefined ontology, these approaches still
depend on task-specific output spaces, predefined entity categories, or relation labels. This table includes
the adopted models for the extraction, a short description of the proposed methodology, and the pros and
cons. Several observations can be derived from this comparison.

The main methodological trend is toward joint and interaction-aware extraction, where entities and
relations are no longer treated as independent tasks but coupled through cascading decoding, attention,
graph refinement, or label-aware mechanisms. While pre-trained language models such as BERT serve as
a foundational encoding layer across most approaches, the main innovation lies in architectural strategies
such as cascading extraction, graph-based refinement, and label-aware interactions. However, despite these
advances, many methods still rely on multi-stage pipelines and task-specific heuristics, indicating that fully
unified and generalizable information extraction for complex technical domains remains an open challenge.
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Table 6
Information extraction using hybrid methods
Information Extraction Short Description Pros(+)/Cons(-) Reference

Method

Table Segment Detection:
Mask R-CNN

Entity Extraction:
ALBERT-BiLSTM-
CRF

Relation Extraction:
Dependency Parsing

The method treats PDF tables as images and applies a Mask
R-CNN-based model to detect and segment table cells. These
detected cells are then passed through Optical Character Recog-
nition (OCR) to extract raw text. Next, ALBERT-BiLSTM-
CRF is used to extract entities, converting entity extraction
into a sequence labeling task. For relation extraction, the
method goes beyond simple pairwise relations by modeling
multi-nary relationships in two ways. First, it uses the table
structure (rows and columns) to infer schema-level relations
like Symptom—Cause—Action. Second, it applies dependency
parsing with rule-based conditions inside table cells to detect
coordinated phrases and build hyperedges, linking multiple re-
lated entities (e.g., one symptom connected to several causes)
at once.

+ Combines visual table structure, OCR, se-

quence labeling, and dependency parsing,
enabling extraction of both standard en-
tity relations and more complex multi-
nary relations.

Exploits row/column structure to infer im-
plicit semantic relations that are difficult
to capture using sentence-based extraction
alone.

Assumes well-structured tables with con-
sistent templates, performance drops if ta-
bles are messy or layouts vary.

[48]

Entity Extraction:
SP-LEAR

Relation Extraction:
Rule-based and Deep
learning based

The Start Position and Label-knowledge Enhanced Representa-
tion (SP-LEAR) is proposed for entity recognition which treats
entity extraction as a span prediction problem, instead of BIO
tagging. It starts with BERT embeddings, then enhances them
by injecting label knowledge (entity type descriptions) using an
attention mechanism. A key improvement is that it explicitly
models the dependency between start and end positions: the
predicted start position is fed back into the representation to
help predict the end position more accurately. For relation ex-
traction, Rule-based extraction is used for structured or semi-
structured data (e.g., detecting causal relations via keywords
like cause) and Deep learning classification for unstructured
text, where relation extraction is framed as a binary classifica-
tion problem: given two entities, predict whether a specific re-
lation exists. The model builds features at two levels: Sentence-
level features (via BERT-CNN-pooling) and Paragraph-level
context features (via CNN-pooling). These are concatenated
and fed into a classifier to determine the relationship. BERT
converts each sentence into contextual embeddings, CNN (con-
volution layer) then scans these embeddings to detect impor-
tant local patterns (e.g., phrases like caused by, leads to), and
Pooling compresses this into a fixed-size vector.

Entity recognition using SP-LEAR outper-
forms other models like BERT+Softmax,
BERT+CRF, LEAR, and BERT+Span in
terms of Fl-measure.

SP-LEAR improves Fl-measure only
slightly compared to LEAR (0.814 —
0.820).

The model performs worse on entity types
with longer or less clearly defined spans,
such as Fault and Test entities, suggesting
difficulty in handling entities with vague
semantic boundaries.

[77]

Entity Extraction:
Rule-based and Deep
learning based (Trans-
former encoder-CRF)
Relation Extraction:
BiLSTM + self-
attention model

For entity extraction, a rule-based approach (regular expres-
sions and POS tagging) is used specifically for the Power entity
class. It detects noun phrases and applies pattern rules to iden-
tify entities with high precision. For all other entity types, a
sequence labeling model called Transformer encoder + CRF is
used to build rich token embeddings by combining multiple fea-
tures including word embeddings (Word2Vec), part-of-speech
tags, domain-specific phrase indicators, and frequency infor-
mation. These are passed through the Transformer to capture
context, and the CRF layer ensures coherent label sequences.
For relation extraction, a BiLSTM and self-attention model
is used. Each candidate entity pair in a sentence is evaluated
by encoding the sentence with embeddings that include word
features, POS tags, and relative position features (distance to
head and tail entities). Feeding these into a BiLSTM to cap-
ture sequential context, followed by self-attention to focus on
the most relevant parts of the sentence. A Softmax classifier
predicts the relation. To handle class imbalance (many entity
pairs have no relation), the paper introduces a two-stage clas-
sification strategy. First, the binary classifier decides whether
any relation exists between two entities. Then, the same model
architecture determines the specific relation type.

The DL-based entity extraction achieved
an Fl-measure of 0.82, while the rule-
based method for Power entities scored
1.00. Combining both methods resulted in
Fl-measure 0.83.

The two-stage relation extraction ap-
proach showed improvement over the one-
stage.

The lower performance of the Function en-
tity suggests a need for more training data
or advanced models.

[47]

Table 6 provides an overview of the articles that applied a combination of methodologies to extract
entities and relationships. In these studies, relation extraction is often handled with additional modeling
layers or multi-stage decision strategies, suggesting that it is treated as harder than entity recognition.
Even when entity recognition is handled with relatively standard architectures (e.g., CRF-based sequence
labeling or span-based models), relation extraction typically requires additional layers of reasoning, such
as multi-level feature aggregation, self-attention, or explicit two-stage classification strategies. This reflects
a broader insight: identifying what exists in text is generally easier than determining how things are
connected, especially when relations span multiple sentences or depend on broader context.

At the same time, the table also shows that these methods are rarely fully unified; they still rely on hand-
crafted rules, task-specific decomposition, or structural assumptions about the source data.(e.g., separating
Power entities, using sentence vs paragraph features, or splitting relation detection into existence and
type classification). This indicates that fully unified extraction remains challenging in real-world technical
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domains, where data is noisy, semi-structured, and highly domain-specific. As a result, current state-of-the-
art systems tend to achieve performance gains not through single-model complexity but through carefully
engineered hybrid architectures that balance interpretability, structure, and deep contextual learning.

4.3. Knowledge Representation

Knowledge Representation (KR) refers to the formal structuring of data and knowledge into machine-
processable forms that can support fault diagnosis. In this review, we focus on scalable semantic KR models
used for fault diagnosis. The included studies employ a range of KR approaches, including ontologies,
knowledge graphs, Bayesian networks, hypergraphs, and xSGD. In addition, Table 7 summarizes the input
sources used in these studies, thereby providing insight into the types of information and datasets used to
construct and populate these KR methods in fault diagnosis research.

Before delving into the KR methods, we first discuss the input sources presented in Table 7. In the
reviewed studies, the input datasets consist mainly of textual documents of various types, each contributing
differently in terms of frequency of use. Among these sources, maintenance records stand out as the most
frequently utilized, appearing in 33 studies. Their widespread use can be attributed to the rich historical
information they provide regarding failures, maintenance actions, and corrective procedures. Sensor data
and technical manuals are the second most frequently employed sources, each appearing in 11 studies.
Sensor data provide information on operational conditions and system parameters, while technical manuals
provide descriptions and instructions on finding the cause of the failure and solving it. It should be noted
that, although sensor data are extensively employed in the broader fault diagnosis literature, studies relying
exclusively on sensor data without incorporating other human-generated knowledge sources were excluded
from this review.

Failure Mode and Effects Analysis (FMEA) appeared in seven studies, highlighting its importance as a
source of knowledge about failure mechanisms and their consequences. Online sources, including web-
sites, books, and scientific articles, appear in six studies. Furthermore, nine studies did not explicitly
specify their input sources, referring only generally to domain knowledge or textual data. Bill of Materials
(BoM), which contains information about the physical structure of the system, has been used in three
studies, indicating comparatively limited exploitation to detailed system structural information within
semantic-based fault diagnosis approaches.

In addition to the frequently used sources, several input types appear only once in the reviewed litera-
ture and are therefore grouped under the category Others. Examples include design knowledge, network
knowledge, and development and production databases, etc.

This comprehensive overview of input sources allows for a clearer understanding of the data and knowl-
edge landscape in fault diagnosis, helping to identify commonly used and underexplored sources.

The following sub sections provide a detailed discussion of the identified KR methods, together with an
analysis of their respective strengths and limitations.

4.3.1. Ontologies

An ontology is a formal and explicit representation of knowledge within a specific domain [34]. It
defines the main entities, relationships, attributes, and constraints in that domain. Ontologies are typically
represented using the Web Ontology Language (OWL) [102], a standard semantic web language for ontology
modeling. In practice, ontologies are used to organize and structure heterogeneous knowledge, integrate
information from multiple sources, and support semantic querying, reasoning, and inference. Ontologies
have been widely used in the domain of fault diagnosis with entities such as components, functions, faults,
symptoms, causes, maintenance actions, and their interdependencies. Their widespread use can primarily
be attributed to three factors: the ability to integrate heterogeneous data and knowledge sources [10, 14,
16, 22, 32|, the provision of structured semantic representations of domain [27, 28, 31], and support for
reasoning and inference [15].

We categorized the studies that employed ontologies (28 out of 49 papers) according to their primary
objectives. Table 8 summarizes these categories and provides a brief description of each objective, together
with the advantages, limitations, and corresponding references of the ontology-based approaches.
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As can be seen, eleven papers [15, 27, 28, 31, 55, 70, 72, 75, 85, 100, 101] employed ontologies as the
primary semantic structure for organizing domain knowledge and data.

Table 7

Input data source for each research paper

Not mentioned
References Maintenance records FMEA  Sensor data  Technical Manuals  Bill of Material ~ Online data precisely (domain Others
knowledge/ text/ etc.)
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[15]
[21]
[70]
[72]
[93]
[56]
84]
[17]
[75]
82]
[36]
[33]
28]
[99]
5]
[64]
[48]
[77]
[32]
[76]
[50]
86]
[95]
[90]
[96]
35]
[16]
[73]
[27]
[14]
[100]
[31]
[94]
[10]
[40]
8]
85]
55]
[20]
[91]
[97]

[67]

[98]
[101]
[22]
[47]

Total number

v
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32

v

v

11

10

v

Quality control data

Organization information

System structure behavior

Design knowledge

textTE process data

Network knowledge

Relational database

Development and production database,
experimental tests,

in-orbit operation database,

design reliability data,

production process data,

in-orbit management data

fault investigation sheets

In all of these studies, the upper-level ontology (including the main classes, subclasses, relationships, and
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attributes) was manually designed with the involvement of domain experts. Once the ontology structure
was established, the relevant data were automatically extracted, organized, and mapped according to
the predefined ontology schema. Although these studies employed ontology as the primary knowledge
representation framework, the diagnostic mechanisms built upon the ontology differed considerably.
several studies used SPARQL query language [81] to retrieve and reason ontology-based knowledge,
whereas others combined ontology with probabilistic or analytical techniques, such as Bayesian theory and
fault tree analysis [62], to infer fault causes and assess system behavior under uncertainty. The ontology
provides a structured and machine-interpretable representation of the system and its faults.The specific
diagnostic techniques integrated with ontology-based representations are discussed further in Section 4.4.

Fourteen studies [10, 14, 16, 22, 32, 33, 47, 50, 67, 77, 82, 90, 91, 94] employed ontology primarily as
a semantic schema for knowledge graph construction. In these approaches, the ontology defines the core
domain concepts, entity types, and relationships used to structure the KG and integrate heterogeneous
fault-related information. Unlike ontology-centered approaches that emphasize semantic reasoning, the
ontology in these studies mainly functions as a lightweight semantic backbone that supports downstream
tasks such as entity organization, data integration, and information retrieval within the KG representation.

A smaller group of studies explored ontology in supporting roles beyond direct knowledge representation
or knowledge graph construction. These applications include the use of ontology as a semantic schema for
Case-Based Reasoning (CBR) [20, 21, 95], as a corpus annotation framework for supervised learning [99]
and as a semantic layer for querying heterogeneous relational databases [8]. In CBR-based fault diagnosis,
ontology is used as a semantic schema that aligns the case base with the underlying domain knowledge.
By providing a shared vocabulary for describing faults, symptoms, causes, and remedies, ontology enables
more structured case representation and supports semantic similarity assessment during retrieval, rather
than relying only on keyword matching. Zhou et al. [99] employed ontology as a semantic annotation
framework for supervised learning in fault diagnosis. The ontology defined a hierarchical taxonomy of
fault-related entities and was then used to standardize corpus annotation and label industrial fault records.
The ontology therefore provided a consistent semantic structure for organizing fault terminology and
generating annotated training data for deep learning models such as BERT-BiLSTM-CRF. Beden at al [8]
used ontology as a semantic abstraction and integration layer over heterogeneous industrial databases.
Through mappings implemented in the Ontop framework [11], a virtual ontology-based data access system,
relational database tables are linked to ontology classes and properties, allowing relational data to be
virtually transformed into triples without physically integrating the databases. This enables users to query
heterogeneous industrial data semantically using SPARQL rather than directly interacting with SQL
schemas and joins.

These studies demonstrate the flexibility of ontology-based representations in supporting semantic or-
ganization, retrieval, and interoperability across different fault diagnosis tasks.

Overall, the reviewed studies demonstrate that ontology plays a central role as a semantic integration
and interoperability layer in fault diagnosis of CPSs. Rather than functioning solely as a standalone
knowledge representation model, ontology is frequently used to support heterogeneous data integration,
semantic consistency, structured querying, and interoperability across different diagnostic frameworks and
data sources. This semantic structuring is particularly important in CPS environments, where fault-related
information originates from multiple heterogeneous systems and formats.

However, the analysis also reveals several persistent limitations. Most ontology construction processes
rely on expert involvement and manual engineering, making them time-consuming, even though it remains
closely aligned with the specific domain. As CPSs become increasingly complex and dynamic, maintaining
large ontologies and ensuring semantic consistency becomes a significant challenge. In addition, highly
structured ontological models may reduce flexibility when dealing with evolving systems, incomplete data,
or unforeseen fault scenarios.
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Table 8: Ontology representation for fault diagnosis of CPSs and the pros and cons

The Purpose of Using

Ontology Representation

Short Description

Pros(+)/Cons(-)

References

Ontology as the
primary knowledge
representation

In twelve papers ontology served as the
main framework for organizing and formal-
izing heterogeneous fault diagnosis knowl-
edge. These ontologies were typically devel-
oped by defining classes, subclasses, individ-
uals (instances), attributes, and relations, all
encoded using the OWL and developed with
the involvement of domain experts. Several
studies also incorporated Semantic Semantic
Web Rule Language (SWRL)-based reason-
ing, where the SWRL is used to support rule-
based inference over ontology knowledge. In
addition, some studies reused or extended es-
tablished ontologies and standards, such as
ISO 14224, ISO 15926, and the SOSA/SSN
ontology.

This structured approach ensures
that diverse and complex knowl-
edge is represented in a uni-
fied, extensible, and machine-
interpretable way.

Facilitates integration of data
and knowledge from multiple
sources.

Supports semantic reasoning and
inference of implicit knowledge.
Requires domain expertise and
careful structuring to ensure con-
sistency and completeness.

It can become difficult to main-
tain and extend as the ontology
grows, leading to scalability is-
sues.

(15, 27, 28,
31, 55, 70,
72, 75, 85,
100, 101]

Ontology-guided
knowledge graph
construction

Fourteen studies employed ontology primar-
ily as a semantic schema for structuring
knowledge graphs or enabling semantic infer-
ence over knowledge graph representations.
In these approaches, the ontology defines
the domain concepts, entity types, relation-
ships, constraints, and attributes relevant
to fault diagnosis. The ontology guides en-
tity extraction, relation extraction, data in-
tegration, and KG construction from het-
erogeneous data sources. Some studies ad-
ditionally used ontology-driven reasoning to
discover hidden relationships and implicit
knowledge.

Supports reasoning over the KG
and enhances downstream query-
ing.

Provides a formal schema that
improves the consistency of entity
and relation extraction.

Enables semantic integration of
heterogeneous data sources into a
structured KG.

Designing the domain-specific on-
tology is time-consuming and
resource-intensive.

Highly structured ontologies may
reduce flexibility and make it
harder to represent novel or un-
expected entities and relations.

(10, 14, 16,
22, 32, 33,
47, 50, 67,
77, 82, 90,
91, 94]

Other ontology
applications

Several studies used ontology for purposes
other than direct fault knowledge represen-
tation or KG construction. For example, Be-
den et al. [8] built an Ontology and reused
Time ontology to model domain knowledge
as a semantic layer over distributed rela-
tional tables, enabling unified access and
querying without physical data integration.
Dendani et al. [20, 21] formalized domain
knowledge using ontology to organize cases
in the CBR, thereby enabling semantic simi-
larity matching between fault cases. Zhou et
al. [99] employed ontology as a corpus an-
notation schema to define a structured tax-
onomy of fault-related entities for consistent
corpus construction and supervised entity la-
beling.

Enables semantic integration
across heterogeneous databases
without physical data fusion.
Supports structured case orga-
nization and semantic similarity
matching in CBR.

Facilitates consistent corpus an-
notation and supervised learning
tasks.

Depends on carefully designed
schemas to preserve semantic
consistency.

Ontology-based access to rela-
tional databases introduces addi-
tional mapping and query trans-
lation overhead.

[8, 20, 21,
95, 99]

4.3.2. Knowledge Graphs
A knowledge graph allows researchers to represent domain knowledge and data by modeling entities as
nodes and their relationships as edges, organized in a standardized format known as triples [60]. These

triples, structured as (subject, predicate, object), express facts such as (leaking, has cause, crack).

This structure is well-suited for capturing and modeling large-scale datasets.

Among the reviewed studies, twenty-three papers employed KGs as the primary knowledge base for
integrating and structuring fault-related information. Their widespread use is mainly attributed to sev-
eral key advantages, including the ability to integrate heterogeneous data sources and domain knowl-
edge [32, 35, 50, 82|, support efficient knowledge retrieval and querying [82], facilitate continuous updating
and evolution of knowledge [96], and provide scalability for handling large-scale, heterogeneous, and con-
tinuously expanding industrial data and relationships.
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However, our analysis reveals that, despite sharing a common objective of constructing knowledge graphs
as a structured knowledge base for fault diagnosis, their construction strategies is different. Accordingly,
we categorize these works based on their KG construction approaches. A summary of this classification is
presented in Table 9.

Sixteen papers [10, 14, 16, 22, 32, 33, 47, 50, 67, 77, 82, 90, 91, 94, 97, 98] adopted a schema or ontology-
driven approach, in which an upper-level ontology is manually designed to guide KG construction, and
domain data are subsequently extracted and aligned to populate the predefined structure. In contrast,
seven studies [35, 36, 64, 73, 86, 96, 97] constructed knowledge graphs without relying on a predefined
schema. While this schema-free paradigm offers greater flexibility in handling heterogeneous data, it typ-
ically increases the complexity of the extraction process and introduces additional challenges related to
redundancy, inconsistency, and ambiguity resolution [36, 86].

In addition, we observed differences in how the KGs are structurally organized and deployed across stud-
ies. Seventeen articles [10, 14, 16, 22, 32, 33, 35, 36, 47, 64, 67, 77, 82, 86, 90, 91, 94] adopted a conventional
approach, constructing a single unified knowledge graph to represent the entire domain, typically formal-
ized using standard (subject, predicate, object) triples. In contrast, a smaller subset of studies proposes
decomposed graph architectures. Three papers constructed multiple KGs. For example, Lim et al. [50] built
separate knowledge graphs for individual assets, rather than introducing a centralized structure. Zhou et
al. [97, 98] distinguished between a knowledge graph capturing structured equipment information and a
causal graph modeling cause—effect relations among fault phenomena, causes, and maintenance actions,
with both graphs subsequently integrated for fault diagnosis. Other variants include multi-level knowledge
graphs [73] which model different abstraction layers of industrial systems (e.g., production, process, en-
ergy, and materials), thereby capturing cross-level dependencies. Lastly, the weighted KG [96] introduces
edge weights to encode fault frequency, enabling differentiation between high and low frequency failure
patterns.

Once knowledge graphs are constructed as the primary framework for integrating and organizing do-
main knowledge, a variety of downstream approaches are employed to support fault diagnosis. A detailed
discussion of these methods is provided in Section 4.4. The most prevalent approach, reported in 11 pa-
pers [14, 22, 33, 36, 47, 67, 77, 82, 86, 96, 97|, involved direct querying of the knowledge graph using query
languages such as SPARQL, Cypher [57], and AQL [4], depending on the underlying graph database. The
second most common strategy is knowledge graph embedding, applied in six studies [32, 35, 48, 90, 91, 98],
although the specific embedding models and optimization objectives differ across implementations and are
further discussed in the reasoning section. Two studies [73, 94] utilized the constructed knowledge graphs
to build Bayesian Networks for probabilistic reasoning. In addition, three papers [10, 50, 64] explored
alternative reasoning paradigms, including graph-based algorithms and rule-based inference, to improve
diagnostic efficiency and interpretability.

It is important to note that while many papers aimed at constructing KGs for FD, some primarily
focused on the techniques for entity and relation extraction from raw datasets, a critical step in KG
construction. These studies often do not discuss how the resulting knowledge graphs are subsequently
utilized for fault diagnosis. Therefore, we do not cite them in this section as part of the KG representation.

Overall, the reviewed studies demonstrate that knowledge graphs have been widely used for structuring
and exploiting domain knowledge in fault diagnosis due to their strong capability to integrate heteroge-
neous data, support efficient knowledge retrieval, enable continuous updates, and scale to large and com-
plex industrial systems. However, differences in construction strategies (ontology-guided vs. data-driven),
structural organization (single vs. multiple or layered graphs), and reasoning mechanisms (query-based,
embedding-based, probabilistic, and rule-based approaches) reflect fundamentally different design priori-
ties.

4.3.3. Other Representations: xSDG, Hypergraph, and Bayesian Network Representations

By reviewing the papers, we identified three other representations namely eztended Signed Digraph
(xSDG), Hypergraph, and Bayesian network, each presented in a single paper. Accordingly, these ap-
proaches are discussed jointly in this subsection due to their limited occurrence in the set of reviewed
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Table 9

Knowledge graph representation for fault diagnosis of CPSs and the pros and cons
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KG Construction Short Description Pros (+)/Cons (-) References
method
KG In sixteen papers, the construction of the . [10, 14, 16,
construction by KG began with the definition of domain Ont°1°$y provides a well-defined 22, 32, 33,
adhering to a knowledge through an ontology. This pro- sema.mtlc schema th%t ensures 47, 50, 67,
schema cess involved specifying the key concepts, C,OHSlStent regresentatlon of enti- 77, 82, 90,
entities, relationships, attributes, and con- ties and relatl(?n_s ACross t.he KG. 91, 94, 98]
straints. After establishing the ontology, Supports explicit reasoning and
various information extraction techniques, inference due FO structured on-
described in Section 4.2, were applied to tOIOg},’ constraints.
collect and extract data from different Reqmre.s manual ef.fort for ontol-
sources, resulting in the construction and ogy design and. r.nalntepance.
population of the knowledge graph. Once OnFology deﬁnltlon‘ relies on do-
the KG was established, different reasoning main faxperts, ma.kmg construc-
techniques were employed to support fault tion time-consuming.
diagnosis. The specific reasoning and diag-
nostic approaches adopted in these studies
are discussed in detail in Section 4.4.
KG Seven papers adopted a fully-automatic . [35, 36, 64,
construction approach to knowledge graph construction Beduces upfront effort by e?,v01d— 73, 86, 96,
without having without relying on a formally defined on- mg manual ontology engineer- 97]
a schema tology at the initial stage. In these works, ng. .
the graph structure is derived directly from Enables fast.:er adaptation to
textual industrial data through informa- new or CVOIVlflg data sources. X
tion extraction techniques. So the resulting Ofte'n results in weaker semantic
representation closely reflects the scope, cqns.lstency across the.g.raph.
granularity, and reliability of the underly- Limited interoperability due
ing data sources, as well as the extraction to lack of shared conceptual
process used to generate them. schema. . .
— More prone to noisy or ambigu-
ous relation structures from ex-
traction errors.

papers of this study. Notably, Bayesian networks are widely used as a diagnostic reasoning method in the
fault diagnosis domain; however, they are less frequently adopted as a primary knowledge representation
formalism compared to approaches such as knowledge graphs or ontologies, which are more explicitly
designed for structured knowledge modeling.

Arroyo et al. [5] proposed model-based diagnostic approach by modeling knowledge using xSDG which
enhances causal modeling by introducing new node and arc values, offering a more detailed qualitative
description than standard SDGs that uses simple "+" or "-" signs to indicate the direction of influence be-
tween nodes. The xSDG uses five node values-HighHigh, High, Normal, Low, and LowLow-to express
different states of deviation, and seven arc values—Positive strengthening, Positive constant, and
etc. However, determining the appropriate arc value can be complex. Fuzzy set theory is employed to
address this complexity by providing a systematic way to assign these values based on observed process
data. Moreover, arc consistency (using product operator) has been checked for validating that the rela-
tionships between cause nodes, connecting arcs, and effect nodes are consistent. This consistency ensures
that deviations or disturbances can be accurately propagated through the graph. Formally, an arc is said
to be consistent if the product of the cause node, the directed arc, and the effect node is positive. Finally,
to extend the model, causal relationships are added based on first-physical principles, such as mass and
energy conservation laws. Although the presented method offers a structured approach to derive causal
models for fault detection and diagnosis, for more complex industrial systems, deriving the xSDG and
defining consistent arc values may become unmanageable, Moreover, the paper assumes having a cor-
rect and complete set of component equations, while, in practice, building such a model is difficult and
time-consuming.
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Li et al. [48] proposed a Knowledge Hypergraph (KHyG), which represents a departure from conventional
triple-based knowledge graph representations. KHyGs are designed to model n-ary relationships, which
frequently occur in fault diagnosis scenarios. This representation enables more expressive modeling of
interdependencies among symptoms, causes, actions, and other relevant factors in fault diagnosis reports.
At the schema level, hyperedges define valid structural constraints among multiple entities; for example,
a schema-level hyperedge enforces that a specific action is only valid for a given combination of cause and
symptom. At the instance level, hyperedges connect specific entity instances based on shared relational
patterns. For instance, an instance-level hyperedge may link the symptom Hanging Cable Break to two
causes, Moving to Inappropriate Positions and Not-enough Reserved Torque, under the relation
Has Joint Causes. However, constructing KHyGs involves substantial manual effort from domain experts,
who are required to both define schema-level hyperedges and validate extracted relations. In addition, from
an implementation perspective, mature toolkits for storage, querying, and visualization of KHyGs are still
lacking compared to established KG platforms such as Neo4j or GraphDB. This limits their integration
into real-world industrial knowledge-based systems.

Xiao et al. [93] proposed a knowledge representation approach that maps association rules mined from
maintenance data into a BN to support diagnostic decision-making. The association rules, extracted using
a modified Apriori algorithm focused on 2-itemsets, are characterized by support and confidence measures,
which are subsequently reused to parameterize the BN. In this formulation, rules of the form X — Y are
represented as directed edges, where antecedent and consequent correspond to connected nodes, while
support is interpreted as a joint occurrence frequency and confidence is used to estimate conditional
probabilities. This allows association-based knowledge extracted from historical maintenance records to be
structured into a probabilistic graphical model that supports inference over fault—solution relationships.
However, the approach remains tightly coupled to the quality and coverage of the underlying rule set,
which is itself dependent on the completeness and consistency of the transactional data. Since the BN
is constructed directly from pairwise rules, higher-order dependencies between multiple variables are not
explicitly modeled, and the resulting structure may become less expressive in scenarios involving complex
fault interactions.

4.4. Diagnosis

In previous sections, we explored the processes of knowledge extraction, acquisition, and representation.
The ultimate objective of these three tasks is to enable an effective fault diagnosis. This section highlights
our findings on various fault diagnosis methods identified across the selected studies. Fig. 9 summarizes
these methods, which are grouped into four main categories, including semantic/knowledge-driven meth-
ods, representation learning methods, similarity and structure-based methods, and hybrid methods. Each
category is discussed in the following subsections. It should be noted that two papers [16, 86] focused on
knowledge extraction for building KGs to support fault diagnosis but did not explicitly state that diagnosis
would be performed via KG querying. As a result, these works are not discussed within this section, which
specifically focuses on methods where the diagnostic process is explicitly defined.

4.4.1. Semantic-based Methods

Semantic-based fault diagnosis methods exploit the structured semantics encoded in knowledge rep-
resentations. Rather than relying on large-scale training data, these approaches typically operate over
explicitly defined entities and relationships, enabling effective reasoning through structured queries or
logical inference mechanisms. To provide a clearer understanding, we categorize these methods into four
groups: query-based approaches, Bayesian frameworks, rule-based inference methods, and hybrid semantic
approaches, as summarized in Table 10.

Querying. This method has been used for retrieving diagnostic knowledge from structured knowledge
bases such as knowledge graphs and ontologies. These approaches rely on explicitly modeled entities and
relationships that represent domain knowledge in a semantic form. Depending on the data representation,
ontology-based systems typically use SPARQL, while graph databases such as Neo4j [57] or ArangoDB [4]
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support query languages like Cypher or AQL to retrieve relevant information. In total, eight papers
adopted querying-based techniques. Although implementation details vary across papers, the general idea
is that diagnostic knowledge is made retrievable through query execution over the stored graph structure.
Some works explicitly describe a pipeline involving interpretation of user input and transformation into
formal queries, while others only state that fault knowledge is stored in a graph database and queried
during diagnosis. In all cases, retrieval is based on matching query patterns against explicitly encoded
knowledge in the knowledge base. If a corresponding pattern exists in the knowledge base, relevant results
are returned; otherwise, the query yields no output. Several studies [15, 75, 101] incorporated SWRL rules
with the ontology to enhance inference capabilities.

A short description, advantages, and limitations of query-based methods are summarized in Table 10.
Overall, these approaches provide transparent and deterministic access to structured diagnostic knowledge
but are dependent on the completeness and quality of the underlying knowledge base.

Bayesian framework. Bayesian methods leverage probabilistic reasoning to handle uncertainty but typ-
ically require prior knowledge about relationships between variables. In the reviewed studies, this prior
structural knowledge is derived from knowledge graphs [10, 73, 94], ontologies [72], or association rules
mined from historical data [93]. Although all approaches combine structured knowledge with Bayesian-
based reasoning, they differ in how the Bayesian component is modeled and applied.

In [10, 73, 94] a knowledge graph was used to structurally organize fault-related information and narrow
candidate faults, after which Bayesian reasoning is introduced to handle uncertainty and rank or infer
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Fig. 9. A categorization of the fault diagnosis methods
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fault causes. However, the role of Bayesian methods differs significantly across the three works. Sun et
al [73] used Bayesian theory mainly as a posterior-probability ranking mechanism for candidate faults
extracted from the KG, without constructing a full probabilistic graphical model. Cai et al. [10] used
Bayesian inference to update priors and compute posterior probabilities over candidate faults identified
via graph matching. In contrast, Yang et al. [94] explicitly transformed the KG into a full three-layer BN,
enabling iterative probabilistic reasoning over symptoms, fault modes, and fault causes.

In [72], observed test information is mapped onto ontology nodes, and a Test—Fault (TF) correlation
matrix is used to identify reachable fault states through information flow analysis. This step reduces the
set of possible fault causes based on structural and functional propagation relationships. In parallel, a
Fault-Maintenance (FM) mapping layer is constructed by combining ontology knowledge with a Bayesian
network, where the network is primarily used to encode relationships between concepts and support sim-
ilarity propagation for ontology alignment. The Bayesian network does not perform explicit probabilistic
fault inference; instead, it facilitates iterative refinement of fault-maintenance mappings by leveraging
indirect dependencies in the ontology structure. The final diagnosis is obtained by combining determin-
istic graph-based propagation with ontology-driven FM mapping, providing both fault identification and
corresponding maintenance guidance.

Xiao et al. [93] proposed a diagnosis framework in which association rules extracted from historical
maintenance data are represented as a Bayesian network. Frequent relationships between faults and so-
lutions are first mined using an Apriori-based association rule method, and the resulting support and
confidence values are used to define probabilistic dependencies in the BN. During diagnosis, observed fault
information is used as evidence in Bayesian reasoning to compute posterior probabilities of candidate so-
lutions. The BN is simplified by retaining only nodes relevant to the observed conditions, and the final
maintenance solution is selected based on inferred probabilities and maintenance cost considerations.

Rule-based inference. This method relies on explicitly defined inference rules. Two types of rule-based
inference have been used for fault diagnosis: fuzzy rules and deterministic rules. Fuzzy inference leverages
fuzzy logic to handle imprecise information, whereas deterministic inference relies on predefined if-then
rules that produce exact outcomes without uncertainty.

Arroyo et al. [5] performed diagnosis using a rule-based reasoning process on an xSDG model. Fault
symptoms are propagated through the network according to consistency rules that only allow causally
compatible node—arc—node relations, while inconsistent paths are blocked to avoid invalid fault propaga-
tion. A fuzzy layer is then used to manage uncertainty by assigning graded influence to partially consistent
relations. The final fault candidates are obtained from reachable root-cause nodes and ranked based on
aggregated fuzzy consistency and causal strength.

Sarazin et al. [64] constructed a Heterogeneous Information Network (HIN) as the base of facts and a
set of if-then rules as the base of rules for reasoning. Diagnosis was performed by first retrieving relevant
nodes and edges from the HIN based on the observed symptoms and then extracting the corresponding
rules associated with these subgraphs. If multiple fault candidates are retrieved, rule-based reasoning is
used to filter and rank possible solutions. In cases where multiple candidates are still valid, probabilistic
scoring (e.g., based on historical occurrence data) was introduced to prioritize the most likely fault.

Combination of semantic methods. Geng et al. [31] combined SPARQL queries and fuzzy logic for fault
diagnosis. SPARQL queries are used to retrieve relevant entities and relationships from the ontology
for the observed symptoms, while Prolog [44], a logic programming language, was used to apply logical
inference rules to derive fault causes from the observed symptoms. For fuzzy or uncertain fault information,
the method extends this process using fuzzy membership functions. Numerical sensor values are first
converted into fuzzy linguistic values through fuzzification, then mapped into ontology attributes. These
fuzzy descriptors are matched against fuzzy inference rules, allowing the system to infer fault causes even
when symptoms are imprecise.

Nagy et al. [55] applied ontology reasoning mechanisms, mainly SWRL rules for logical inference and
SPARQL queries for retrieving and filtering relevant entities and relationships. The fault tree analysis was
then used as a supporting structural knowledge to guide the identification of root causes and structure the
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Table 10
Semantic-based fault diagnosis methods
Semantic Short Description Pros (+)/Cons (-) References
Method
Querying-based methods retrieve fault |4+ Can retrieve relevant data for a new problem,
knowledge by executing structured queries even if only a single instance of it exists.
over knowledge graphs or ontology-based |-+ The same query always returns the same re-
models. These approaches represent diagnos- sults, improving reproducibility and reliabil-
tic information as entities and relationships ity.
stored in graph form, allowing wusers or |4+ Works well with established semantic web [14, 15, 28,
Querying systems to access relevant fault causes, technologies (e.g., SPARQL, OWL ontologies, 33, 36, 47,
symptoms, and maintenance actions through RDF stores). 67, 70, 86,
query languages such as SPARQL or Cypher. | — Users often need technical knowledge of | 96]
This enables direct access to structured SPARQL/Cypher, unless a custom interface
knowledge for troubleshooting and decision is built.
support. Some papers created a user inter- | — Struggles with incomplete, ambiguous, or
face, mitigating the formulation of the query noisy data compared to learning-based meth-
by users. ods.
Bayesian-based diagnosis methods combine
semantic representations such as knowledge
graphs, ontologies, or association rules with
probabilistic reasoning to handle uncertainty |-+ Supports ranking of candidate faults instead
in fault diagnosis. Semantic structures are of only deterministic matching.

Bayesian first used to organize relationships between |- Can iteratively refine diagnoses when new ev- [10, 72, 73
framework | entities such as symptoms, faults, causes, and idence becomes available. 93 ’94]7 ’
maintenance actions, while Bayesian infer- | — Requires prior knowledge or probabilistic de-

ence or Bayesian networks are then applied pendencies to define the Bayesian model.
to compute posterior probabilities, rank can-
didate faults, or iteratively update diagnoses
based on observed evidence.
+ Fuzzy rules can handle imprecision.
+ Deterministic rules make the reasoning pro-
Rule-based diagnostic methods infer faults by cess straightforward, interpretable, and trans-
applying predefined if-then rules. Some ap- parent for users.
Rule-based | proaches define deterministic rules while oth- | — The quality and accuracy of the system de- (5, 64]
inference ers extend this process with fuzzy or scoring pends on the completeness, accuracy, and rel- ’
mechanisms to handle uncertainty or impre- evance of the predefined rules.
cise cases. — Predefined rules may struggle to adapt to
novel situations, faults, or data patterns not
explicitly covered in the KB.

reasoning process. The resulting fault hypotheses are then ranked based on rule satisfaction and semantic
relationships, and can be linked to recommended maintenance or response actions stored in the ontology.

4.4.2. Machine Learning and Deep Learning Methods

Machine learning or deep learning have been employed for reasoning in the domain of fault diagnosis
based on semantic representation. KG embedding was the only ML/DL technique identified in the re-
viewed studies, applied in either an online or offline setting. KG embedding methods transform entities
and relationships in a knowledge graph into low-dimensional vector representations while preserving the
structural and semantic properties of the graph. These vector representations enable similarity computa-
tion, link prediction, classification, and reasoning tasks using numerical operations [83]. Table 11 provides
a summary of the prerequisites, pros and cons of both online and offline KG embedding methods, and a
detailed explanation is provided below.

Offline KG embedding. Offline methods precompute embeddings for the entire KG in advance, avoiding
real-time embedding computation. Papers that applied this method primarily had two goals. First, studies
such as [35, 48, 90, 91, 98] aimed to return a ranked list of answers for a given query by embedding the KG
into a vector representation, enabling similarity-based matching between the graph and the query vectors.
However, Han et al. [35] and Wu et al. [90] conducted offline embedding that helps navigate the graph to
perform multi-hop question-answering task through similarity-based matching. Second, studies such as [91]
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leveraged KG embedding for link prediction to enrich the KG, which further aids in the computation of
similarities between the embedded KG and query vectors.

Online KG embedding. Online KG embedding involves dynamically extracting a relevant subgraph for
a new query and training on it in real-time to derive an answer. Zhou et al. [97] constructed vector repre-
sentations from the entities and relationships. Multi-hop reasoning then connects potential answer nodes
or paths, employing the TransE model [9] for link prediction. By capturing observed link knowledge in the
neighborhood, the approach infers the answer node through probabilistic scoring and ranking, selecting
high-ranking nodes as plausible answers. Geng et al. [32] utilized KG embedding for fault classification.
When a new issue is observed, the system extracts relevant information by identifying feature words,
connecting them to entities, and creating a subgraph. The TransD model is then used to learn a represen-
tation of this subgraph, focusing on the knowledge pertinent to the specific fault. However, they did not
implement online embedding in the sense of training on the graph to derive answers; rather, they aimed
to identify a more accurate class for the given fault.

Table 11
ML/DL methods for fault diagnosis

ML/DL Method Short Description Pros (+)/ Cons (-) ‘ References
Offline KG The entire KG is encoded into a fixed- [35, 48, 90,
embedding dlmenswn.al embedding space where eptltles + Efficient at query time since embeddings 91, 98]

and relations are mapped into continuous
+ Durine di - ¢ are precomputed.
vectors, Luring ¢iagnosis, query representa- | _ Embedding-based reasoning has limited in-
tions are generated in the same embedding terpretabilit
space and matched against precomputed KG P ¥
embeddings using similarity measures or scor-
ing functions. This allows ranking candidate
fault causes and performing link prediction.
Online KG Online KG embedding methods generate em- [32, 97]

embedding beddings dynamically for a query-specific
subgraph extracted from the knowledge
graph. Models such as TransE or TransD are
applied to learn vector representations, en-
abling link prediction or multi-hop reason-
ing over the extracted subgraph. This allows
the system to adapt more effectively to new
queries and capture localized fault patterns.

-+ Enables real-time reasoning.
— Computationally intensive because embed-
dings are generated in real-time.

4.4.3. Similarity and Structure-based Methods

Similarity and structure-based fault diagnosis methods rely on similarity measures and structural prop-
erties of knowledge representations to identify relationships between newly observed fault cases and previ-
ously observed data stored in a knowledge base. Unlike semantic reasoning or learning-based approaches,
these methods do not depend on explicit logical inference or predictive model training, but instead ex-
ploit case similarity or graph structural organization to support fault identification and reasoning. Among
the reviewed studies, Case-Based Reasoning (CBR) and graph algorithm were the two main categories of
similarity and structure-based methods. These approaches are discussed in the following.

CBR. CBR is an approach for fault diagnosis that solves new problems by retrieving and adapting
solutions from previously encountered cases stored in a knowledge base. Three studies [21, 56, 95] used a
CBR framework that includes a knowledge base storing past cases. In these approaches, cases are structured
using an ontology-based schema. Cosine similarity [12] is used to compute the similarity between a query
case and previously stored cases. This approach can adapt to new problems by retrieving and modifying
similar past cases. However, scaling CBR systems can be challenging, as efficient retrieval from large case
bases often requires advanced indexing techniques.

Graph algorithm. Graph based method in fault diagnosis aims to group similar entities in a knowledge
graph based on structural or semantic proximity, so that faults, symptoms, and related components that
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are closely connected can be analyzed together. These methods help reduce the search space for poten-
tial fault causes by identifying densely connected subgraphs or communities. Lim et al. [50] applied the
Louvain algorithm [58], a greedy optimization method for community detection, in the knowledge graph
to identify clusters of nodes closely associated with the observed fault. The algorithm iteratively moves
nodes between communities to maximize network modularity. Modularity measures how effectively the
graph is partitioned into distinct clusters, with higher values indicating stronger separation between com-
munities. This clustering process helps narrow down potential fault causes. The PageRank algorithm [29],
an iterative graph-based ranking algorithm that assigns importance scores to nodes based on the number
and quality of edges, is then used to rank nodes within the identified communities according to their
importance and influence in the network. Candidate solutions are subsequently validated using simulation
capabilities integrated into the individual asset digital twins.

The method provides no explicit probabilistic confidence measure for diagnostic outcomes, meaning that
different plausible fault propagation paths cannot be quantitatively compared in terms of likelihood. As a
result, the final diagnosis may be sensitive to small structural changes in the graph and requires external
validation

4.4.4. Hybrid Diagnostic Approaches

Hybrid diagnostic approaches combine data-driven processing with knowledge-based and /or model-based
reasoning.

Yang et al. [95] proposed propose an integrated fault diagnosis approach that explicitly separates and
coordinates shallow (case-based) and deep (model-based) knowledge within two parallel knowledge bases,
each with its own inference mechanism. The shallow layer is an ontology-based fault case system that
stores structured maintenance experience and supports semantic retrieval of similar historical cases using
case-based reasoning to quickly reuse prior solutions. The deep layer is a model-based diagnostic system
that represents fault detection and fault propagation models, enabling causal reasoning over sensor-derived
symptoms to infer root causes and propagation paths. In application, the system dynamically selects or
combines these two reasoning modes: case-based retrieval is preferred when sufficient historical fault data
exists, while model-based causal reasoning is emphasized for new or complex failures where past cases
are unavailable or insufficient. A coordination mechanism links both layers, allowing fault symptoms and
diagnostic outputs to be exchanged between them.

Zhou et al. [101] proposed a hybrid diagnosis method where raw signals are first processed in the
fault identification stage using selectable or plugin-based algorithms (such as statistical feature extraction
combined with machine learning classifiers), which convert sensor data into labeled fault indicators. These
outputs are then mapped to an ontology-based KB. In the fault diagnosis stage, reasoning engines apply
OWL axioms and SWRL rules (and when uncertainty is present in sensor data or fault interpretation
probabilistic or fuzzy methods are used) to infer fault causes, affected components, and likely failure
mechanisms. Finally, in the fault solving stage, the system retrieves maintenance strategies and reports
the results, while also allowing feedback-based knowledge updates to refine future diagnosis cycles.

It should be noted that several studies [16, 17, 40, 76] focused on information extraction or knowledge
enhancement and do not explicitly specify a diagnostic reasoning mechanism. Nevertheless, their methods
contribute indirectly to diagnosis by improving the completeness, quality, and structure of the knowledge
graph used for downstream retrieval and reasoning. For example, entity-relation extraction in [86] achieves
a higher Fl-score than competing extraction models, suggesting a more accurate knowledge representation.
Taken together, these works appear to prioritize the construction of scalable and robust knowledge graphs
rather than the development or using an explicit diagnosis method.

4.5. Knowledge Enhancement
Knowledge enhancement refers to the set of methods used to improve and update an existing knowledge

representation so that it becomes more complete and useful for downstream diagnostic tasks. The reviewed
studies show that only a limited subset explicitly addresses knowledge enhancement, and when they do,
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these are often described briefly. Among these works, two main approaches can be identified: Explicit
Information Addition and Implicit Knowledge Inference. The following sections describe each category in
detail, and Table 12 provides a short description of the methods, along with their respective advantages
and limitations.

4.5.1. Explicit Information Addition

This approach focuses on directly enriching the knowledge representation by inserting new explicit
information such as cases, facts, entities, or relationships, or by updating existing knowledge elements.
Although the reviewed studies share the general goal of improving diagnostic capability through enriched
knowledge representations, they differ in how this enrichment is achieved.

Dendani et al. [21] and Naqvi et al. [56] acknowledged the crucial role of case base maintenance and
expansion in improving the CBR system’s overall performance. Their CBR cycle explicitly includes the
Retain stage, highlighting the process of adding new cases to the case base. This incremental addition
increases the coverage of previously unseen scenarios, improves retrieval accuracy through richer prece-
dent availability, and supports adaptation to evolving operational conditions. In this setting, knowledge
enhancement is achieved through continuous accumulation of experience.

Sarazin et al. [64] extend a Heterogeneous Information Network (HIN)-based expert system by adding
new nodes and updating existing ones through dedicated operators. The associate operator integrates newly
acquired knowledge into the network structure, while update operators modify node attributes in response
to new observations or calculations. For example, the state of a Maintainable Item is dynamically updated
over time, reflecting operational usage such as flight cycles and maintenance events, where its lifetime is
incrementally adjusted and reset following repair or replacement actions.

Sun et al.[73] enhanced the knowledge graph by continuously refining it through mining deep-level
associations using weighted critical paths, which capture cross-layer dependencies that are not directly
observable in the raw data. During operation, the graph structure is also updated implicitly through
changes in variable relationships and weights, which reflect evolving system states and enable more accurate
fault detection and diagnosis.

Zhou et al. [101] proposed an architecture that supports the ongoing enrichment and updating of multiple
knowledge bases through the knowledge updating module, which synchronizes field data and maintenance
feedback with a centralized knowledge platform. In particular, newly observed faults, sensor data, and
diagnosis outcomes generated during system operation are mapped to ontological representations and
incorporated into existing knowledge structures. In addition, the system allows extension through config-
urable fault identification plugins and reasoning strategies, enabling new diagnostic knowledge to be added
without modifying the core system.

Zhang et al. [96], in contrast, did not propose an explicit knowledge enhancement method; instead, the
knowledge graph is used as a continuously updatable representation. Historical and operational data can
be incorporated into the graph over time, allowing maintenance engineers to access updated statistical
information and past fault records to support diagnosis and repair tasks. In this sense, the knowledge
representation is maintained through usage-driven updates rather than a formally defined enhancement
mechanism.

Although these studies differ in implementation, they all contribute to explicit knowledge enrichment by
adding new cases, updating existing entities and relationships, or synchronizing newly acquired diagnostic
information with the knowledge base.

4.5.2. Implicit Knowledge Inference

This approach leverages the existing knowledge within the model to infer new information or relation-
ships that were not previously explicitly stated. It often involves reasoning over the knowledge base to
discover hidden patterns, uncover latent relationships, or derive conclusions that were not initially apparent
from the explicit data.

Han et al. [36] addressed knowledge enhancement in a fault diagnosis knowledge graph using Reinforce-
ment Learning (RL) [74], where an agent learns optimal actions through reward feedback, to infer and
complete missing relationships based on the existing graph structure. Moreover, to handle new or unseen
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entities, such as previously unrecorded faults or equipment types, Graph Neural Networks (GNNs) [ref]
were utilized. GNNs calculate embedding vectors for these new entities based on limited auxiliary infor-
mation provided during the testing phase, allowing the KG to adapt and address novel scenarios without
requiring complete retraining.

Xia et al. [91] addressed the sparsity problem in maintenance-oriented knowledge graphs, where many
entities have limited connections. To improve graph completeness, they proposed the ACRGCN model,
a GNN model, which predicts missing links and integrates new entities through graph representation
learning techniques. By learning latent structural relationships within the graph, the model uncovers
implicit relationships between entities and supports the inference of feasible maintenance solutions.

Shi et al. [67] enriched an existing knowledge graph using an embedding translation algorithm combined
with semantic constraints to predict missing relationships between entities. Their approach extends the
TransE link prediction method to infer implicit semantic relations and improve the completeness of the
knowledge graph.

Overall, only nine out of 47 papers explicitly discussed knowledge enhancement for fault diagnosis
systems. Nevertheless, one of the inherent advantages of knowledge graphs and ontologies is their ability to
evolve by incorporating new knowledge over time. The explicit information addition to KGs and ontologies
differs from that of CBR systems. While CBR focuses on retaining and incorporating new cases through
a process of retrieve, reuse, revise, and then retain, KGs and ontologies are enhanced by expanding and
refining their knowledge structures through the addition of new entities, relationships, attributes, rules,
or axioms. This structural flexibility allows them to integrate evolving domain knowledge with minimal
modification to the existing representation, making them scalable, adaptable, and suitable for dynamic
fault diagnosis environments.

Table 12
Knowledge enhancement methods for fault diagnosis
Enhancement Short Description Pros(+)/Cons(-) References
Category
Explicit Information Explicit Information Addition refers to I i " b [21, 56,
Addition knowledge enhancement methods that di- + mprovﬁs h 1agn05t1c‘coverage ‘y‘cond— 64, 73,
rectly enrich the knowledge representa- tlgluousdyfmclorporatlpg new cases an 96, 101]
tion by inserting new cases, entities, re- IOE seg;/e au.tﬁcf(lenarlo(si‘ . . ¢
lationships, or attribute updates derived + Ena ES strlatig t or\.zv?r 1ntcgc1{at.1on. N
from operational data, expert input, or new  knowledge without redesigning
system feedback. The knowledge base is the entire system (e.g., plugins, retain
expanded or modified in a structured st.ages, or upd{a‘te operators). R
manner, allowing the system to incor- | Risk of inconsistency or redupdancy if
porate newly observed fault instances, uPdatCSdarC not properly validated or
evolving system states, and updated rela- ina{lage . ) T dates
tional information to improve diagnostic | 1 some 1mp ementations, up ates are
coverage and accuracy over time. implicit or weakly formalized, reduc-
ing transparency of how knowledge
evolves.
Implicit Knowledge Implicit Knowledge Inference enhances Dis . hidd iousl [36, 67,
Inference the knowledge representation by deriv- + Discovers sidden or  previously un- 91]
ing new relationships or semantic as- known relatlonshlps.automatlcally.
sociations from existing graph struc- }{landle}? sparse or }ncolmple.te graphs
tures rather than explicitly inserting new throug rePreS_entat,lon earning.
knowledge. These methods typically rely | — Inferred relationships may introduce
on link prediction, graph embeddings, or Encerta:imty or lncorl.‘ect assom?tlon(:;..f
reinforcement learning to infer missing ~carne Irepresentatlons are often il
relations and improve the completeness ficult to interpret compared to explicit
and connectivity of the knowledge graph. rules.

5. Discussion

This section highlights the main findings for all research questions. In addition, it outlines the opportu-

nities and challenges for further developments in fault diagnosis.
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5.1. Knowledge Acquisition

This review highlights a clear gap in the literature regarding knowledge acquisition for semantic-based
fault diagnosis systems. Although domain experts are involved in several stages of system development,
particularly ontology/schema construction, rule definition, and methodology validation, the process of ac-
quiring and formalizing this knowledge has not been discussed. Most studies rely on traditional approaches
such as interviews or manual knowledge encoding, while providing no information about the elicitation
process itself, including the required effort, scalability, or reproducibility.

The findings reveal a strong dependence on expert knowledge despite limited methodological attention to
how such knowledge is captured and maintained. The reviewed literature does not treat expert knowledge
acquisition as a core research challenge.

These findings suggest that future research should place greater emphasis on scalable and structured
knowledge acquisition methodologies. In particular, Al-assisted approaches, such as LLM-based conversa-
tional elicitation systems, interactive annotation platforms, or human-in-the-loop knowledge engineering
frameworks, could help reduce the manual burden on experts while improving consistency and maintain-
ability of semantic fault diagnosis systems.

5.2. Information Extraction

The reviewed studies on entity-relation extraction (Tables 4, 5, 6) show important trends and innova-
tions. Among the selected studies that addressed entity-relation extraction, several recent papers used
transformer-based models such as BERT or ALBERT, often combined with sequence-labeling architec-
tures such as BiLSTM or CRF, which have improved extraction accuracy by leveraging deep contextual
embeddings. Looking ahead, future research may focus on developing more efficient and scalable models,
exploring semi-supervised and few-shot learning to reduce dependency on large labeled datasets. Moreover,
several hybrid architectures, such as MF-GCN-Bi-GCN [16], MPCNN-ATTRA-RL [14], and SBALGN [22]
reported better performance than the baselines used in their respective studies. Because the datasets, ex-
traction targets, and baseline models differ across papers, these results support a qualitative observation
rather than a direct ranking of extraction methods. However, these observations suggest that well-designed
combinations of methods have the potential to push the boundaries of information extraction performance.

The reviewed literature demonstrates a clear methodological evolution from traditional NLP approaches
toward deep learning and transformer-based architectures such as BERT and ALBERT. Nevertheless, most
works still formulate information extraction as discriminative tasks such as entity or relation extraction,
while recent generative Al and LLM-based approaches remain underrepresented in the reviewed corpus.
As this review was conducted in 2024, newer studies may already be exploring the use of generative Al
for fault diagnosis and knowledge extraction. In contrast to conventional extraction pipelines, LLM-based
systems may support zero-shot or few-shot knowledge extraction, conversational expert interaction, and
assisted knowledge graph construction. Nevertheless, challenges related to hallucination, explainability,
domain adaptation, and reliability in safety-critical industrial environments remain largely unexplored.
This indicates an important direction for future research in fault diagnosis for CPS.

5.3. Knowledge Representation

Across the reviewed literature, knowledge representation for fault diagnosis is dominated by ontologies
and knowledge graphs, which form the core of most semantic modeling efforts. Ontologies remain founda-
tional due to their role in defining shared vocabularies and conceptual structures, but their use is mostly
indirect in practice, primarily as schema definitions or integration layers rather than as fully reasoned
logical systems. Since OWL ontologies are grounded in description logics, ontology-based fault diagnosis
can in principle benefit from standard reasoning services such as classification, consistency checking, and
entailment. However, the selected studies made limited explicit use of description-logic reasoning; most
relied instead on querying, manually specified SWRL rules, or application-specific reasoning procedures.
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Knowledge graphs have emerged as the most flexible representation, particularly in data-driven settings.
Compared to ontologies, they are more frequently used as operational structures for downstream tasks
rather than purely semantic models. Their strength lies in adaptability: they can be queried directly, em-
bedded into machine learning pipelines, or transformed into probabilistic or graph-based reasoning frame-
works. However, this flexibility also leads to heterogeneous design choices across studies, with variations
in schema dependence, graph granularity, and reasoning strategies.

Alternative representations such as rule-based systems, hypergraphs, Bayesian networks, and signed
digraph extensions provide more specialized modeling capabilities but are typically limited in scope and
adoption. Rule-based systems, while interpretable, do not scale well with increasing system complexity.
More expressive structures such as hypergraphs and extended signed digraph models improve represen-
tational power but introduce additional construction and maintenance overhead, often requiring detailed
expert specification that is difficult to generalize.

Overall, the literature shows a clear trade-off between expressiveness, scalability, and ease of construc-
tion. Ontologies offer semantic rigor but are underutilized in terms of reasoning, knowledge graphs provide
flexibility, and specialized representations improve expressiveness but remain difficult to deploy at scale.

5.4. Diagnosis

Across the reviewed literature, fault diagnosis is consistently built on structured semantic represen-
tations, with knowledge graphs and ontologies serving as the primary backbone. This creates a clear
dependency in which the underlying knowledge representation strongly influences the range of possible
diagnostic reasoning strategies. At the same time, these representations are not restrictive in practice; a
wide variety of reasoning mechanisms are built on top of them, and they are often transformed into alter-
native forms such as vector embeddings, Bayesian networks, or graph-based causal structures to support
different types of inference.

A central observation is that most existing systems rely on relatively shallow knowledge utilization.
Diagnosis is often performed through direct matching between observed symptoms and their explicitly
connected entities in the knowledge base, focusing mainly on immediate or one-hop relationships. This
limits the ability to exploit broader contextual information embedded in the graph structure. In contrast,
richer reasoning could be achieved by leveraging subgraph-level context around the observed symptoms,
which would allow diagnostic systems to capture indirect dependencies and provide more informative
guidance to service engineers even when direct links are insufficient.

Another important limitation concerns the handling of uncertainty and incompleteness, which are in-
herent in real industrial CPS environments. Although such conditions are common in practice, they are
not consistently reflected in either the representation models or the downstream reasoning processes. As a
result, many approaches operate under assumptions of relatively complete and reliable knowledge, which
limits their robustness when dealing with noisy, missing, or ambiguous diagnostic evidence.

Overall, the literature shows convergence toward semantic representations as the foundation for fault
diagnosis, but also reveals a gap between representational richness and reasoning depth. While knowledge
structures are often flexible and reusable across multiple reasoning paradigms, current diagnostic use of
these structures tends to remain limited in scope and does not fully exploit their potential for context-aware
or uncertainty-aware reasoning.

5.5. Knowledge Enhancement

Most studies primarily focus on constructing the initial knowledge representation and applying reasoning
over it, while comparatively little attention is given to how the knowledge base should continuously evolve
after deployment.

In ontology and knowledge graph-based systems, studies rarely define detailed procedures for updating
or maintaining knowledge because these representations are naturally extensible: new entities, relations,
attributes, or rules can be added without fundamentally restructuring the existing model. This contrasts

©W 00 N O ;s W N

Gl s s A S D D D N s WO W W W W W W WWNNNDNNNNRNDND B R e R Rl s
O © ® N o g Rk O © KN O RN RO © MmN S ®N RO © ®m N0 S W N P O



© 00 N O s W N

g gD DD DD DD DWW W W W W W W W WNN NN NN DNNNDN S B s R s s s
= O ©OW 00 N O O P W N = O O 0 N O O P W N = O © 0 N O O b W N = O © 0 N O O b W N = O

36 A. Naghdipour et al. / Scalable Knowledge Representation for Fault Diagnosis of Cyber Physical Systems

with other knowledge-based approaches such as case-based reasoning and expert systems, where knowledge
enhancement is typically implemented as an explicit stage within the methodology itself, for example
through dedicated case-retention or rule-update procedures.

Another important observation is that most studies focus primarily on expanding the knowledge base,
while giving comparatively little attention to the consistency and validity of the evolving representation.
Although semantic models are often described as flexible and continuously updatable, no work explicitly
addresses how newly added knowledge is validated, reconciled with existing structures, or protected from
introducing contradictions and redundancies. As knowledge bases grow in size and heterogeneity, main-
taining semantic coherence and reliability becomes increasingly important, particularly in dynamic CPS
environments where operational knowledge evolves continuously. This highlights an important direction
for future research toward developing frameworks capable not only of accumulating knowledge but also of
enhancing it reliably over time.

6. Limitations

The present review is based on a structured and systematic methodology with a clearly defined scope.
Within this scope, several limitations are identified and are outlined below.

First, this review deliberately focused on fault diagnosis in complex industrial machinery in order to
maintain a clear and manageable scope. While this narrow focus strengthens thematic consistency, it
may also exclude relevant insights from related diagnostic domains, such as medical diagnosis or other
application areas, where transferable methodological ideas may exist. Future work could explore cross-
domain connections in a broader comparative review.

Second, while the search strategy was systematic and restricted to peer-reviewed Scopus-indexed studies
with well-defined eligibility criteria, regional distribution was not used as a filtering or analytical dimen-
sion. Consequently, the resulting corpus exhibits an uneven geographical distribution, with a substantial
proportion of studies originating from China, which was not further examined in this study due to the
predefined scope of focusing on methodological synthesis rather than regional comparison.

7. Conclusion

The importance of fault diagnosis has been recognized for more than fifty years, and with the emergence
of CPS, it has become even more complex and crucial.

This paper reviewed the existing literature on semantic-based fault diagnosis frameworks for industrial
CPSs by investigating five main research questions related to knowledge acquisition, information extrac-
tion, knowledge representation, diagnosis, and knowledge enhancement. These research questions were se-
lected because they represent the main stages required to construct, operate, and maintain semantic-based
fault diagnosis systems. For each research question, the reviewed studies were analyzed and categorized
according to their methodological approaches. Where appropriate, categorization tables were provided to
summarize the identified methods together with short descriptions, advantages, and limitations.

In addition, this review examined the types of industrial data and knowledge sources used as inputs for
developing fault diagnosis systems. A dedicated table was provided to summarize these sources, offering an
overview of commonly used inputs as well as potentially underexplored data sources within the literature.

Finally, this paper presented a discussion section that synthesizes the main observations, limitations,
and research gaps identified across the reviewed studies. These findings highlight several open challenges
and provide directions for future research.

As future work, broader cross-domain studies on fault diagnosis could be conducted, as well as an anal-
ysis of regional differences in research trends to obtain a more balanced global perspective.
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