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Abstract. The computing continuum, including cloud, edge, and Internet of Things (IoT) devices, offers unprecedented oppor-
tunities for scalable, energy efficient, and real-time data processing. However, interoperability is still a major issue in bridging
intentions of people and the actual resources, due to their dynamic, distributed and heterogeneous nature. As a consequence,
managing operations across the computing continuum remains challenging.

This paper introduces a new ontology for ensuring interoperability in computing continuum intent-based data operations.
Our ontology is developed as part of the INTENT research project and provides a standardized, machine-readable framework
to express high-level intents that may include multiple goals and requests, such as data storage, processing, or transfer, while
abstracting the underlying infrastructure and technologies.

The main purpose of the INTENT ontology is to make easier for humans to deploy applications on highly heterogeneous
environments by connecting different domains: users understood as natural persons, intents initially expressed in natural lan-
guage, business and user resources, applications that can be deployed, and the workflow aimed at managing and organizing
these domains. It explicitly models key components of the intent lifecycle, including intent managers and intent reports, sup-
porting transparency, traceability, and interoperability. The INTENT ontology is built upon the TeleManagement (TM) Forum
ontology for structuring and managing intents, the World Wide Web Consortium (W3C) PROV Ontology (PROV-0), the Friend
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of a Friend (FOAF), and the Sensor, Observation, Sample, and Actuator (SOSA) ontologies for handling users, resources and
applications.
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The novelty of the INTENT ontology lies in enabling intent-based interactions through structured representation of user
high-level goals, such as the deployment of applications in the computing continuum with latency constraints, while providing
mechanisms for translating them into executable actions and tracking intent satisfaction over time.

Keywords: cloud-edge continuum, data pipelines, knowledge graphs, human-Al interaction, ontology

1. Introduction

The increasing diffusion of heterogeneous infrastructures spanning cloud, edge, and Internet-of-
Things (IoT) environments is reshaping how data-intensive applications are designed and operated [22].

This emerging computing continuum enables unprecedented opportunities for scalable, distributed,
energy-efficient, and real-time data processing. At the same time, it introduces significant complexity:
resources are highly dynamic, geographically distributed, owned by different stakeholders, and charac-
terized by diverse capabilities and constraints. Managing such systems through low-level configuration
mechanisms becomes increasingly impractical, especially as applications grow in scale and autonomy.

Recent breakthroughs in the domain of Large Language Models such as [23] have boosted research
to explore intent-based approaches to address this complexity. In such intent-based approaches, stake-
holders express what they want to achieve in Natural Language, rather than how the system should be
configured [9]. Instead of requiring users to specify technical deployment details, an intent-based system
allows them to express high-level goals — such as performance, latency, privacy, cost, or sustainability
constraints — which the system then interprets and operationalizes [6]. While intent-based paradigms
have been widely investigated in networking and infrastructure management, their adoption in the con-
text of data operations across the computing continuum remains largely underexplored.

A key challenge in realizing intent-based data operations lies in the absence of a shared, machine-

interpretable semantic model capable of representing intents, stakeholders, resources, applications, and
workflows in a unified and interoperable way. Without such a model, intent handling mechanisms risk
being brittle, opaque, and tightly coupled to specific implementations. Moreover, the lack of explicit
semantics limits explainability, traceability, and interoperability across tools and organizational bound-
aries.
Motivating Example. To illustrate the concept of intent-based data management, we introduce a simple
running example from the smart manufacturing domain (further elaborated in Section 6). Consider a
production environment in which machines are equipped with digital services for monitoring, diagnos-
tics, and optimization, such as vibration analysis, tool wear monitoring, process stability analysis, and
machine-state reporting. These services are implemented as software components and containers that
can be deployed on different machines depending on their type, configuration, and capabilities.

In a traditional system, interacting with such an environment typically requires users to specify tech-
nical details explicitly: machine identifiers, service names, APIs, container images, and deployment
parameters. In contrast, intent-based operation shifts the interaction paradigm from technical specifica-
tion to goal specification. Instead of describing how a task should be executed, users express what they
want to achieve. For example, a user may express an intent such as: “I want to analyse possible leakages
in my production process.” or “I want to optimise the G-code execution on my machine.” At this level,
the request is underspecified: the user does not mention a specific machine, service, software compo-
nent, or deployment configuration. Within the intent-based data management paradigm, such an input
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is treated as a high-level intent rather than a command. The system is responsible for interpreting this
intent, enriching it with contextual information, and transforming it into an operational representation.

This interpretation process relies on contextual knowledge about the environment, including which
machines are associated with the user, the type and capabilities of those machines, and which digital
services are available and compatible with them. Using this information, the system resolves ambigu-
ities, infers missing parameters, and derives a concrete system-level intent. For instance, the original
human-language intent may be transformed into a structured operational command that specifies which
monitoring service should be activated, which components and containers must be deployed, and where
the deployment should take place.

From the user’s perspective, the interaction remains simple and goal-oriented. From the system’s per-

spective, the intent undergoes a lifecycle that includes interpretation, contextual enrichment, validation,
and operationalisation. This lifecycle enables the translation of human intentions into actionable sys-
tem behaviour without requiring users to interact with low-level technical abstractions. This example
illustrates the core idea behind intent-based data management: decoupling human goals from technical
execution details. It also motivates the need for a formal representation of intents and context, which is
addressed in this paper through the introduction of an ontology-based model that supports intent inter-
pretation, enrichment, and transformation into operational system-level representations.
Our contribution. In this paper, we propose a novel ontology for intent-based data operations in the
computing continuum, developed as part of the INTENT research project and designed to provide a
formal and extensible semantic foundation for representing and reasoning about stakeholders’ intents
and the ecosystem in which they operate. The INTENT ontology introduces a structured conceptual-
ization of five core dimensions: Intents, Users, Resources, Applications, and Workflows, capturing both
technical and socio-technical aspects of intent management. It explicitly models key roles in the intent
lifecycle—such as chatbot, adapter, and explainer components—and supports the representation of intent
reports, enabling transparency and accountability in how intents are interpreted and fulfilled.

The INTENT ontology builds upon concepts derived from the TeleManagement Forum (TMF) [24]
information model to benefit from a mature and widely adopted framework for representing services,
resources, and operational relationships. While originally developed for telecommunications, the TMF
model provides a domain-independent abstraction of service management and resource orchestration
that can be applied across different sectors. We demonstrate the applicability of the proposed INTENT
ontology by instantiating it within realistic industrial scenarios and validating it through competency
questions and use case-driven knowledge graph population.

The contributions of this paper can be summarized as follows:

e We introduce the INTENT ontology for intent-based data operations tailored to the cloud-edge-IoT
continuum.

e We provide a formal conceptualization of intent handling, including explicit modeling of intent
managers, workflows, and intent reports.

e We demonstrate how the INTENT ontology can be operationalized as a knowledge graph, support-
ing semantic querying, validation, and interoperability.

o We validate the approach through realistic industrial use cases, showing its expressiveness and
practical applicability.

Organization of this paper. The remainder of this paper is organized as follows. Section 2 reviews re-
lated work on ontologies for intent representation and for the related cloud or edge resources. Section 3
defines the scope and requirements of the proposed ontology, including functional and non-functional
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requirements and competency questions. Section 4 discusses ontology reuse and alignment with estab-
lished Semantic Web vocabularies. Section 5 presents the ontology in detail, describing its five core com-
ponents: Intent, User, Resource, Application, and Workflow. Section 6 validates the approach through a
real-world industrial use case provided by FILL. GmbH, including evaluation results based on precision
and recall. Finally, Section 7 concludes the paper and outlines directions for future work.

2. Related work

In this section, we review the existing literature relevant to the proposed ontology. We organize the dis-
cussion along two complementary directions. First, we examine ontologies and semantic models specif-
ically designed for the representation, refinement, and lifecycle management of user intents, with a
focus on intent-based networking and intent translation from natural language to machine-actionable
formats. Second, we survey ontologies targeting the cloud-edge-IoT continuum, covering infrastructure
description, service allocation, application deployment, and semantic interoperability across distributed
environments.

2.1. Ontologies for the intent representation

Ontologies for representing and managing user intents are required for handling more and more com-
plex distributed systems. These approaches focus on understanding high-level user requirements and
translating them into low-level, actionable system configurations, allowing automated decision-making,
policy enforcement, and adaptive system behavior. Several ontologies have been proposed to model
different aspects of an intent, including its representation, refinement, and lifecycle management.

Several works adopt semantic technologies to support intent representation and refinement in network
management. In [5], a knowledge graph-enabled architecture called KID combines semantic modeling
with a digital twin of the network, allowing user intents, network status, and policies to be represented
within a unified knowledge graph and validated before deployment. Similarly, [17] adopts a knowledge
graph-based framework that extends the TMF Intent Common Model [24] and organizes networking
information through semantic ontologies to support contextual intent reasoning within a multi-layer
Intent-Based Networking architecture.

Other works focus on translating user intents expressed in natural language into machine-actionable
representations. For instance, [21] proposes an ontology-based framework that refines natural-language
intents into structured tuples using a standardized (Domain, Attribute, Object, Operation, Result) format,
while [15] employs Natural Language Processing (NLP) techniques to construct semantic Resource De-
scription Framework (RDF) graphs that represent user requirements and translate them into automated
network actions through Software Defined network (SDN) northbound Application Programming Inter-
faces (APIs). Finally, the Oz framework [2] leverages semantic web technologies and a custom ontology
to translate declarative intents, expressed according to the TMF Intent Common Model into concrete
network configurations through rule-based reasoning.

2.2. Existing ontologies for the cloud and edge resources
The growing heterogeneity and scale of cloud-edge-IoT environments have motivated extensive re-

search on semantic models and ontologies aimed at supporting interoperability, resource management,
service allocation, and application deployment across distributed infrastructures. Several ontologies have
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been proposed to address specific challenges within the computing continuum, ranging from infrastruc-
ture description to service discovery and deployment automation.

Among the earliest efforts targeting distributed cloud-edge environments is the Edge-Cloud Ontology
(ECO) [4]. ECO focuses on IoT-based distributed systems and provides a semantic representation of
computational resources, software components, and IoT devices deployed across edge and cloud infras-
tructures. Its primary contribution lies in enabling fault detection, error handling, and service reliability
through ontological reasoning. While ECO supports adaptive behavior at the infrastructure level, it re-
mains largely resource-centric and does not explicitly model user goals or intents as first-class entities.
Extending ECO, the work on ontological modeling and clustering techniques for service allocation [13]
introduces advanced mechanisms for optimizing service placement in the loT-Edge-Cloud continuum.
By integrating clustering algorithms and hierarchical filtering strategies, this ontology supports dynamic
workload distribution while considering energy efficiency and network constraints. Although effective
for infrastructure-level optimization, this approach assumes that service requirements are already well
defined and does not address the translation of high-level user intents into executable system actions.

A complementary line of research focuses on semantic abstractions for application deployment. The
TOSCA-S ontology [25] defines semantic web technologies to enable context-aware searching, match-
making, and validation of deployment topologies. TOSCA-S is part of the SODALITE ecosystem and
targets heterogeneous cloud and High-Performance Computing (HPC) infrastructures. Similarly, the
SODALITE Modelling Layer [11] provides an integrated framework combining extended ontologies,
semantic reasoning, and an Integrated Design Environment (IDE) to simplify Infrastructure as Code and
support users throughout the application deployment lifecycle. Both approaches significantly improve
deployment automation and portability but primarily focus on how applications are deployed, rather than
on capturing why a deployment satisfies a user objective.

In the context of edge computing, EdgeOnto [10] proposes a semantic model to automate the life-
cycle of IoT services in hybrid cloud-edge environments. It introduces concepts related to IoT devices,
edge resources, and quality-of-service (QoS) requirements, enabling the discovery of suitable execu-
tion nodes. EdgeOnto emphasizes QoS-aware deployment and lifecycle management; however, it does
not explicitly represent user intents or provide mechanisms for intent decomposition and satisfaction
tracking.

Several works address semantic interoperability and service selection in cloud and multi-cloud en-
vironments. The PaaSport Semantic Model [3] targets Platform-as-a-Service (Paas) marketplaces and
aims to mitigate vendor lock-in by providing standardized descriptions of PaaS offerings and applica-
tion requirements. By extending the DOLCE+DnS Ultralite ontology, it enables semantic matchmak-
ing based on functional requirements and Service Level Agreements. Similarly, the CloudFNF ontol-
ogy [1] introduces a functionality-driven classification of cloud services, capturing both functional and
non-functional features at a fine-grained level to support service discovery and ranking in multi-cloud
scenarios. While both ontologies enhance interoperability and service selection, they focus on service
capabilities rather than on user-centric intent modeling.

The mOSAIC ontology [18], developed within the mOSAIC project, represents an early attempt to
standardize cloud service descriptions across providers by integrating concepts from the standards is-
sued by the National Institute of Standards and Technology (NIST) [19] and the Open Cloud Computing
Initiative (OCCI) [20]. Using the Web Ontology Language (OWL) [7] and OWL-S [16], mOSAIC for-
malizes Infrastructure as a service (IaaS), PaaS, and Software as a service (SaaS) offerings, including
QoS attributes and deployment models, enabling intelligent service brokering and application portability.
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Despite its comprehensive service-oriented modeling, mOSAIC does not explicitly address intent-based
interaction or intent fulfillment verification.

Finally, the aerOS Continuum Ontology [27] adopts a holistic perspective on the IoT-Edge-Cloud
continuum by providing a comprehensive knowledge model for the aerOS Meta-Operating System (OS).
It incorporates concepts from standardization such as OASIS TOSCA and is structured around three
main components: Authentication, Authorization, and Accounting (AAA), Resource Orchestration, and
Service Orchestration. While aerOS provides a system-wide semantic representation of the continuum,
it remains largely platform-centric and does not place explicit emphasis on user intent specification or
explainability.

In summary, existing ontologies offer rich semantic models for infrastructure, services, and deploy-
ment across the computing continuum. However, most of them lack explicit support for intent-based
interaction, including the structured representation of user goals, expectations, and constraints, as well
as mechanisms for translating high-level intents into executable actions and for tracking intent satisfac-
tion over time. These limitations motivate the need for a new ontology specifically designed to support
intent-based data operations across the cloud-edge continuum.

3. Scope and Requirements

After an analysis of the involved scenarios and an assessment of the information needs of stakehold-
ers operating across the cloud-edge-IoT continuum, we identified the major concerns that the ontology
should address. Figure 1 provides an overview of the different types of information identified during this
analysis, organized according to five core dimensions: Intent, User, Resource, Application, and Work-
flow. These dimensions collectively capture the full lifecycle of intent-based data operations, from the
formulation of high-level user goals to their translation into executable system actions and the subse-
quent reporting on intent fulfillment.

We identified the primary target domains for our ontology, which map to the computing continuum
ecosystem, encompassing cloud, edge, and IoT infrastructure providers, industrial manufacturing, and
data-intensive application management. Users working in these domains, including production man-
agers, maintenance technicians, application developers, and system administrators, will benefit from a
common semantic representation that bridges high-level user goals and low-level system configurations.
This representation will also support system integrators and platform providers who need to orches-
trate resources across heterogeneous infrastructures, as well as Al-based components (e.g., chatbots,
adapters) that need to interpret, translate, and operationalize user intents in a machine-readable form.
To this end, the ontology has to capture the relationships between users, their intents, the available re-
sources and applications, and the workflow components responsible for intent management, providing a
unified semantic layer that enables interoperability, traceability, and explainability across the computing
continuum.

Taking into account the described environments, we consider functional requirements dealing with the
scope of the ontology and groups of competency questions that the knowledge base should be able to
answer. The functional requirements include:

(1) Capture the concept of an intent, representing the different types of goals and requirements that
stakeholders can express, including expectations about desired outcomes, targets identifying the
subjects of the intent, and conditions defining the constraints under which the intent must be ful-
filled;
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(2) Capture the concept of intent management, including the distinction between intent owners (who
generate intents) and intent handlers (who receive and process them), as well as the capabilities
associated with each intent manager;

(3) Capture the concept of intent reports, providing mechanisms to trace how and why the system
interpreted, translated, and satisfied (or not) a user’s intent, including expectation reports, condition
reports, and target reports;

(4) Capture the concept of a user, representing individual humans and organizations that interact with
the system, along with their roles, permissions, and associated resources such as personal devices;

(5) Capture the concept of resources across the computing continuum, representing computational
entities spanning cloud data centers, edge nodes, and IoT devices, together with their intrinsic
properties such as throughput, availability, latency, and connection density;

(6) Capture the concept of applications that realize intent objectives through executable operations,
including their lifecycle status, deployment requirements, performance characteristics (e.g., band-
width, latency, packet loss rate), and dependencies;

(7) Capture the concept of the entire workflow responsible for translating natural language intents into
machine-actionable system intents, including the chatbot (for user interaction and intent clarifica-
tion), the adapter (for structured intent translation), the explainer (for intent report generation), and
the business knowledge (for storing and querying domain-specific information).

Examples of groups of competency questions that the knowledge base should be able to answer are
organized into four thematic areas, reflecting the different dimensions of intent-based data operations.

Competency questions linking intents and the cloud continuum.

(1) How can a user’s performance requirements be fulfilled using a cost-constrained combination of
edge and cloud resources?

(2) How can the system detect and adapt to changing network conditions to maintain the quality of
service for a running application?

(3) How can Al inference tasks be deployed across the cloud continuum to minimize the overall time
while satisfying energy and performance constraints?

Resource competency questions.

(1) Which edge clusters have the highest computational capabilities (in terms of GPU and CPU re-
sources) for executing computationally intensive applications?

(2) What is the most energy-efficient cluster for deploying applications with specific sustainability
requirements?

(3) What are the latency characteristics between any two edge clusters, and how do they impact data
transfer operations?

(4) Which edge clusters can provide the required bandwidth (e.g., > 20 Tbit/s) for high-volume data
transfer operations?

(5) Which edge resources utilize renewable energy sources and how does this impact their suitability
for green computing initiatives?

Application competency questions.

(1) What applications can be executed on a specific edge cluster based on its hardware capabilities and
connectivity?

O 0 J o U w N

BB B R R W WWWWwWw W W NDNDNDNDNDDNDNDNNDNDNND R R R R R R R R
o U w DR O VW 0oy U WD O vV oY U WD RO VW Yy W NP O



O 0 J o U w N

B s D D D W W W W W W W W W W NDNNNNNNNN R R R R R R e e e
o s W NP O WV ®Jd oS W R O WO Jd o0 W N P O W ®doUs W N R O

L. Balzotti et al. /

Intent User Resource
expectation, target, name, user customer-resources,
condition, report, information, role, business-resources,
intent-manager permissions entities, properties

Workflow

chatbot, adapter,
business knowledge,
explainer

Application

name, description,
application domain,
type, execution
time, status

Fig. 1. Overview of the scope of the INTENT ontology.

(2) Which application deployment configurations satisfy specific latency constraints (e.g., < 10 ms)
for real-time processing requirements?

(3) What dependencies exist between different applications in a multi-step data processing workflow?

(4) What is the energy consumption profile of different application deployment strategies across the
computing continuum?

Intent translation competency questions.

(1) How can a high-level intent like “process video data with minimal latency” be translated into
specific resource allocation and application deployment decisions?

(2) What trade-offs exist between different intent parameters (performance, cost, sustainability) when
mapping to concrete resource allocations?

(3) How can the system determine if an intent is feasible given the current state and capabilities of the
available edge resources?

These competency questions describe the ability to support intent-based data operations across the
computing continuum. Rather than focusing on specific algorithms or optimization strategies, they assess
whether the ontology provides the semantic foundations necessary to support reasoning, querying, and
decision-making in heterogeneous and dynamic environments.

Moreover, considering non-functional requirements, we deal with the general requirements or aspects
that the ontology should fulfill:

(1) Reuse existing ontologies as often as possible, in order to reduce effort and promote interoperability
with existing systems;

(2) Make the developed ontology as easy to extend as possible, supporting the addition of domain-
specific properties and classes without modifying the core structure;

(3) Ensure that the ontology remains lightweight and applicable across different industrial domains
and infrastructure configurations;

(4) Support the representation of the complete intent lifecycle, from initial natural language formula-
tion through structured translation to system-level execution and reporting, ensuring transparency,
traceability, and accountability at each stage.
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4. Ontology Reuse and Alignment

One of the core requirements of the development of the INTENT ontology is the systematic reuse of
existing ontologies. In this section, we describe the idea behind the external vocabularies adopted, the
criteria that guided our choices, and the boundaries where existing ontologies proved insufficient and
required domain-specific extensions. The concrete integration of each reused ontology into the INTENT
classes is detailed in Section 5.

Intent representation. The representation of intents required a model capable of capturing stakeholder
goals in a structured and declarative form. Among the available alternatives, the TMF Intent Ontol-
ogy (TIO) ! stood out as the most mature option, backed by an active industry consortium and already
integrated into operational management APIs. Its decomposition into Expectation, Target, and
Condition provides a clean separation of concerns that proved directly applicable to the computing
continuum setting. We adopted TIO as the structural foundation and focused our extensions on differ-
ent aspects like: the link between intents and computational resources, the explicit modeling of intent
reports, and the workflow components responsible for intent translation.

Provenance and lifecycle tracking. A recurring need across the INTENT ontology is the ability to
trace responsibility, derivation, and generation throughout the intent lifecycle. The W3C PROV Ontol-
ogy (PROV-0)? provides a domain-independent provenance model built around three primitives (en-
tities, activities, and agents) that naturally map onto several INTENT concepts: applications as activ-
ities, workflow components as software agents, and intent reports as generated entities. PROV-O was
therefore adopted as a cross-cutting vocabulary, threaded through the Application, Workflow, and
IntentReport classes as described in the following section.

User and organizational identity. Representing the actors that interact with the system required a vo-
cabulary covering both individual persons and organizational entities. FOAF? [12] was selected for indi-
vidual user identity due to its simplicity, widespread adoption in Linked Data, and minimal ontological
footprint: it provides exactly the attributes needed (name, contact, person/agent distinction) without
imposing a complex social model. For organizational actors, we complemented FOAF with the W3C
Organization Ontology (ORG)*, which supports the representation of companies, departments, and in-
stitutional hierarchies. An alternative would have been to use schema . org types (schema:Person,
schema : Organization), which offer broader coverage but carry a heavier ontological commitment
and are primarily designed for web markup rather than knowledge graph reasoning. The FOAF+ORG
combination provides the right level of abstraction while remaining compatible with existing Linked
Data identity ecosystems.

5. Ontology description

This section presents the INTENT ontology in detail. We first provide a high-level overview of its
core components and their interactions, and then describe each class individually in the subsequent
subsections. The INTENT ontology is designed around five interconnected dimensions, as introduced

! https://www.tmforum.org/resources/introductory- guide/tr292-tm-forum-intent-ontology-tio-v3-2-0/
2https://www.w3.org/T R/prov-o/

3https://spa.rontologies. github.io/foaf/current/foaf. html

4https://www.w3.org/1“ R/vocab-org/
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in Section 3: Intent, User, Resource, Application, and Workflow. Together, these dimensions provide a
formal and extensible semantic foundation for representing the full lifecycle of intent-based data op-
erations in the computing continuum, from the initial expression of a user goal in natural language to
its translation into machine-actionable instructions, execution on distributed resources, and subsequent
reporting. Figure 2 provides a high-level illustration of the ontology, showing the main classes, their
relationships, and the cardinality constraints that govern their interactions. The color coding used in the
figure corresponds to the five domains introduced in Figure 1.

Resources and infrastructure. Modeling the heterogeneous resources of the computing continuum,
from cloud data centers to edge nodes and IoT devices, required an ontology that captures both the
hosting role of resources and the dynamic nature of their properties. The SOSA ontology offers two
concepts that proved particularly fitting: sosa:Plat form, representing entities that host other enti-
ties, and sosa:ObservableProperty, representing the monitored features. Some infrastructure-
oriented ontologies such as ECO [4] and EdgeOnto [10] were evaluated but found to be too tightly
coupled to their respective domains and lacking the extensibility needed for a cross-domain ontology.
SOSA’s lightweight core, combined with its strong adoption in IoT communities, made it the most suit-
able foundation for the Resource class.

5.1. INTENT Ontology

Intents originate from Users, who express their goals and constraints in natural language.
Users own or access Resources that may participate in data operations and interact with
Applications through interfaces tailored to their needs and capabilities. Intents are fulfilled
through Applications that are executed on Resources; they are monitored and assessed through
feedback mechanisms that report on the fulfillment status.

The Resources are split into two parts: customer-resources and business-resources. The former are
the User’s specific resources (e.g., the User’s device). The latter are business resources made available
to all Users according to their roles and permissions, and they include edge and cloud resources.

The Intent is managed by intent managers: intent handlers, when they receive an intent; intent
owners, when they generate one or more sub-intents. The User, the Chatbot, and the Adapter
can all act as intent managers; the latter two are subclasses of the Workflow. The purpose of the
Workflow is to translate the intent from natural language into a more structured and machine readable
format.

The Chatbot has two primary goals: resolving ambiguities in the intent expressed by the User and
identifying missing information required for intent resolution. Both objectives can be achieved by posing
targeted questions to the User, drawing on elements of common knowledge, or leveraging information
already represented in the INTENT ontology.

The role of the Adapter is to translate the Intent generated by the Chatbot into a machine
readable format and specifying the application or the applications that need to be deployed.

The last subclass of the Work f1ow is the Explainer, whose task is to generate the intent report by
accessing the sequence of intents produced by the intent managers and by looking at the chat between
the Chatbot and the user. The report is sent to the user.

Intents may conflict with or complement other Intent s, requiring coordination and prioritization
mechanisms to ensure coherent system behavior. Resources support specific types of operations, are
managed by particular organizations, implement defined policies, and communicate with each other
through various networking paradigms. The availability and characteristics of these resources directly
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accesses to
-accesses to
0.* 1 1

[*+—executes on—|application{prov} business
' knowledge{intent}

0..*

1

consists in consists in - gjyes constraints deploys

has business knowledge

1.% 0.* 1 accesses to accesses to
business customer | intent{tio}
resource{intent} resource{intent}
| | | T
* 0
0. T 0- is sent to
allows has customer resource
generates
1 1 1 1
| permission{intent} | | user{foaf} intent manager{tio}

> Lhas permission—1J 1I 1 E

sends report:

Fig. 2. High-level illustration of the INTENT ontology. Colors correspond to domains in Figure 1.

influence the feasibility of intents and the quality of data operations that can be performed across the
computing continuum.
In the following we analyze each class of the INTENT ontology.

5.1.1. Intent

The Intent class represents the foundational expression mechanism through which goals and re-
quirements are articulated in the INTENT ontology for data operations across the computing continuum.
Intents enable a declarative approach where Users express desired outcomes, allowing the system to
determine how to achieve those outcomes based on current conditions and available resources.

The Intent class is explicitly grounded in the TIO [24], a widely recognized industry standard
for intent representation in networked and service-oriented systems. Rather than introducing a novel
intent abstraction, the INTENT ontology directly adopts the structural decomposition defined in TIO,
namely the triad of Expectation, Target, and Condition, preserving their original semantics.
This reuse is not merely conceptual but structural: Intent is modeled as a specialization and contextual
extension of the corresponding TIO concept. By maintaining this decomposition, the INTENT ontology
remains fully compatible with existing TMF-based intent management systems. The primary extension
introduced by INTENT lies not in redefining the internal structure of an intent, but in contextualizing
it within the computing continuum, with explicit links to computational resources, applications, and
workflow components that enable the translation of high-level declarative goals into executable data
operations across heterogeneous infrastructures.

Beyond TIO, the Intent enables also the tracking across intent hierarchies and supports attribution
of responsibility at each stage of the intent management process. The high-level structures of intents and
intent reports according to this ontology are shown in Figure 3.

The Intent class has the following data and object properties:
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e hasExpectation{tio}: The desired outcomes or states that should be achieved by the intent,
such as “data must be processed with high accuracy” or “storage must be encrypted”. Expecta-
tions blend qualitative descriptors with quantitative parameters that can be evaluated against actual
system performance.

e hasTarget {tio}: The subjects of the intent, ranging from specific data objects to computational
processes or infrastructure components to which the intent applies.

e hasCondition{tio}: The constraints within which the intent must be fulfilled, including tem-
poral limits, resource boundaries, or contextual requirements that shape the acceptable parameters
for intent satisfaction.

e hasIntentReport{intent}: The intent report associated with the intent, which docu-
ments how and why the system interpreted, translated, and satisfied (or not) a user’s intent. The
IntentReport is likewise aligned with prov:Entity and is generated by the Explainer
activity via prov:wasGeneratedBy{prov}. It consists of three sub-reports:

* hasExpectationReport{intent}: traces the fulfillment of each expectation.
% hasConditionReport {intent }: traces the satisfaction of each condition.
* hasTargetReport{intent}: traces the resolution of each target.

e isSentTo{intent}: Links the intent to the IntentManager that receives and processes it.

e wasDerivedFrom{intent}: Captures the refinement of a high-level user intent into sub-
intents, ensuring traceability across intent hierarchies. For example, a natural language intent ex-
pressed by a user may be progressively decomposed into more specific sub-intents by the Chatbot
and Adapter.

e wasAttributedTo{intent}: Links each intent instance to the agent (User, Chatbot, or
Adapter) responsible for its creation or modification, enabling explicit attribution of responsibil-
ity throughout the intent lifecycle.

The IntentManager{intent} represents the classes that create or modify an intent. Every intent
manager is either the owner{tio} or the handler{tio} of the intent. The owner generates the
intent, while the handler receives it, can modify it, and then creates the corresponding intent report. The
IntentManager has the property hasCapability{intent} that describes what kind of intents
the intent manager can receive and create, constraining the scope of its operational role within the intent
lifecycle.

5.1.2. User

The User class represents the diverse entities that interact with the intent-based system and initiate
operations across the computing continuum. These entities include both individual humans and organi-
zations, each with their own characteristics, preferences, and requirements that influence how intents are
formulated, interpreted, and fulfilled. The User class is aligned with foaf : Agent , reusing the FOAF
vocabulary for representing identifiable actors in a distributed system. This alignment provides a general
abstraction that encompasses both human and organizational users, and supports standard descriptive
attributes such as foaf :name and foaf :mbox.

The User class has the following data and object properties:

e name{ foaf }: The name or identifier of the user, providing unique references that distinguish one
user from another. These identifiers may include formal designations such as usernames or account
numbers, as well as informal aliases used in different contexts.
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| intent manager{tio} <—|s sentto] intent{tio}
0.4 has intent report—»
‘ owner/handler —generates—>
1 I ﬁ—

has cafability has expectation has expectatlon report

0.*

| capability{intent} | expectatlon report{tio}

has condition has target has condition report

has targ;at report

| condition{tio} | | target{tio} | condition report{tio} target report{tio}

Fig. 3. Structure of an intent and an intent report.

e mbox{foaf}: Contact email address of the user.

e Person{foaf}: Specialization of foaf:Agent used when the user represents a human in-
dividual. This subclass inherits the properties defined for foaf : Agent and provides additional
person-specific attributes such as foaf: firstName and foaf:lastName.

e Organization{org}: Specialization used when the user represents an organizational actor such
as a company, institution, or other collective entity that interacts with the system. This subclass is
aligned with org:Organization, supporting the representation of organizational stakeholders
within the same identity model.

e userInformation{intent}: Rich descriptive information about the user, including demo-
graphic data and preference settings that help personalize intent interpretation and fulfillment. This
information is subject to privacy regulations and access controls, with varying levels of visibility
across the system based on contextual factors and explicit sharing permissions.

e hasRole{intent}: The role within which the user operates, determining its capabilities and
responsibilities in the system. Roles may be organized hierarchically (e.g., administrator, opera-
tor, end-user) or according to domain-specific functions (e.g., data scientist, application developer,
business analyst).

e hasPermission{intent}: The permissions conferred by the user’s role, establishing the
boundaries within which users can formulate intents and request operations. The permission model
governs what data users can access, what operations they can request, and what resources they can
utilize, ensuring that intents are interpreted and fulfilled in accordance with organizational policies
and security requirements.

e hasCustomerResource{intent}: The user-associated resources, which are fundamentally
different from the business resources that form the infrastructure backbone. These include personal
devices such as smartphones, laptops, tablets, and other equipment through which users interact
with the system. These devices have their own characteristics, capabilities, and constraints that
may influence intent fulfillment. For example, an intent to analyze sensor data might specify that
preliminary processing should occur on the user’s smartphone to reduce data transfer costs, with
only aggregated results sent to cloud resources for deeper analysis.
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5.1.3. Resource

The Resource class represents the fundamental substrate upon which intent-based operations are
realized in the computing continuum. These resources span from centralized cloud data centers to edge
nodes and IoT devices, forming a distributed infrastructure with varying capabilities and constraints.
The conceptual modeling of these resources is crucial for intent-based data operations, as it enables the
translation of abstract intents into concrete operations that consider the specific characteristics of the
underlying infrastructure.

The Resource class is aligned with sosa:Platform from the W3C SOSA ontology, which
defines a platform as an entity that hosts or supports other entities. This alignment naturally cap-
tures the role of computational resources in the continuum as hosts for applications and data op-
erations, and ensures compatibility with existing IoT and edge computing knowledge models. In-
trinsic resource characteristics that can be monitored and evaluated at runtime are modeled using
sosa:0ObservableProperty, capturing the fact that these properties may change dynamically and
influence the suitability of a resource for intent fulfillment.

The classification of resources extends beyond simple hierarchical categorization. Resources can
be classified by their position in the continuum (cloud, edge, device), their functional purpose (com-
putation, storage, networking), their deployment model (public, private, hybrid), and their manage-
ment paradigm (centralized, decentralized, autonomous). This multifaceted classification extends the
sosa:Platform abstraction, enabling rich semantic reasoning about resource capabilities and con-
straints. Figure 4 shows possible extensions of the Resource class together with the Application
class.

The Resource class is further divided into two subclasses:

e BusinessResource{intent }: Infrastructure resources made available to all users according
to their roles and permissions. These include edge servers, cloud instances, and network infras-
tructure used for computation and communication. Business resources are managed by specific
organizations and implement defined policies.

e CustomerResource{intent}: User-owned or user-managed resources, such as industrial
machines, personal devices, or sensors. These are linked to specific users via the hasCustomer
Resource{intent} property defined in the User class (see Section 5.1.2).

The Resource class has the following data and object properties:

e Platform{sosa}: The alignment superclass from SOSA, representing an entity that hosts or
supports other entities in the computing continuum. The INTENT ontology specializes this concept
into CloudDataCenter and EdgeDevice subclasses, according to their nature and position in
the continuum.

e ObservableProperty{sosa}: Intrinsic resource characteristics that can be monitored at run-
time. These include, among others:

* hasThroughput {intent }: The amount of data a resource can process or transmit, specified
in terms of uplink and downlink throughput values.

* hasAvailability{intent }: The percentage of the resource that is available, expressed as
a range with minimum and maximum values.

* hasConnectionDensity{intent}: The number of simultaneous connections the re-
source can support.
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e consistsIn{intent}: Composition relationship linking a resource to its constituent business
resources Or customer resources.

e executesOn{intent}: Links a resource to the applications that are executed on it, connecting
the infrastructure layer to the application layer of the ontology.

e allows{intent}: Links a business resource to the permissions that regulate its usage by differ-

ent users.
throughput{intent} cloud data center{intent} edge device{intent} bandwidth{intent}
uplinkThroughput: float minBandwidth: float

downlinkThroughput: float maxBandwidth: float

unit: "ms" unit: "bps"
has throughputext

requires bandwidth

availability{intent} latency{intent}

. S resource{sosa} application{prov} . .
minAvailability: float < as availability: ; i | has latency—>] uplinkLatency: float

maxAvailability: float status downlinkLatency: float

unit: "%" [ J l unit: "ms"
Lexecutes on has acceptable packetLossRate

has connectionDensity

connectionDensity{intent} packetLossRate{intent}

minConnectionDensity: float minPacketLossRate: float

maxConnectionDensity: float maxPacketLossRate: float
unit: "%" unit: "%"

A 4

Fig. 4. Possible extension of Application and Resource classes.

5.1.4. Application

The Application class defines how the objectives of an intent are achieved through sequences of
executable operations. This component enables the mapping of high-level goals to concrete implemen-
tations that can be deployed and executed on resources across the computing continuum.

The Application class is aligned with prov:Activity from PROV-O, which defines an activ-
ity as something that occurs over a period of time and acts upon or with entities. This alignment naturally
reflects the dynamic nature of applications in the computing continuum: applications are deployed, exe-
cuted, monitored, scaled, and eventually terminated. The relationship between an application execution
and the computational resources it consumes is modeled via prov:used{prov}, while data products
generated during execution are linked through prov:wasGeneratedBy{prov}, enabling prove-
nance tracking of outputs. Furthermore, prov:wasAssociatedWith{prov} connects application
executions to the responsible agent (e.g., the User or the Adapter) that triggered deployment.

Applications progress through development, deployment, execution, monitoring, and eventual decom-
missioning phases. During each phase, specific concerns emerge that the ontology must address: deploy-
ment requirements must be matched to resource capabilities; execution status must be monitored and
recorded; dependencies between applications must be managed to ensure correct operation. Temporal
dimensions and dependency relationships are particularly significant, as data operations often follow
precise sequences with temporal and logical constraints between steps. The ontology models these as-
pects through relationships that express execution ordering, parallelism, and alternatives, enabling the
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representation of complex workflows and alternative execution strategies based on resource availability
and performance requirements.
The Application class has the following data and object properties:

e name{intent }: The name or identifier of the application.

e description{intent}: A textual description of the application’s purpose and functionality.

e applicationDomain{intent }: The domain to which the application belongs, providing con-
text for intent resolution and resource matching.

e type{intent}: The type of the application, characterizing its nature and operational category.

e executionTime{intent }: The expected or actual execution time of the application, relevant
for matching temporal constraints expressed in intents.

e status{intent}: The current lifecycle status of the application (e.g., deployed, running,
stopped), including performance metrics and resource consumption indicators such as energy con-
sumption per hour.

e executesOn{intent }: Links the application to the resource(s) on which it is executed, con-
necting the application layer to the infrastructure layer of the ontology.

e deploys{intent}: Links the intent to the application(s) that are deployed to fulfill it.

e used{prov}: Connects the application execution to the computational resources it consumes,
enabling provenance tracking of resource usage.

e wasAssociatedWith{prov}: Links the application execution to the responsible agent (e.g.,
User or Adapter) that triggered the deployment.

e wasGeneratedBy{prov}: Links data products generated during execution back to the applica-
tion activity, enabling provenance tracking of outputs.

The Application class can be further extended with performance-related classes that specify the
kind of performance an application may exhibit according to the Intent. As shown in Figure 4, these
extensions include:

e hasLatency{intent}: The uplink and downlink latency of the application, expressed in mil-
liseconds.

e requiresBandwidth{intent }: The minimum and maximum bandwidth required by the ap-
plication, expressed in bits per second.

e hasAcceptablePacketLossRate{intent }: The acceptable range of packet loss rate for
the application, expressed as a percentage.

These performance properties allow an Intent to specify concrete thresholds or ranges for applica-
tion performance parameters, enabling the system to match intent requirements with application capa-
bilities during the resolution process.

5.1.5. Workflow

The Workflow class acts as an organizational container that groups the components responsible for
progressively translating a natural language intent into a machine-actionable system intent. The Work-
flow serves as a compositional structure linking four components via dedicated properties: hasChatbot,
hasAdapter, hasExplainer, and hasBusinessKnowledge. Each component is an autonomous software
agent (aligned with prov:SoftwareAgent) that plays a distinct role in the intent lifecycle, from initial
user interaction to structured translation and explanation generation.
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Business Knowledge. The BusinessKnowledge class plays a central role in the Workflow ar-
chitecture, acting as a shared knowledge repository that stores all relevant information in knowledge
graphs and databases. Its implementation supports integration with the other Work f1ow components:
the Chatbot accesses it to retrieve contextual information during User interaction, the Adapter
queries it to inform the generation of system intents, and the Explainer consults it to produce mean-
ingful intent reports.

The design process begins with the analysis of structured and unstructured data from the business
domain. The extracted information is then transformed into a domain-specific knowledge graph tailored
to each use case. These graphs capture relevant entities, their attributes, and semantic relationships,
enabling advanced reasoning and intent-based operations.

The BusinessKnowledge class exposes the following capabilities:

e dataUpload: Allows Users to import data supporting custom ontologies, enabling the knowledge
base to be populated with domain-specific information relevant to intent resolution.

e sparqlQuerying: Enables Users and Workflow components to explore the knowledge graphs
using SPARQL queries, supporting not only the retrieval of specific data but also the execution of
insert, update, and delete operations according to the User’s permissions.

e automaticlnsightGeneration: Uses semantic analysis to extract meaningful patterns and actionable
insights from the knowledge graphs, including identifying central concepts, frequent relationships,
and potential anomalies.

Chatbot. The Chatbot class is the user-facing component of the Work f1ow, responsible for un-
derstanding the natural language request of the User and mapping it internally into a more structured
format. Through dialogue, the Chatbot guides the User in expressing the intent and identifying the
parameters relevant for its resolution. If some information is missing, the Chatbot continues the dia-
logue until all required information related to the intent is available, guiding the User in the complexity
of data and processes.

The Chatbot class is aligned with prov:SoftwareAgent from PROV-O, reflecting its nature
as an autonomous software component that acts on behalf of users within the intent lifecycle. The re-
lationship between the User and the Chatbot is captured via prov:actedOnBehalfOf{prov},
expressing that the Chatbot operates as a proxy for the user during the intent clarification process.

The Chatbot class has the following object properties:

e accessesTo{intent}: Links the Chatbot to the BusinessKnowledge it accesses to re-
trieve contextual information supporting the conversation and intent resolution.

e actedOnBehalfOf {prov}: Captures the delegation relationship between the Chatbot and
the User on whose behalf it operates, enabling provenance tracking of responsibility within the
intent lifecycle.

The internal architecture of the Chatbot is composed of three components:

e dialogEngine: Drives the dialogue with the Usexr and is responsible for identifying the intent. It
leverages the NLU component to understand natural language requests, retrieves relevant knowl-
edge from the BusinessKnowledge class, and accesses information indexed in the Vector Store.
It manages the conversational context and generates answers for the user.

e nlu: The Natural Language Understanding component, responsible for understanding each question
or request from the User. It extracts parameters from the request, identifies missing information,
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and provides the processing needed to understand the overall conversation and generate a more
structured intent.

e vectorStore: Stores and indexes vector representations of the information relevant for driving the
conversation, supporting efficient retrieval of semantically similar content during dialogue.

o llmServices: External Large Language Model services (e.g., Azure OpenAl) used for understanding
User requests and generating natural language answers.

Adapter. The Adapter class is the component of the Work £ 1ow responsible for translating the clar-
ified natural language intent produced by the Chatbot into a concrete, machine-actionable system
intent. It consists of a multi-agent architecture where each module is a group of agents working together
to solve a sub-task. The two main modules are the knowledge extractor, based on a Retrieval-Augmented
Generation (RAG) assistant, and the system intent generator. The RAG assistant retrieves context rel-
evant to the system intent generation from the BusinessKnowledge, which is then passed to the
system intent generator to produce the final system intent.

Like the Chatbot, the Adapter class is aligned with prov:SoftwareAgent from PROV-O,
reflecting its role as an autonomous software component that acts on behalf of users within the in-
tent lifecycle. Additionally, the structured system intent produced by the Adapter is modeled as a
prov:Entity generated via prov:wasGeneratedBy{prov}, ensuring provenance tracking of
the translation process.

The Adapter class has the following object properties:

e accessesTo{intent}: Links the Adapter to the BusinessKnowledge it queries to re-
trieve contextual information needed for the translation of intents into system-level actions.

e actedOnBehalfOf {prov}: Captures the delegation relationship between the Adapter and
the User on whose behalf it operates during the intent translation process.

The internal architecture of the Adapter is composed of two modules:

e knowledgeExtractor: Handles the retrieval of external knowledge from the BusinessKnowledge
to provide context for the intent translation task. This module is implemented as a multi-agent work-
flow where Al agents collaboratively identify the relevant information stored in the knowledge base
that is pertinent to the intent being processed.

o systemIntentGenerator: Converts the natural language intent into a concrete, machine-actionable
system intent. Its goal is to produce an output that can directly trigger the correct system behavior,
such as invoking the appropriate API or launching the correct application. The system intent gener-
ator ensures that the final system intent is precise, executable, and aligned with the capabilities of
the underlying infrastructure.

Explainer. The Explainer class is the component of the Work £f1ow responsible for generating the
intent report by accessing the sequence of intents produced by the intent managers and by analyzing
the interaction between the Chatbot and the user. It leverages Generative Al under a multi-agent
architecture to achieve extensible explanations that support semantic interoperability across different
types of logs and intent reports. The multi-agent approach allows different specialized agents to handle
distinct tasks, such as intent parsing, log analysis, code generation, invocation of external tools, and
explanation generation, while collaborating to produce integrated, high-level insights.

Like the Chatbot and the Adapter, the Explainer classis aligned withprov: SoftwareAgent

from PROV-O. The IntentReport produced by the Explainer is modeled as a prov:Entity
generated via prov:wasGeneratedBy{prov}, ensuring full provenance tracking of how and
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why a user’s intent was interpreted and fulfilled. The report is then sent to the User via the
sendsReport {intent} property.
The Explainer class has the following object properties:

e accessesTo{intent}: Links the Explainer to the BusinessKnowledge it consults to
retrieve contextual information needed for generating meaningful explanations.

e actedOnBehalfOf {prov}: Captures the delegation relationship between the Explainer and
the User on whose behalf it produces the intent report.

e sendsReport{intent}: Links the Explainer to the User to whom the generated intent
report is delivered.

The Explainer supports several core capabilities. It can parse user intents expressed in the TMF
format using Turtle RDF [26], enabling semantic understanding of structured intent representations. It is
also able to analyze system log files to determine whether intents have been fulfilled. Through its multi-
agent system, the Explainer generates structured explanations as part of the intent reports, which are
then made accessible to stakeholders via a web-based interface.

The internal architecture of the Explainer relies on a set of specialized agents that contribute to a
structured processing pipeline consisting of four stages:

e intentParsing: Extracts user objectives and associated success metrics from the intent definitions.
This stage is handled by the Intent Parser Agent, which processes intents expressed in Turtle RDF
format.

e logAnalysis: Identifies relevant log entries and system behaviors associated with the declared in-
tents. The Log Analysis Agent can integrate different log analysis strategies depending on the type
of system logs, including code generation to parse log files, invocation of existing tools, or employ-
ment of Machine Learning models.

e outcomeDetermination: Evaluates whether the specified intents have been successfully fulfilled,
based on the metrics extracted during intent parsing and the events observed during log analysis.

e explanationGeneration: Compiles the results from the previous stages into an interpretable, struc-
tured explanation tailored for stakeholder understanding. The Explanation Generator Agent pro-
duces human-readable reports that document the fulfillment status and rationale for each intent.

6. Validation

To validate the proposed ontology, we adopt an evaluation based on a real industrial scenario pro-
vided by FILL GmbH. This scenario involves users owning different types of machines, each supporting
specific services that must be deployed through dedicated containers. The available information about
machines, services, containers and users is provided both as unstructured textual descriptions and struc-
tured data. Each service produces specific data outputs for the user, and the correct deployment depends
on the compatibility between the requested service and the machine type.

In this context, users may either ask for the execution of a specific service or describe what information
they need about a machine. The goal of the ontology is to represent users, machines, services, containers,
and their relationships in a unified model, allowing the system to verify whether a given intent can be
satisfied and, if so, to identify the appropriate service and the corresponding container deployment.

The validation is performed by modelling the industrial scenario in the ontology and testing a set of ten
representative intents covering different combinations of machines, services, and information requests.
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The results are evaluated using standard information retrieval metrics, namely precision and recall, in
order to assess the correctness of intent interpretation and the accuracy of the selected service—container
configurations.

6.1. FILL case study

FILL is an international machine engineering company that manufactures high-tech systems and cus-
tom manufacturing solutions for metal, plastics and wood for different industries, e.g., automotive,
aerospace, sports, construction, and special machinery [8]. FILL’s customers (from now on referred to as
customers) acquire these machines to produce different components. These machines can be equipped
with specific digital services offering distinct functionalities to better understand the manufacturing pro-
cess, identify and mitigate problems and find optimization potential. These services include recording
alarms and messages and reporting major issues, analyzing tool wear or process stability. Many of these
services enable a structured analysis of machine performance and condition, as well as continuous mon-
itoring.

FILL’s digital portfolio offers a wide variety of services, from which some were chosen for the vali-
dation of the developed methodology, as detailed in Table 1. Some of these services can be run on any
type of machine, while others are specific to certain machines only as reported in Table 2. Each service
consists of different amounts of components that differ between none, one, or 13 components (C1 to
C13, due to anonymization policies), as shown in Table 3. To run a service, some specific containers
are required, which depend on the pair (component, machine), see Table 4. Each service can be called
through a specific API.

6.2. INTENT Ontology Application

In this subsection we map the INTENT ontology to the FILL real-world scenario.

e User: Production managers, maintenance technicians, plant operators who own/manage specific
industrial machines.

e Permission: Users can deploy and manage services only on machines within their assigned pro-
duction lines or maintenance zones.

o Business resource: Edge servers, cloud instances, and network infrastructure used for computation
and communication with users.

e Customer resource: machines owned/managed by specific users.

e Application: Services, product components, and containers that can be deployed on machines.

e Status: Indicates if the service is deployed/running/stopped, performance metrics, energy consump-
tion per hour.

e Intent: Structured request with Expectations (performance targets), Targets (specific machines,
services, application, action), Conditions (time, resource, cost constraints).

o Intent manager: Who creates the intent (intent owner) or the system component that receives and
processes it (intent handler).

e Chatbot, Adapter, Explainer: These components remain consistent across all use cases.

e Business Knowledge: Machine and services information.
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Service

Description

Prod Data

records all components and the process steps are analyzed. Occurred messages and the
tool usage of each component are displayed to provide transparency in the production
data.

Machine State

provides an overview of the production. The machine status can be called up at any
time, allowing workflows to be optimized.

Energy Tracker monitors media consumption and ensures early detection of production changes and
leaks that might otherwise go undetected.
KPI Analyzer provides information on the utilization of a machine in a defined period. The analysis

provides insights into utilization and efficiency, identifying bottlenecks or optimization
potential.

Alarm Analyzer

records all alarms and messages and identifies the main messages. Actual machine prob-
lems can thus be identified.

Data Xplorer

allows manual analysis of all recorded data. Any questions can thus be clarified inde-
pendently.

Program History

automatically records every machining program (i.e., a system to automatically control
a machine) program change. The possibility of analysis and tracking provides more
transparency and control.

G-Code Analyzer

analyzes the G-code (i.e., a machine language to control machines and to define move-
ments and positions) of all components. Optimization potential is suggested to effec-
tively reduce cycle time.

Thermo Stability

detects the constant temperature range for efficient production. This saves time and
reduces scrap due to a shorter warm-up phase.

Tool Performance

analyzes tool wear. You can determine the condition when replacing tools or compare
wear among tools of the same type.

Logbook logs component changes of motors, spindles and ball screws. In addition, every machine
crash is recorded, including the program run.
Fingerprint Test runs generating the specific machine performance indicator. This allows to detect
changes over time and check successful installation after component replacement.
Table 1
FILL’s services description.
Services Machinel | Machine2 | Machine3 | Machine4 | Machine5 | Machine6 | Machine7
Prod Data X X X X X X
Machine State X X X X X X X
Energy Tracker X X X X X X X
KPI Analyzer X X X X X X X
Alarm Analyzer X X X X X
Data Xplorer X X X X
Program History X X X X
G-Code Analyzer X X X
Thermo Stability X X X
Tool Performance X X X X X
Logbook X X X X
Fingerprint X X X
Table 2

Which services can be run on machines.
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Services

PC1

PC2 | PC3

pPC4

PC5 | PC6 | PC7

PC8

PC9

PC10

PC11 | PC12

PC13

Prod Data

Machine State

Energy Tracker

>

KPI Analyzer

Alarm Analyzer

Data Xplorer

Program History

G-Code Analyzer

Thermo Stability

Tool Performance

Logbook

Fingerprint

user{foaf}

Table 3

Product component required by services in Table 1.

customer
resource{intent}

|

AV

application{prov}

AV

machine{intent}

| service{intent}

1.4

owns —»|
name/ID

name/ID
machine type
IP address

[_ u;1 :u_ser _]

l_name = Pablo_J

owns

machine 1: machine B

name = MA-01

| machine type = Machine2

IP = 192.168.10.002

L ="

6.3. FILL’s intents

o

description

name/ID

status

product

..+ component{intent}

container{intent}

3 name/ID
status

runs on

Fig. 5. Extension of INTENT ontology to FILL Company.

[_ u;z;er _]

name = Mary
L _

OWHSJ —EOWHS

.

-——'— —

machine 2: machine 1 machine 3: machine 1

-

—l name = MA-02 —l name = MA-03 —l
| machine type = Machine6 | | machine type = Machine?
IP = 10.2.45.02 IP = 10.2.45.01
G Y O |

Fig. 6. Three instances of User class.

—

[_ u;&u_ser _]

e - pnve |

owns

machine 4: machine B

name = MA-04

.

| machine type = Machine7

IP = 192.168.8.002

|

In the most common scenario, a customer wants to obtain information about a specific machine and
about which services can monitor the production process. Specifically, to address observed problems
or discrepancies in the manufacturing process, specific services to identify the underlying problem are
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Machine type
PC Container | 1&3 | 2&4 | 5 | 6 | 7 Machine type
C1 X X X | X | X PC Container | 1&3 | 2&4 | 5 | 6 | 7
Cc2 X X X | X PC6 C23 X X X | X | X
C3 X X C24 X | X
C4 X X C25 X X X | X | X
PCI C5 X X X | X | X PCT C26 X X X | X
C6 X | X Cc27 X | X | X
C7 X C28 X | X
C8 PC8 C29 X X X[ X | X
C9 PC9 C30 X X X | X | X
Cl10 X | X C31 X X | X
Cl1 X X X | X | X C32 X X
Cl12 X X X | X C33 X X | X
C13 X C34 X X | X
pe2 Cl4 X Pclo C35 X | X
Cl15 X | X C36 X
Cl6 X C37 X | X
PC3 Cl17 X X X | X | X C38 X | X
Ci18 X | X PC11 | C39 X X X | X
PC4 C19 X X X | X | X PCI2 C40 X X
C20 X | X C41 X X
PC5 C21 X X X | X | X PC13 | C42 X X X
C22 X | X
Table 4

Containers required by product components.

looked for. Below, some examples of intents and competency questions are provided.

I fear I have some leakage in machine MA-01 and want to analyze the process.

No changes in the machining programs should be unnoticed for MA-02.

Tools should be replaced based on their condition for MA-02.

I want to optimize the G-Code on machine MA-05

My machine has IP address 192.168.8.002. I want to deploy service MACHINE STATE.
I want to detect vibrations on machine MA-03.

There are a lot of messages on machine MA-04 and I want to have them all analyzed.

While these intents are reported in a fully specified form for clarity and reproducibility, real users
rarely express requests by explicitly mentioning machine identifiers, IP addresses, or service names, es-
pecially if they own only one machine. In practice, user intents are often incomplete and underspecified,
relying on the system to infer the missing contextual information.

To reflect this realistic interaction pattern, we only consider the following ten user-centric intents,
expressed without explicitly referring to machines or technical parameters:

e User 1: I want to analyze possible leakages.

e User 2: I fear I have some leakage in my machine MA-02 and want to analyse the process.
e User 2: No changes in the machining programs should be unnoticed for MA-02.

e User 2: Tools should be replaced based on their condition for MA-02.
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User 2: Tools should be replaced based on their condition for MA-03.

User 2: [ want to optimize the G-Code on my machine MA-03.

User 1: I want to optimize the G-Code.

User 1: I want to deploy service MACHINE STATE.

User 3: I want to detect vibrations in my machine.

User 3: There are a lot of messages on my machine. I want to analyze them.

At the textual level, there is the possibility that some of these intents are identical. However, they
can correspond to different operational contexts, as each user owns or manages a different machine
characterized by a specific type and a different set of supported services.

The information required to disambiguate and operationalize these intents is retrieved from the knowl-
edge graph instantiated using the INTENT ontology, as illustrated in Figure 6. By querying the knowl-
edge graph, the system can infer which machine is associated with the requesting user, determine the
machine type, and identify the services, components, and containers that are compatible with that ma-
chine.

As a consequence, even when two users express the same high-level intent, the INTENT ontology
enables the system to enrich the intent with the missing contextual information. This enrichment process
allows the intent management workflow to assess whether the intent can be satisfied and to derive a con-
crete system-level intent specifying the appropriate applications and containers to deploy. This example
highlights the role of the ontology as a layer between user intents and system-level execution. Rather
than requiring users to explicitly specify all technical details, the ontology enables intent resolution by
exploiting contextual knowledge encoded in the knowledge graph, thereby supporting incomplete or
underspecified user requests. An example about how our pipeline works is reported in Figure 7.

6.4. Evaluation

6.4.1. Evaluation metrics

With the aim of validating both the INTENT ontology and the Work £ 1ow pipeline, appropriate eval-
uation metrics are required. Since the main output for the FILL use case consists of the deployment of a
set of containers, we adopt standard information retrieval metrics such as Precision and Recall.

e Precision measures the proportion of correctly deployed containers with respect to the total number
of containers deployed in order to fulfill the intent. It quantifies the accuracy of the deployment
process by indicating how many of the selected containers are actually relevant.

e Recall measures the proportion of correctly deployed containers with respect to the total number of
containers that should have been deployed in order to fulfill the intent. It evaluates the completeness
of the deployment by indicating how many relevant containers are successfully selected by the
Workflow pipeline.

Let GT denote the ground truth, i.e., the set of containers that are strictly necessary to fulfill the
intent, and WO the workflow output, i.e., the set of containers deployed by the Work f1low. Precision
and Recall are defined as:

IGT N WO|
(WOl

IGT N WO

Recall =
, eca GT|

Precision =

; ey

when |GT| = 0, Recall is always 1, while Precision = 1 if [WO| = 0, and Precision = 0 if [WO| > 1.
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[_ target{tio} [_ target{tio} [_ target{tio}
|_Iwanttoanalyze possible 7 run service PROD DATA on |_run containers C1,C2,C3,C4,C5, 7
&akages Lmachine MA-01 LCZS,C25,026 on machine MA-01
Y I Y
[_condition{tio}_] : [_condition{tio}_] : [_condition{tio}_] :
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[_ intent 1{tio} _] [_ intent 2{tio} _] [_ intent 3{tio} _]
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- | —v___ - | _*_ -
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| | | | |

N _ -
[_ user{foaf} _] r_chatbot{intent} adapter{intent}

[ name:Peplo | L L

Fig. 7. Workflow example for processing the first intent.

6.4.2. Evaluation results

The evaluation was implemented with a DSPy [14] ReAct agent with access to two tools, that query
the knowledge graph for the service descriptions or the containers needed to deploy the service of interest
to the customer’s machine. The agent uses GPT-5 mini to power its decisions. The evaluation results for
all intents in the FILL use case are reported in Table 5, which summarizes, for each intent, the ground
truth container set, the workflow output, and the corresponding precision and recall values.

The results highlight the impact of the INTENT ontology on the intent fulfillment process. Despite
identical or highly similar user intents, the Work f1ow is able to generate different container selections
by leveraging contextual information retrieved from the knowledge graph. This contextual information
includes, among others, the machine associated with the user, the machine type, and the set of services
and components compatible with that machine.

As a consequence, precision and recall values vary across intents depending on the underlying ma-
chine characteristics, available services, and compatibility constraints inferred through the ontology. In
some cases, the Work £ 1 ow prioritizes completeness, achieving high recall at the cost of deploying addi-
tional containers, while in others it favors accuracy, resulting in higher precision but lower recall. These
variations reflect different trade-offs in the intent fulfillment process rather than failures of the approach.

Overall, the results demonstrate that the proposed INTENT ontology actively supports the resolu-
tion of underspecified user intents into executable system actions. By exploiting semantic relationships
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Intent Set Containers |Containers| Prec. Rec.
Intent 1 Ground Truth C1,C2,C3,C4,C5,C23,C25,C26 8 - -
Workflow Output C1,C2,C3,C4,C5,C23,C25,C26 8 1.0 1.0
Intent 2 Ground Truth C1,C2,C5,C6,C7,C10,C23,C24,C25,C26,C27,C28 12 - -
Workflow Output C1,C2,C5,C6,C7,C10,C23,C24,C25,C26,C27,C28 12 1.0 1.0
Intent 3 Ground Truth C1,C2,C5,C6,C7,C10,C11,C12,C15,C16,C17,C18,C30 13 - -
Workflow Output  C1,C2,C5,C6,C7,C10,C11,C12,C15,C16,C17,C18,C30 13 1.0 1.0
Intent 4 Ground Truth C11,C12,C15,C16,C17,C18,C21,C22 8 - -
Workflow Output C11,C12,C15,C16,C17,C18,C21,C22 8 1.0 1.0
Ground Truth Cl11,C12,C17,C21 4 - -
Intent 5
Workflow Output Cl11,C12,C17,C21 4 1.0 1.0
Intent 6 Ground Truth C31,C32,C33,C34,C39 5 - -
Workflow Output C31,C32,C33,C34,C39 5 1.0 1.0
Intent 7 Ground Truth 1] 0 - -
Workflow Output 0 0 1.0 1.0
Ground Truth C23,C24 2 - -
Intent 8
Workflow Output C23,C24 2 1.0 1.0
Ground Truth 1] 0 - -
Intent 9
Workflow Output 1] 0 1.0 1.0
Ground Truth C29 1 - -
Intent 10
Workflow Output C29 1 1.0 1.0
Table 5

Evaluation for all intents in the FILL use case. Ground Truth (GT) and Workflow Output (WO) are represented as container

sets. Precision (Prec.) and recall (Rec.) are computed per intent.

encoded in the knowledge graph, the Workflow can adapt deployment decisions to heterogeneous
machines and configurations, even when user intents are expressed in a minimal and high-level form.

7. Conclusions

In this paper we describe the INTENT ontology for specifically dealing with intent-based data op-

erations in the computing continuum. The computing continuum is a unified view of cloud, edge, and
devices as one coordinated computational fabric. Intent-based data operations can provide a powerful
tool to bridge human stakeholders, data, and Al. In this context, machine-readable shared knowledge is
crucial to turn data systems into proper reasoning agents. The INTENT ontology represents a flexible
way to store and organize such knowledge and to increase trust and governance of connected systems.
We also describe validation results from a real-world industrial application, showing how an intent man-
ager agent can use INTENT ontology to accurately interpret users’ natural language intents and translate
them into machine-operable actions in the computing continuum.
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