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Abstract. Consistency, i.e. the degree to which a system, process, or its results produce similar outcomes when repeated under
identical or different conditions, is a critical concern in knowledge engineering (KE). This is particularly the case given the
increasing reliance on Large Language Models (LLMs) in various tasks. This paper introduces CoLLM, a framework designed
to assess whether a system or process produces consistent results in LLM-based KE tasks through three tests: (1) the LLM
Repeatability Test, which evaluates the level of stochasticity or non-determinism of LLMs in existing studies; (2) the LLM
Update Impact Test, which examines the effect that LLM updates may have on results; and (3) the LLM Replacement Test,
which explores the effect of using alternative LLMs to perform the same study. Through 59 different experiments taken from five
separate, recent studies, and leveraging various LLMs and datasets, we investigate the consistency of the results to empirically
validate the reliability of the original findings for each study. Our investigation shows that in the majority of cases (81.4%), a
consistent behaviour with respect to the original studies can be observed, despite some variability across the individual outputs.
Additionally, in some cases, changing the choice of LLM can result in a consistent improvement across different metrics. These
results demonstrate the viability of the proposed framework in general to assess the consistency of LLM-based KE tasks.
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2 M.J. Saeedizade et al. / A Framework for Assessing LLM Consistency in Knowledge Engineering
1. Introduction

Scientific studies have long been the primary way to disseminate research efforts, with experiment reliability
serving as the backbone of scientific inquiry [53]. An essential indicator of the trustworthiness of scientific research
is the ability to repeat its evaluation and arrive at the same conclusions, assuring that the results are reliable. Thus,
trustworthiness in scientific research refers to the credibility of findings and adherence to rigorous standards that
ensure transparency in experimental setups and modeling [28]. Martin Fleischmann and Stanley Pons [29] showed
how scientific trustworthiness relies on transparency, as findings must be verifiable by independent researchers.
Beyond that, for an experiment to be reliable, its method and results need to be reproducible, replicable, repeatable
and re-evaluable [86]. While reproducibility traditionally refers to obtaining the same computational results using
identical input data, methods, and conditions, its definition varies across disciplines, often leading to ambiguity [58].
In this context, the wider term of Consistency is meant to define the characteristic of a system, process, or its results
to produce the same outcome when repeated under identical or comparable conditions.

The importance of consistency in scientific research extends beyond traditional experimental sciences and into
the realm of contemporary computer science. In recent years, the growing reliance on Large Language Models
(LLMs) [44] for tasks in the knowledge engineering field has further underscored the need for dependable and
consistent results. In fact, LLMs often lack transparency in their decision-making processes. This inherent opacity,
along with their sensitivity to minor changes in prompts or parameters, can result in significant variability in
outputs. While these models have shown considerable potential in advancing various computational tasks, their
performance can fluctuate due to factors such as model architecture, training data, hyperparameters, and deployment
environments. Furthermore, this non-determinism, or stochasticity resulting from different models results in a “built-
in” consistency problem that can produce different answers to the same questions.

In the field of knowledge engineering LLMs have been increasingly applied to automate and improve core
tasks, including: ontology learning, the automatic extraction of ontological elements from textual data to construct
an ontology [8, 9]; ontology generation, the creation of ontologies from natural language descriptions using
LLMs [47, 48, 76]; ontology matching, the automated discovery of correspondences between entities across different
ontologies [8]; and ontology requirement reverse engineering, the generation of competency questions that an
ontology must answer, using the ontology itself as input [2, 72].

As these applications expand, the challenge of ensuring the consistency of results has become increasingly urgent.
This is evident in the numerous special issues that have been organised by Semantic Web venues such as the
Semantic Web Journal! and conference tracks on LLM-dependent tasks, designed to foster discussions that focus
on empirical analysis or LLM-specific approaches.” The necessity of benchmarking common Semantic Web tasks
from the perspective of LLM-driven systems has thus evolved from a desirable to an essential requirement, making
research in this area more critical than ever [1, 4, 6, 66, 71, 80]. This requirement has become even more compelling
as new, specialized LLMs are introduced or existing ones are deprecated over time, highlighting the need for studies
to generalize existing research findings. To conclude, studying consistency in the context of Semantic Web tasks is
essential for setting new standards for LLM-based research, ultimately reinforcing trust in the reliability of LLM
results.

Recent trends in LLM and Knowledge Graph (KG) research suggest that many methods exploit LLMs to
support various tasks [45]. However, a reliance on the use of commercial LLMs such as OpenAl’s GPT-4 [61],
which are accessible only through black-box APIs, can present several distinct challenges [42]: (1) Deprecation
— What if the API provider deprecates access to a particular model? (2) Licensing — How might the variability
of licensing restrictions impact the researchers’ or organizations’ ability to use these models? (3) Updates — If
the model parameters are updated or a new version is launched, will existing methods still perform as intended?
Beyond the challenges of model updates and deprecations, LLM outputs are also influenced by factors such as
prompt sensitivity, temperature settings, and latent prompt bias. Even minor rephrasing of prompts can lead to
substantial output variations, making consistency difficult to ensure in automated knowledge engineering tasks [74].

Thttps://www.semantic-web-journal.net/
2For example, ESWC (https://2024.eswc-conferences.org/), EKAW (https://event.cwi.nl/ekaw2024/cfp.html), ISWC (https://iswc2024.
semanticweb.org/), etc.
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Furthermore, as black-box APIs can obscure model modifications, researchers may unknowingly use an updated
version without there being any documentation of underlying changes. These challenges highlight the urgency of
establishing clear consistency assessment criteria for LLM-driven research. A robust consistency framework in the
Semantic Web domain is therefore essential to mitigate these challenges, given the field’s dependence on enriching
human-readable web data with machine-readable annotations [14].

Inconsistencies in LLM-generated knowledge structures can significantly impact real-world applications such
as automated ontology alignment [62], knowledge graph completion [17], and ontology-based knowledge
representations [7]. For example, if an LLM provides different entity classifications or relation extractions across
multiple queries, downstream systems relying on these outputs may exhibit unpredictable behavior. In high-stakes
domains such as biomedical informatics [19, 59], inconsistent knowledge representations could lead to erroneous
conclusions, reinforcing the necessity of rigorous consistency evaluations in LLM-driven knowledge engineering. In
this study, we propose the Consistency of Large Language Models in Knowledge Engineering (CoLLM) framework,
which investigates the consistency of results of different studies by the Semantic Web research community that
exploit LLMs. The motivation for our work is to answer the question: “How can we assess the consistency of the
results of KE practices that make use of LLMs?” In particular, the CoLLM framework addresses three core aspects
of consistency, assessed through the following tests:

— Test 1: LLM Repeatability Test: What is the extent of the stochasticity or non-determinism of the results of
previous scientific studies?

— Test 2: LLM Update Impact Test: To what extent do updates of LLMs affect the results of existing studies?

— Test 3: LLM Replacement Test: To what extent does an alternative LLM achieve similar performance to those
used in previous studies, or are certain studies dependent on a specific LLM?

To establish a solid empirical foundation for CoLLM, this framework was used to validate the findings of prior
LLM-based research, resulting in the evaluation of 59 experiments drawn from five studies published within the
past two years. These studies were chosen based on their architecture, and reported state-of-the-art performance.
Furthermore, the LLMs considered encompass the BLOOM family [87], Meta Al’'s LlaMA family [79], Google’s
Flan-T5 [18], the OpenAl GPT family [61], and the Mistral family of models [40]. Our main contributions include:

— CoLLM as a conceptual framework for the investigation of the consistency (in terms of LLM repeatability,
LLM update impact, and LLM replacement) of the results obtained from using LLMs in KE;

— A thorough empirical evaluation® of the consistency of the findings of five selected research studies, and
important knowledge on the trustworthiness of earlier reported results.

The remainder of this paper is structured as follows: Section 2 reviews related work, while Section 3 describes
the CoLLM framework, including its terminology, evaluation tests, and metrics. Section 4 presents the selected
studies used to evaluate CoLLM, and Section 5 explains the experimental methodology. The results are reported
in Section 6, and the key findings are discussed in Section 7. Section 8 outlines the limitations of our work, and
Section 9 describes directions for future research. Finally, the paper concludes in Section 10.

2. Background and Related Work

This section presents both the background, and related work for our research: it starts by addressing definitional
aspects of reproducibility and consistency; frameworks and empirical studies are then surveyed that evaluate LLM
behaviour across models, versions, and prompts, initially for knowledge engineering, and subsequently for NLP
benchmarking and ML testing.

3The source code with templates and datasets per study is publicly available on https:/github.com/HamedBabaei/CoLLM.
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Table 1
Definitions of related terms in the literature.
Term Definition Synonyms/Notes Citations
Reproducibility | Obtaining consistent computational results using the Often used interchangeably with [13, 58,77, 86]
same methods, code, and steps, or obtaining a consistent consistency.
response from an LLM after repeating a question.
Repeating an Re-execution of an experiment by the same team with Used as a synonym of reproducibility. [20, 86]
experiment identical software, parameters, and data.
Reproducing an | Execution of an experiment by a different team using the Used as a synonym of reproducibility. | [23, 64, 86]
experiment same setups, parameters, and data.
Replicating an Independently performing an experiment with different Used as a synonym of reproducibility. [75, 86]
experiment software or implementations on the same dataset.
Reevaluating Performing an experiment independently using a different | Used as a synonym of reproducibility. | [86]
dataset.
Consistency The degree to which a system, process, or result exhibits Sometimes used interchangeably with [50, 60, 81, 82,
the consistent behaviour over multiple trials. reproducibility; can be split into 84]
quantitative and qualitative aspects.
Quantitative The ability to replicate the same numerical scores or Focuses on numerical reproducibility. [21]
Consistency values through repeated experiments.
Qualitative Achieving outcomes that are logically sound and align Particularly critical for KE tasks given | [21]
Consistency with findings reported in prior studies. LLMs’ non-deterministic behaviour.

2.1. Background

The recent success of LLMs on different tasks of natural language processing [15, 55] has attracted significant
attention from the research community. Various efforts in knowledge engineering (KE), such as ontology
generation [47, 48, 76], ontology matching [37, 38, 69], and the retrofitting of competency questions [2, 3, 5], have
integrated LLMs into their workflows, showing promising results. In this context, the need to benchmark knowledge
engineering tasks that exploit LLMs has also become a crucial area of study [1, 6, 66, 71, 80]. Indeed, the authors of
these studies themselves have noted that a primary concern surrounding these studies is that of reproducibility [76]
and its very definition with respect to other related terms, as illustrated in Table 1. For example, Tan et al. [77]
define reproducibility as obtaining a consistent response from an LLM after repeating a question, but it has also
been defined as obtaining consistent computational results using the same methods, code, and steps [58]. Similarly,
Werner et al. [86] define reproducibility as a term that both defines: i) performing an experiment with the same
software, the same parameters and the same data but by a different experimenter; and ii) with a broader meaning,
the collective actions of repeatability, replicability, reproducibility, and re-evaluation.

The term “Reproducibility” has therefore been defined in various ways and with different acceptations, and
has often been used as a synonym for the broader notion of “Consistency”: in fact, the process of obtaining
the same results from repeating a scientific study is referred to differently depending on how the results are
obtained [13, 86]. The re-execution of an experiment with the same code, parameters, and data by the same
team is referred to as “Repeating” [20, 86], while the execution of an experiment by a different team using the
same setups, parameters, and data is referred to as “Reproducing” the results [23, 64, 86]. “Replicating” [75, 86]
refers to experimenting independently with different software or implementations on the same data, while “Re-
evaluating” refers to performing the experiment independently using a different dataset [86]. All of these activities
are often, confusingly, encompassed by the term “Reproducibility” [86]. For what concerns the term “Consistency”
and its use in recent KE work on LLMs, Machado et al. [50] mentions consistency as something that, regardless
of the underlying LLM or the specific configuration used, leads to an output that should be both structurally and
semantically in line with a specified standard. In Wedholm [84], consistency is defined as the degree to which an
LLM produces similar and reliable outputs when processing the same prompt across different data formats. This
definition encompasses two key aspects: (i) output similarity: the generated responses should be similar regardless
of the format (if the same prompt is given under identical conditions, the outputs should not vary significantly from
one format to another); (ii) result reasonableness: beyond just being similar, the underlying calculations that lead
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to the output must be reasonable and accurate. This means that the consistency measure also evaluates whether the
responses are logically sound and faithful to the intended meaning of the prompt.

The definition of consistency as something that mirrors an expected goal or functional requirement is also
outlined in Tufek et al. [81], where consistency is defined as to whether a semantic artifact faithfully represents
the information and relationships expected according to its governing rules or requirements. Even more widely,
Uceda-Sosa et al. [82] refer to Nguyen [60] by defining consistency as a situation in which a knowledge base does
not contain contradictions. Verifying consistency is crucial in scientific research [22, 34], as it not only reinforces
confidence in the findings but also establishes a solid foundation for further advancements [58, 65, 86]. In this paper,
we follow the definitions outlined in Werner et al. [86] and choose to use the term “Consistency”, which defines
whether a system, process, or result exhibits a consistent behaviour (i.e., no contradictions) over multiple trials.

In the context of natural sciences, consistency is often classified into two distinct categories [21]: “Quantitative
Consistency” refers to the ability to replicate the same scores/values through repeated experiments; and “Qualitative
Consistency”, which seeks to achieve outcomes/findings consistent with those reported in prior studies. Given that
LLMs are frequently accessed as black-box models via APIs and exhibit non-deterministic behaviour [86], we argue
that Qualitative Consistency is particularly critical for KE tasks. The outputs of LLMs are influenced by numerous
parameters, with significant variations depending on whether the models are open- or closed-source. Closed-source
models are often deprecated, updated without transparency, or replaced with minimal notice. Furthermore, LLM
outputs are inherently variable, influenced by random seeds, temperature, and other hyperparameters, which raises
questions about the reliability of the findings reported in scientific publications [42].

2.2. Related Work

Overall, only one study to date has evaluated LLM consistency across a variety of different KE tasks. The work
by Frey et al. [30] proposed a set of six simple/synthetic tasks that assess the variability of results through extensive
testing. In particular, the authors evaluate the evolution of LLM capabilities for KG engineering over 2023, spanning
GPT-3.5, GPT-4, and Claude families on RDF Turtle and SPARQL tasks within LLM-KG-Bench. Their longitudinal
setup isolates capability shifts across released versions. The study concluded that LLMs lack consistency across
KE tasks. However, the six tasks selected do not encompass all KE challenges. Furthermore, KE experiments can
be costly, either due to the large datasets involved, which drive up API costs, or due to time-intensive manual
evaluations. These factors make the approach proposed in [30] difficult to apply to typical KE tasks.

The other effort in the same field is constituted by the Ontology Alignment Evaluation Initiative (OAEI) [91],
which conducts annual benchmarking of ontology matching tools. These track results enable direct year-over-
year comparisons, revealing how tool performance drifts under the same datasets. Consecutive years are explicitly
compared, resulting in the documentation of version drift: even with the same test ontologies, new versions or
tweaks of matching algorithms may yield slightly different outcomes (or none at all).

Comparing different LLMs for the same task has also become standard practice in the field of assisted KE [49,
52, 69, 89]. However, none of these authors referred to this practice as a test for consistency checks.

Recent Knowledge Graph Construction pipelines insert an LLM as a post-processing reranker over top-k
candidates from a base embedding model, which turns the LLM into a modular component whose behaviour can be
isolated and re-tested as models evolve. Work in [90] propose an LLM-driven validation and reranking stage that
scores candidates using internal KG evidence and external web references, with token-probability based confidence
to reorder the list; they report large-scale experiments on standard benchmarks and emphasize that the reranker’s
effectiveness is measurable with the usual ranking metrics while keeping candidates fixed, thus making it well suited
to track drift and reproducibility over time.

CoLLM is complementary to these works: it treats such a reranking stage as a pluggable unit inside a KE workflow
and evaluates whether study-level conclusions persist when the reranker is re-executed across runs, updated within
a model family, or replaced by a different model.

Unlike CoLLM, which operates at the study level, deciding whether conclusions persist under repeat runs, version
updates, or model replacement, KonTest [70] probes intra-model factual consistency via KG-grounded metamorphic
testing: the authors propose using a knowledge graph to generate semantically equivalent query families and apply
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metamorphic and ontological oracles to detect contradictions and knowledge gaps; in experiments across multiple
LLMs, they observe that consistency outcomes vary by model.

Consistency concerns are not only limited to KE; they are increasingly crucial in Machine Learning. For example,
even without changing software versions, machine learning models often exhibit random variation each time they
are trained. Empirically, in some cases these variations can be large enough to undermine the overall results if not
managed properly: one study noted that on the CIFAR-10 image classification benchmark, using a different random
seed can cause final test accuracy to differ by over 1% for the same model and hyperparameters [41]. It is for
this reason that best practice in such domains encourages the generation of multiple runs, and the reporting of the
arithmetic mean, standard deviation, and statistical significance of the results. One example is Robustness Gym, an
evaluation toolkit that was introduced to provide a common testbench to analyze model behaviour [33]. Robustness
Gym casts all robustness tests into four primary evaluation idioms: (i) subpopulations (evaluating performance on
a specific subset of data), (ii) transformations (applying input perturbations or augmentations), (iii) evaluation sets
(external or curated test sets), and (iv) adversarial attacks. CoLLM follows this tradition but targets study-level
stability in KE: rather than only averaging metrics, it asks whether the original KE conclusions still hold under
repeat runs, model updates, and model replacements, recording qualitative consistency judgements alongside any
quantitative variance.

Furthermore, similar research can be observed in NLP systems, especially with continuously updated Al services.
An example of this was observed with OpenAI’s GPT models, whereby their underlying model parameters can be
updated, leading to hidden version drift (despite such services being perceived by users as immutable). In a study
by Chen et al. [16], the authors evaluated the same models in March vs. June 2023 on a suite of tasks and found
substantial changes on the same questions. The authors conclude that even when the API name remains constant,
continuous monitoring is needed because the model’s behaviour can change substantially in a relatively short amount
of time. These observations motivate CoLLM’s longitudinal checks: the framework explicitly re-runs KE studies
across model versions released at different times to detect whether hidden updates alter the reported conclusions.

AlRepr formalises an empirical test of LLM reproducibility for data-analysis workflows by separating an analyst
LLM that generates a stepwise workflow and code from an inspector LLM that attempts to reproduce the analysis
from that workflow alone [88]. The authors ran 1,032 tasks across three benchmarks and 15 analyst—inspector
model pairings, and introduced reproducibility-enhancing prompts that significantly raise both reproducibility and
accuracy. Because AlRepr re-executes the same tasks under different model versions and across different model
families, it provides direct evidence that small model updates or replacements can break functional equivalence,
even when prompts and settings remain constant. Compared to AIRepr, CoLLM targets KE pipelines; whereas
AlRepr emphasizes exact re-execution from a generated protocol, CoLLM emphasizes qualitative consistency of
KE outcomes under controlled perturbations to the LLM with different tests.

In a recent position piece in Trends in Biotechnology, [78] propose a six-tiered evaluation framework that
progresses from repeatability and reproducibility through robustness, rigidity, reusability, and finally replaceability
as expectations increase from lab studies to deployment. The authors define each tier and outline concrete testing
methodologies, with case studies on diagnostics and medical LLMs, arguing that model assessments should
explicitly encompass both within-version reruns and cross-version or cross-model substitutions before real-world
use. CoLLM aligns with the lower and upper ends of this ladder by operationalizing study-level tests for: 1)
repeatability under identical settings; 2) updating the impact within a model family; and 3) the replacement
by distinct models; and also by reporting whether conclusions from the original study hold. In contrast to the
domain-general tiers [78], CoLLM instantiates these checks on KE pipelines and couples them with pass or fail
determinations tied to the qualitative reproducibility of findings.

Given these challenges and limitations in other existing studies (presented above), and as shown in Fig. 2, there
is a clear need for a more comprehensive and practical framework to define and assess consistency in LLM-based
KE tasks. With the rapid evolution of LLMs and their increasing adoption in knowledge engineering workflows,
researchers require standardized, efficient methods to evaluate and report consistency. In response to these gaps, we
propose CoLLM, a novel framework specifically designed to investigate the consistency of LLM-based knowledge
engineering efforts across different tasks.
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Table 2

Comparison of CoLLM with related work across key consistency dimensions. Here, KE-Specific indicates whether the approach is designed for
knowledge engineering tasks; Repeatability whether it supports rerunning the same study under identical settings; Update impact whether
it examines changes caused by model or service updates over time; Model Replacement whether it evaluates substituting one model with
another; Study-level Conclusions Still Hold whether it checks if the original qualitative findings remain valid under these changes; and
Lightweight/Practical whether the approach is feasible to apply without excessive cost, complexity, or manual effort.

Work KE-Specific  Repeatability = Update impact Model Replacement  Study-level Conclusions Still Hold  Lightweight/Practical
Frey et al. [30] v v v X X X
OAEI [91] v X v X X X
LLM comparison studies [49, 52, 69, 89] v X X v X v
Zhang et al. [90] v v X X X X
KonTest [70] X v X X X v
Robustness Gym [33] X v X X X v
Chen et al. [16] X X v X X v
AlRepr [88] X v v v X v
Tian et al. [78] X v v v X X
CoLLM v v v v v v
Consistency Framework
Trep Test
rrrrrrrrrrrrrrrrrrrrrrrrrrr »
{ Shie (LL == Run 1 —’ e
. L] . %)
-~ Experimental Tupi Test ;
A Stud — s [ el ittt - ' Ly

Yy Methodology LLM's versions L5Run 2 ,:

<

i Trpl Test 5]

R > New LLM L5Run 3 =

Fig. 1. The CoLLM framework builds on a study that employs LLMs with specific prompting settings as part of its experimental design.
3. The CoLLM Framework

The CoLLM framework investigates the consistency of LLM-based KE efforts by proposing three empirical tests
that address the following challenges: (1) a lack of reproducibility in LLM-generated results due to factors such as
stochasticity or non-determinism in the models themselves, variations due to sampling, differences in API settings,
or even undocumented changes in models by their developers; (2) the rapid evolution of LLMs [56], which can
result in the release of new versions or entirely new models (and consequently the deprecation of previous versions)
that may not necessarily support the findings of earlier studies; (3) a model-specific bias or dependence, where
many studies in KE rely on, or assume the use of, a specific LLM, leading to results that may be tightly coupled
to the capabilities (or limitations) of that particular model. This phenomenon raises concerns about whether such
methodologies are truly generalizable or just fine-tuned to maximise performance with a specific LLM; and (4) the
emerging nature of LLM-powered KE approaches that lack systematic frameworks for evaluating whether or not
such approaches can yield consistent and robust results.

3.1. Formal Description of CoLLM

This subsection formalizes the CoLLM framework. We define the core terms used throughout the paper, specify
the mathematical setup that maps a study’s configuration to observed results, and introduce the metrics used to
summarize variability and change, including performance drift. These definitions ground the three tests and their
pass or fail determinations.

3.1.1. Key Terms in the CoLLM Framework
We used terms such as “Study”, “Alternative/Distinct LLM” and “Updates/Versions of LLM” throughout this
work. Here is a brief description of these concepts in our work:
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Study: A knowledge engineering practice or method that uses an LLM as a component in its pipeline.

Alternative LLM: An LLM is considered an alternative model when it differs fundamentally from another in
aspects such as architecture (e.g., dense vs. mixture-of-experts), training paradigm (e.g., Supervised vs.
Reinforcement Learning from Human Feedback - RLHF), new types of training data, or core capabilities
(e.g., text-only vs. multimodal). Identifying these differences can be challenging when dealing with closed-
source LLMs. In such cases, we rely on the publisher’s identification of a new model without having clear
information about the actual changes.

New Version of an LLM: This refers to an update of an existing LLM that retains its core architecture and training
methodology while incorporating improvements in efficiency, scale, or output quality. Similar to identifying
an alternative model, determining a specific update in closed-source LLMs is difficult. Instead, we rely on the
producer’s classification of model versions. Examples of versions and distinct LLMs are given in Table 3.

3.1.2. CoLLM Test Formulation and Metrics

CoLLM consists of three empirically grounded tests that constitute a complete evaluation, as depicted in Fig 1.
The first test, the “LLM Repeatability Test” (7T..,), evaluates whether the results of previous studies are reproducible
using the same LLM and settings. Subsequently, the “LLM Update Impact Test” (7T,p;) investigates the extent to
which updates to an LLM affect the results. Finally, the “LLM Replacement Test” (T;p;) examines whether replacing
the chosen LLM with another will affect the results, thereby assessing if the findings are specific to a particular
LLM or can be generalized across different models.

Given m studies, and a set of n results, R = {ry, ..., r,}, the COLLM 7 test of Study, can be represented as:

ri = Egewp([LLM;, Version;, Prompt,]; Studyy), i € [1,n], k € [1,m]

where i represents an individual run; Version; denotes the version(s) of the LLMs (LLM;) employed in run i
of a consistency test of Study,; and Prompt; is the set of prompts utilized in Study,. Here, n = 3 denotes the
number of repeated runs used for repeatability experiments (see Section 5 for justification). The experimental setup
Egewp 1s used in the study’s evaluation that generates results r;, which reflect the evaluation metrics used in the study.
The results from »n runs are stored in R, and subsequently used to compute the mean u and standard deviation o

The mean is estimated by 11 = £ 3" | r; and the standard deviation is defined as o~ = /1 >>"  (r; — p)2.

To facilitate comparison, let ry.;4 represent the reported score from the original scientific Study using the
defined experimental setup Egep. Performance Drift (PD) is the percentage quantifying the difference in a study’s
evaluation metrics (e.g., accuracy, F1 score) and reflects whether the update led to an improvement, decline, or
consistency in performance. The PD formulation is defined as the ratio between the difference in score (between the
original and evaluated score) and the original score, and is written as:

M — Torig

Torig

PDr =

Table 3

Examples of LLMs across distinct models and different versions. The first column represents the company that provided the LLM, the second
column lists distinct LLMs, and the remaining columns provide examples of different versions of these models.

Provider LLMs Versions and release date
GPT-3.5 GPT-3.5-613 (June 2023) GPT-35-turbo-16k 0613 (June 2023) | GPT-3.5-1106 (November 2023) GPT3.5-Turbo-0125 (Jan. 2024)
OpenAl GPT-4 GPT-4-613 (June 2023) GPT-4-1106 (November 2023) GPT-4 Turbo (April 2024) GPT-40 (May 2024)
P ol-preview ol-preview (September 2024) - - -
ADA text-embedding-ada-002 (December 2022)
Llama with ;
Llama-7B (February 2023) Llama2-7B (July 2023) Llama3.1-8B (July 2024) Llama-3-8B (April 2024)
~/TB parameters
Meta Al m ™
amae t]
ama il Llama-13B (February 2023) Llama2-13B (July 2023)
~13B parameters
LI ith
ama wi Llama-3-70B (April 2024) Llama-3.1-70B (July 2024) Llama-3.3-70B (December 2024)

~70B parameters

Mistral with )
. Mistral 7B (July 2024)
Mistral Al | 7B parameters

Mistral with X .
Mistral Large 24.02 (February 2024) Mistral Large 24.07 (July 2024)

24B parameters
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where a positive PD indicates an improvement in performance following the update, and a negative PD signals
a decrease in performance. If PD is close to zero, it suggests minimal or no change in performance.

3.2. CoLLM Tests

The three CoLLM tests: LLM Repeatability, LLM Update Impact, and LLM Replacement, are used to evaluate
the consistency of results across different experimental conditions.

LLM Repeatability Test (7rep): This test investigates whether the results of prior scientific studies can be reliably
reproduced when the experiments are re-run with identical settings. Experiments are conducted with the same
LLM version, parameters, prompts, and other relevant configurations, to assess the consistency of the outputs
with respect to prior results. The emphasis here is on reproducibility, a foundational principle of scientific
inquiry, ensuring that findings can be verified and built upon in subsequent research. Accordingly, the choice
of LLM, Version and Prompt will be the same as those used in the original St udy with the tests executed
n times to obtain PD7,,, and p,, &= 07 to support the Trep analysis.

LLM Update Impact Test (7,pi): This test evaluates whether updates to the LLM yield significantly different
results to those of earlier studies. By evaluating different versions of an LLM, it is possible to identify how
changes in architecture, training data, or model parameters impact the outputs. In this test, the LLM should be
the same as that used in 7rep (LLMo,ig); however, the version of that LLM, Version;j, should be different,
where j represents the version number of the LLM used in E,, for Study. Again, tests will be executed n
times to obtain PD7, , and p,; £+ 0, to support the Tupi analysis.

LLM Replacement Test (7;p1): This test investigates whether alternative LLMs can obtain similar performance to
that observed in previous studies, or whether certain research findings are inherently dependent on a particular
LLM. In this test, the only variable that differs is the LLM itself (i.e. LLM; replaces LLMo¢), which is chosen
according to explicit criteria, such as the latest available model that is either an updated version within the
same family or a comparable model from a different family with similar architecture and parameter size
to LLMo,ig. For example, if the original study used Flan-T5-XXL, a replacement could be Mistral-7B or
Llama-3.1-8B; similarly, if Llama-7B was used, alternatives could include the latest Llama version (e.g.,
Llama-3.1-8B) or models from other families such as Mistral-7B-V3. However, the default hyperparameters
of the alternative LLM may replace those used in the original work. The prompts and other configurations
are held constant, remaining identical to those of the original study. This test facilitates the identification of
alternative LLMs for a work that can replicate the results of prior studies, broadening the scope of tools and
methodologies available for research. As before, tests will be executed n times to obtain PD,, and uyy & o
to support the 7, analysis.

4. Selected Studies in Knowledge Engineering

For the evaluation, five case studies were selected to assess whether or not their initial results could be considered
consistent; and are summarised through a concise overview for each within this section. The following selection
criteria was required for each case study:

1. The case study was described in at least one peer-reviewed publication in a semantic-web venue (Semantic
Web Journal; Journal of Web Semantics; Extended Semantic Web Conference (ESWC); International
Semantic Web Conference (ISWC); International Conference on Knowledge Engineering and Knowledge
Management (EKAW); International Conference on Semantic Systems; or International Conference on
Knowledge Capture (K-CAP));

2. The case study involved the integration of a LLM within the study’s experimental pipeline; and

3. The case study associated code required to reproduce the reported experiments was available.
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Table 4

baselines, the evaluation criteria employed, and the threshold pass/fail status.

Selected Studies

Datasets

Assumption or Conclusion

Benchmark or Baseline

Evaluation Criteria

Threshold Pass/Fail

Study 1: Ontology

SemanticWeb Course

LLMs can generate

Students’ submissions of

Proportion of correctly

Test scores less than

(OMIM-ORDO),
Phenotype (HP-MP)

models

(3,721 alignments), and
Phenotype (696 alignments)

Generation with (45 CQs & 3 ontology ontology similar to novice the SemanticWeb Course modeled CQs in the 80% are fail
LLMs [76] stories) ontology engineers ontologies
Study 2: African Wildlife (1 Ontogenia fosters a richer African Wildlife Ontology OntoMetrics evaluation, Pass only if Ontogenia
Ontogenia [47] ontology, 26 triples) formalization and higher qualitative evaluation by generates the highest
quality ontologies. expert ontology engineer OntoMetrics count
Study 3: UMLS - Zero-shot seems promising UMLS - SNOMEDCT_US Task A (Term Typing): Pass if the score is
LLMs40L SNOMEDCT_US (Task | for ontology learning, but (Ground Truth) MAP@]1, Task B comparable to or
Paradigm for A,B,and C) task-specific fine-tuning is (Taxonomy Discovery) higher than those of
Ontology needed for practical and C (Non-Taxonomic the original study
Learning [8] viability. Relation Extraction), (here, fail if PD is less
F1-Score than -5%)
Study 4: MSE (MI-EMMO task), | RAG is optimal for MI-EMMO (63 For the alignments ground | Pass if the score is
LLMs40M for Biodiv (ALGAE- ontology matching, with the | alignments), truth, F1-Score is used for | comparable to or
Ontology ZOOBENTHOS), right LLM and retriever ALGAE-ZOOBENTHOS evaluation. higher than those of
Matching [32] Anatomy models achieving (18 alignments), the original study
(Mouse-Human), performance that can Mouse-Human (1,516 (here, fail if PD is less
Bio-ML surpass SOTA matching alignments), OMIM-ORDO than -4%)

Study 5:
Retrofit-CQs [2]

Video Game Ontology
(57 triples), African
Wildlife (26 triples),
Dem@care (146 triples),
Vicinity Core (226
triples)

CQs can be retrofitted from
existing ontologies by
instructing LLMs with
in-context prompts
accompanied by ontology
triples.

Video Game Ontology (66
CQs), African Wildlife (14
CQs), Dem@care (107
CQs), Vicinity Core (57
CQs)

SBERT Similarity [73]
measures the semantic
similarity between
retrofitted CQs and the
ground-truth. Metrics are
precision and recall.

Pass if precision &
recall are comparable
to or higher than those
of the original study,
with a low STD.

The authors of the resulting 9 publications were contacted by the first author of this study to run three consistency
tests on their work, given a 4-week period to complete the evaluation through October 2024. Table 4 summarizes
each case study’s original characteristics, including dataset, goal, benchmark, evaluation metrics, and the criteria
defining a pass or fail. Furthermore, Table 5 outlines the experimental settings that are used as part of the new
reproducibility evaluation for each case study (reported on in Section 6), including all relevant parameters. These
case studies collectively illustrate the applicability of the CoLLM framework to various challenges. Although
the complete methodological details of each case study are not replicated here, they are available in the original
publications. The following sections provide details on each case study, including task descriptions, datasets,

evaluation criteria, and results.

4.1. Study 1 on Ontology Generation using Task Decomposition

This case study seeks to assess the capability of different LLMs for the task of generating ontologies using
Competency Questions (CQs) and ontology stories [76], by exploring the effects of using various prompting
techniques to instruct LLMs when generating ontologies. The primary research question posed by this case study
is: To what extent can LLMs create an ontology that meets the requirements of an ontology story? Datasets: To
evaluate the performance, materials from a Semantic Web course were used with three ontology stories and 15
CQs in each. In the original case study, the students’ performance was used as the baseline of the experiment when
comparing performance. However, for purposes of this study, the scores of the generated models are compared with
the highest score of this case study (which are used as the baseline). Evaluation: The evaluation metric used in the
study measures the proportion of the CQs that are correctly modeled in the resulting ontology by ignoring “minor
issues”. For a competency question CQ; and an ontology O, CQ; is correctly modeled if O contain all necessary
components to write a SPARQL query to answer CQ;. A “minor issue” in this context is where only one property
required to answer C(Q; is missing. Results: The experimental results showed that using a sub-task decomposed
prompting (referred to as CQbyCQ by the case study’s authors) with GPT-4 performs similarly to that of a novice
ontology engineer taking the Semantic Web course.
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4.2. Study 2 on Ontology Generation with Metacognitive Prompting

This case study proposed Onfogenia as a framework to assess the ability of using LLMs for generating OWL
ontologies [47], starting from a gold standard of competency questions and a selection of Ontology Design Patterns
(ODPs) [31]. The workflow incorporates the use of Metacognitive Prompting (MP) [83], an alternative approach
for prompting LLMs that was previously reported to have better results than Chain Of Thought (CoT) [85], as it
reassessed each answer. The primary research question posed by this case study is: Can we automatically generate
ontology drafts with LLMs from requirements and what is their assessment? Datasets: The Animal Wildlife ontology
was employed as a gold standard, and its associated CQs (that are also available within the dataset). Furthermore,
the relevant ODPs from the reference repository were selected.* Evaluation: To evaluate Ontogenia, quantitative
metrics taken from OntoMetrics [46] and OOPS! [68] were employed together with a qualitative assessment by an
ontology engineer. Results: Experimental results coupled with the qualitative analysis confirmed that MP and ODPs
favored a richer formalization and the usage of a wider set of different axioms.

4.3. Study 3 on Ontology Learning

This case study investigates the use of LLMs for Ontology Learning (OL) [8-11]. The LLMs4OL paradigm [8]
was proposed as a paradigm shift in OL in response to the emergence of LLMs, and the following research
question was explored: Can LLMs effectively apply their language pattern capturing capability to OL, which
involves automatically extracting and structuring knowledge from natural language text? This paradigm consists
of three tasks based on the discovery of different ontology primitives [51]: Task A - Term Typing, aimed at
discovering a generalized type for a lexical term; Task B - Taxonomy Discovery, where a taxonomic hierarchy
between pairs of types is discovered; and finally, Task C - Non-Taxonomic Relation Extraction, the discovery of non-
taxonomic semantic hierarchical relations between types. Datasets: The LLMs4OL paradigm tests were conducted
using various ontological knowledge domains such as lexico-semantic knowledge in WordNet [54], geographical
knowledge in GeoNames [92], biomedical knowledge in UMLS [9], and web content type representations in
schema.org [63]. However, for the reproducibility tests (reported in Section 6), only the biomedical knowledge
sources in UMLS were targeted. Evaluation: The evaluation of LLMs4OL included the use of 11 state-of-the-art
LLMs from the three main LLM architectures (encoder, decoder, and encoder-decoder) using a variant zero-shot
prompting. The metrics used for evaluating the tasks included a MAP@ 1 metric (for Task A) and F1-scores (for Task
B and Task C). Results: Although the experimental results for OL using zero-shot prompts showed promise, they
also suggested that task-specific fine-tuning may be required for the approach to be a practically viable solution.
This was supported by later results that demonstrated that the fine-tuning of the Flan-T5 [18] LLM generated more
credible outcomes.

4.4. Study 4 on Ontology Matching

This case study explored the LLMs40OM framework for the task of Ontology Matching (OM), i.e. the process
of identifying correspondences between concepts (classes, properties, or individuals) in different ontologies [25].
OM involves the use of concept mapping techniques to map ontology elements between source Cipurce € Osource
and target Cigrger € Oparger ONtologies. Formally, for any Cy; € Ciouree, the task is to identify possible C; € Cigrger
such that (Cy, Cy, Sc,=c,), where S € [0, 1] represents the likelihood of equivalence C; = C, [26]. The LLMs4OM
framework [12, 32] uses two modules for retrieval and matching with enhanced zero-shot prompting across three
types of ontology representations: concept; concept-parent; and concept-children. The main research question of this
study: How do retrieval strategies and LLM configurations within the RAG framework affect ontology matching
performance?Datasets: Despite the large number of candidate datasets available from the Ontology Alignment
Evaluation Initiative repository,’ datasets from six different tracks (with an overall of 20 tasks/datasets) were used
to evaluate LLMs4OM in the original study [32]. However, for the purpose of conducting the reproducibility tests

“http://www.ontologydesignpatterns.org/
Shttps://oaei.ontologymatching.org/
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(reported in Section 6, a subset of the originally selected datasets was used here. This subset corresponds to datasets
taken from the following tracks: Anatomy (Mouse-Human task) [24], Biodiversity and Ecology (biodiversity -
ALGAE-ZOOBENTHOS tasks) [43], Disease and Phenotype (phenotype - HP-MP task) [35], Biomedical Machine
Learning (Bio-ML - OMIM-ORDO disease task) [36], and finally, Material Sciences and Engineering (MSE - MI-
EMMO task) [57]. Evaluation: Ontology alignments were generated using the LLMs4OM framework with seven
state-of-the-art LLMs across four retriever models and evaluated using recall for the retriever models, and precision,
recall, and F1-scores for other evaluations. Note, however, that only F1-scores are generated here and reported in
Section 6). Results: The extensive experimental results confirmed that LLMs4OM with the right choice of LLM and
retriever models can achieve a superior performance, even surpassing the state-of-the-art OM models in 9 out of 20
datasets used.

4.5. Study 5 on Retrofitting Competency Questions

This case study proposed RETROFIT-CQ [2, 3, 5] as an approach that retrofits, or re-generates missing or lost
Competency Questions (CQs) by leveraging explicit knowledge from existing ontologies, represented by (s, p, o)
statements. The approach utilises in-context prompts to guide parametric models such as LLMs in generating
relevant CQs. The primary research question posed by this study is: To what extent can ‘usable’ CQs be retrofitted
from existing ontologies that are representative of the scope and tasks for which the ontology was designed?
Datasets: For evaluating RETROFIT-CQ, ontologies were selected from two main datasets: CORAL [27] and the
CQs Dataset [39]. These datasets provided diverse ontologies alongside their CQs to test the approach under various
conditions. Evaluation: The evaluation of RETROFIT-CQ involved running numerous evaluations using several
different settings: (i) the default configuration of LLMs [2]; (ii) different creativity (temperature) parameters to
observe output variability [3, 5]; and, (iii) varying levels of prompt specificity [3, 5]. These settings were applied
to both closed-source LLMs [2, 5] and open-source LLMs [3]. The generated CQs were compared against the
original CQs associated with the ontologies (taken from the datasets) using Sentence-BERT (SBERT) [73], and both
precision and recall metrics used to report performance. Results: Experimental results confirmed that RETROFIT-
CQ effectively generates CQs from existing ontologies. The performance metrics indicated a strong alignment
between the baseline and the RETROFIT-CQ-generated CQs, supporting the utility of this approach for generating
representative CQs and thus enhancing ontology usability.

5. Experimental Methodology

The CoLLM framework provides an approach to evaluate the consistency of LLM-driven methods through three
different tests: Trep, Tupi> and T (Figure 1), using the following methodological setup:

1. Input Selection: the input corresponds to a research study in which the use of one or more LLMs feature as a
main component;

2. Experimental Methodology: the methodology used by that study should be clearly described, together with
the source code to facilitate implementation/execution;

3. Repetition: a minimum of n = 3 iterations of E, are conducted. Using three iterations of the Egeyp setup
strikes a balance between noticing changes in the results and cost-efficiency, allowing enough variation in
outcomes while minimizing computational and environmental impact. This number of iterations provides
reliable results whilst avoiding unnecessary resource consumption for each test 7;

4. LLM Selection: the choice of LLMs should be aligned to the description of the related test (in Section 3.2),
such that: for 7y, the same LLM (family6 and version) as that used in the original study should be chosen;

SA family of LLMs are those that typically originate from the same source, but that may be released with different versions reflecting
incremental changes over time.
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for Typi, all alternate versions of the LLM to that used in the original study should ideally be chosen;’ finally,
for ’7;p1, a different LLM to that used in the original study should be used.

For this evaluation, the case studies described in Section 4 and summarised in Table 4 were used. They vary in
the choice of its original LLM, which affects the subsequent choice of LLM discussed in Section 6. For example,
given the original use of LLM in the Retrofit-CQ case study [5], the following LLMs were selected: 7rep:
GPT-4-0613; Typi: the currently available versions of the GPT-3.5-turbo family of LLMs (i.e. gpt-3.5-1106 and
gpt—3.5-0125) are used; and for 7;p: the new OpenAl model (ol-preview) is used, as it differs from the LLMs
reported in that study [3, 5].

71t is possible that a previous version of some LLM may become deprecated and thus no longer available (for example,
gpt—-3.5-turbo-0613 and gpt-3.5-turbo-0301 as set out in https://platform.openai.com/docs/deprecations). In this case, it is
advisable that a minimum requirement of at least two versions should be assumed to observe the changes in scores related to different versions
of a specific LLM.

Summary of the experimental setup for all research studies used in the evaluation of CoLLM, listing their LLMs, temperature settings, prompts,
and other settings.

Table 5

Research

LLaMA-3-8B, LLaMA-3.1-8B,
Mistral-7B-V0.2, Mistral-7B-V0.3,
and GPT-3.5-Turbo-0125 for Typi.
Mistral-7B-V0.3 and
LLaMA-3.1-8B for Trep. Ada text
embedding and BERT for retriever.

LLMs/Test Temperature/LLM Prompt Other Settings
Study
Ontology GPT-4-0613 for Trep, GPT-4-1106, Temperature set to 0 for Details in supplementary materials Penalty for GPT
Generation GPT-4-Turbo 2024-04-09, and GPT-4 and default for ol set to zero except
with LLMs GPT-4-2024-05-13 for 7:1pi’ for ol, which is
[76] ol-preview for Trep set to default
Ontogenia GPT-4-1106 for Trep, GPT-4 1025, Temperature set to 0 for Details in supplementary materials Penalty for GPT
[47] Turbo 2024-04-09 for Tupi, GPT-4 and default for ol set to zero except

ol-preview and Llama-3.1-405- for ol, which is

Instruct_Turbo for Trep set to default
LLMs40L Task A: BLOOM (3B) for Trep and Temperature is set to 0 Details in supplementary materials
[8] BLOOM (1B1, 1B7, 7B1) for Tupi, for GPT-4 and default

and LLaMA-3.1-8B for Trep. B: for ol-preview.

GPT-4-0613 for Trep and GPT-4

(1106, 0125, Turbo 2024-04-09) for

Tupi> and ol-preview for Trep. C:

Flan-T5 (XL) for Trep and Flan-T5

(base, L, XXL) for Typ;, and

Mistral-7B-V0.3 for Trep.
LLMs40M LLaMA-2-7B, Mistral-7B-V0.1, Temperature is set to 0 Details in supplementary materials For the retriever
[32] GPT-3.5-Turbo-1106 for Trep, for GPT-3.5. model, the top-k

is set to 5.

Retrofit-CQs
[2]

GPT-4-0613 for Trep, GPT-3.5-0125
and GPT-3.5-1106 for Typi,
ol-preview for Trep

Temperature set to 0.7
for GPT-4-0613,
GPT-3.5-0125, and
GPT-3.5-1106. For
ol-preview, the
temperature is fixed at 1
by OpenAl

[As an ontology engineer, generate a
list of competency questions based
on the <statement>. Definition of
competency questions: the questions
that outline the scope of the ontology
and provide an idea about the
knowledge that needs to be entailed
in the ontology. Avoid using
narrative questions + statement]
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6. Results

The three CoLLM consistency tests were conducted on the KE tasks within each of the five case studies; the
results of which are summarised in Table 6. First, the Repeatability Test (7.p) is assessed by evaluating whether
previously reported results are reproducible. Second, the LLM Update Impact Test (7,,;) is performed to examine
the effects of updates to LLMs on the KE tasks. Finally, the LLM Replacement Test (7;,;) is evaluated to determine
whether LLMs used in KE tasks can be replaced with an alternative model or not. In these tests, we only focus on
the qualitative reproducibility of the original work; i.e. results quantify the number of original findings/outcomes
that are reproducible (in terms of pass or fail).

6.1. LLM Test Results

This section reports the outcomes of the three CoLLM tests across five KE studies. For each study, we compare
three-run means and standard deviations to the original results and compute performance drift to judge whether
conclusions replicate, change under model updates, or hold with model replacements. Performance drifts presented
in Tables 7, 8, 9, 10, and 11 are indicated in parentheses, where values highlighted in blue denote positive drift and
those in orange represent negative drift. Pass/fail labels reflect qualitative reproducibility of findings, meaning the
main conclusion of the original study does not hold, rather than absolute score differences.

6.1.1. Results of LLM Repeatability Test (Tyep)

An examination of the 7y, results in Tables 7, 8, 9, 10, and 11 together with the summary of results in Table 6,
reveals that over 81% of the tests passed. This suggests that, in most cases (12 out of 14 experiments), reproducing
the original work with the same settings yields consistent results. Case studies 1, 4, and 5 demonstrate improvements
in their scores, suggesting that they can be reproduced successfully.

Interestingly, for case study 1, o is still relatively high compared to other studies, but significantly lower than what
was reported in the original study. Despite the lowest score on this test, the findings remain consistent with those

Table 6
Summary of the CoLLM results across five studies. Each study considered several datasets, and the numbers show how many times the
consistency tests passed or failed based on Tables 7, 8, 9, 10, & 11. Each pass or fail is the result of 3 runs. Scores in bold represent the
results of all tests over 59 experiments (the results of 177 runs).

Selected Studies | LLM Repeatability Test | LLM Update Impact Test | LLM Replacement Test Study Result
Passes | Fails Passes | Fails Passes | Fails Passes | Fails
Study 1 1 0 3 0 1 0 100% 0.0%
Study 2 0 1 0 2 1 1 20.0% | 80.0%
Study 3 2 1 5 4 3 0 66.7% | 33.3%
Study 4 5 0 6 2 5 0 88.9% 11.1%
Study 5 4 0 8 0 4 0 100% 0.0%
Test Results 85.7% | 14.3% 733% | 26.6% 933% | 6.7% 81.4% | 18.6%

Table 7
Results of Study 1: CoLLM tests using evaluation metrics (reported as 4 £ o of three runs) accompanied by a PD7 for ontology generation
using task decomposition. The o reported in the primary work [76] was 10. The results are in percentages. Results (PD7) in blue indicate that
they increased compared to the original experiment.

LLM Percentage of
Modeled CQs (PDT)
| Reported Score (rorg) GPT-4 (0613) 89 + 10
\ LLM Repeatability Test (Trep) | GPT-4(0613) 91.11 &+ 2.22 (+2.37%)
GPT-4 (1106) 91.85 £+ 1.28 (+3.2%)
LLM Update Impact Test (Typi) | GPT-4-Turbo (2024-04-09) | 90.814 2.67 (+2.02%)
GPT-4-Turbo (2024-05-13) | 95.53 + 2.21 (+7.33%)

LLM Replacement Test (T,,1) ol-preview 89.78 + 3.07 (+0.87%)

=W N

o 0 g o

11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34
35
36
37
38
39
40
41
42
43
44
45
46
47
48
49
50
51



@ J oy U W N

10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34
35
36
37
38
39
40
41
42
43
44
45
46
47
48
49
50
51

M.J. Saeedizade et al. / A Framework for Assessing LLM Consistency in Knowledge Engineering 15

Table 8

Results of Study 2: CoLLM tests using evaluation metrics (reported as 4 =+ o across three runs) and PD for ontology generation using the
Ontogenia method (% indicates Ontogenia.). The results are given as percentages based on the highest score obtained across all tests. Results
(PD) in blue and orange indicate that they increased or decreased, respectively, compared to the original experiment, and results representing
failed tests are shown in italics.

Avg Score (PDT) ‘ MP+Patternsx MP no Patterns Patterns no MP No MP no Patterns ‘

Reported Score (rorg) ‘
LLM: GPT-4-1106

Axioms 99.1 53.7 100 41.1
Class 80.7 53.8 65.3 100
Properties 100 68.7 50 30.7

LLM Repeatability Test (Trep)
LLM: GPT-4-1106

Axioms 65.05 & 4.32 ( ) | 56.04 £8.16 (+90%) | 94.19 & 22.40 ( ) | 54.9 +£7.25(+29.1%)
Class 173 +3.02(+17.6%) | 61.98 £249 (+16%) | 57.03£2.03 (+11.7%) | 47.91 + 1.34 (-10%)
Properties 12.3 4134 (+53.75%) | 100 & 2.05 (+39.09%) | 76.88 % 2.36 ( ) 76.88 + 1.25 (+53.75%)

LLM Update Impact Test (T pi)
LLM: GPT-4-1025

Axioms 75.11 159 ( ) 70.51 £ 12.7 (+27%) 78.36 £ 24.6 ( ) 85.04 £ 1.6 (+100%)
Class 38.02 £2.( ) 57.03 £ 4.5 (+7%) 31.56 £2.5¢( ) 49.43 £ 0.0 (-7%)
Properties 60 £0.4(-04) 79.38 £ 5.0 (+15%) 64.38 £ 1.8 ( ) 75 £ 0.8 (+50%)

LLM: GPT-4-turbo-2024-04-09

Axioms 63.57 £ 11.5( ) 49.95 £ 17.33 ( ) 82.45 £37.23 ( ) | 54.7 £ 18.23 (+29.11%)
Class 60.03 £2.13 ( ) 58.28 £4.26 (+9.5%) 3547 £5.02( ) 45.89 £ 0.58 ( )
Properties 91.9 £7.23( ) 71.89 £ 4.55 (0%) 65.81 £ 2.08 ( ) 72.35 4+ 0.58 (+38.3%)

LLM Replacement Test (T, p;)
LLM: ol-preview LLM

Axioms 100£64.5 (-3%) 39.29+14.52 ( ) 100£81.9 (-3%) 38.16£15.30 ( )
Class 95.061+4.32 (+19%) 39.16£4.08 ( ) 76.0548.52 (+0.17%) 26.62+1.41 ( )
Properties 7542.16 ( ) 354047 ( ) 50+4.14 ( ) 16.2542.10 ( )
LLM: Llama-3.1-405-Instruct-Turbo LLM

Axioms 88.744+22.45 ( ) 55.8146.11 (+4%) 71.64434.1 ( ) 49.44422.56 (+16%)
Class 73.38+4.7 (-8%) 76.32+1.53 (+43%) 100£14.26 (+54%) 89.74+16.17 (+68%)
Properties 72.5+£1.25 ( ) 87.50£2.52 (+27%) 93.754+7.51 (+15%) 35.63£4.36 ( )

of the original study. In case study 5’s Video Game task, a lower precision is observed, which could be attributed
to the generation of more expressive questions through paraphrasing or new modelling perspectives compared to
the benchmark. However, the results still support the same conclusion as those in the original study, by generating
most of the benchmark competency questions (as suggested by the high recall). In contrast, for case study 2, the
stochasticity or non-determinism behaviour of LLMs had high standard deviations and fluctuating performance
drift meaning high variability in this Research Study between the runs and compared to the reported scores caused
a different setting to emerge as the optimal configuration. Similarly, the score of Task C in case study 3 led to a
different conclusion, causing the replication to fail for those two cases.

In addressing the question of challenge (1), “What is the extent of the stochasticity or non-determinism of the
results of previous scientific studies?”, the majority of the experiments were found to pass, suggesting that any
stochasticity or non-determinism inherent in the LLMs used had little impact on the overall results and conclusions
of the different case studies evaluated. However, in some case studies over some tasks, high o~ and PD values were
observed, compared to those of the original studies. These could suggest that the original findings may not be
reliable, thus necessitating further investigation to establish if they still hold.

6.1.2. Results of LLM Update Impact Test (T,p;)

By analyzing the 7,,,; results in Tables 7-11 (together with those in Table 6), we observe that 73.3% of the tests
(22 out of 30) passed. This represents the lowest pass rate compared to other tests, the results and findings differ
from those of the original studies i.e. the results differ in approximately one in every four cases. These failures
occurr across three different LLMs, suggesting that the discrepancies are not confined to any specific model.
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Table 9

Results of Study 3: CoLLM tests using evaluation metrics (reported as u £ o of three runs) and PD7 for different tasks of the LLMs40L
paradigm using UMLS datasets. The model x refers to GPT-4-turbo-2024-04-09 model. The results are given as percentages and results
(PD7) in blue and orange indicate that they increased or decreased, respectively, compared to the original experiment, and results representing
failed tests are shown in italics.

Task A Task B Task C

LLM | MAP@1 (PD7) LLM | F1-Score (PD7) LLM | F1-Score (PD7)

rorg

BLOOM (3B) [ 37.70 | GPT4 (0613) [ 78.10 | Flan-T5 (XL) [ 4950

LLM Repeatability Test (Trep)

BLOOM (3B) | 37.74 % 0.0 (0%) | GPT4 (0613) [ 78.02 %025 (0%) | FlanT5 (XL) [ 41.39 0.0 )
LLM Update Impact Test (Typi)

BLOOM (1B1) | 36.00 £ 0.0 ( ) GPT-4 (1106) | 80.92 +0.23 (+3.61%) | Flan-T5 (Base) | 49.00 & 0.0 ( )
BLOOM (1B7) | 37.00 £ 0.0 ( ) GPT-4 (0125) | 79.66 £ 0.60 (+1.99%) | Flan-T5 (L) 41.17 £0.0¢( )
BLOOM (7B1) | 35.62 £ 0.0 ( ) GPT4 (%) 80.87 & 0.19 (+3.54%) | Flan-T5 (XXL) | 39.46 + 0.0 ( )

LLM Replacement Test (T pi)
LLaMA-3.1-8B | 47.91 &+ 0.05 (+27.05%) | ol-preview

87.27 £ 0.75 (+11.74%) ‘ Mistral-7B-V0.3 | 51.86 & 0.0 (+4.76%)

Table 10

Results of Study 4: CoLLM tests using evaluation metrics (reported as u =+ o of three runs) and PDy for different datasets/tracks of
LLMs40M framework. C CC, and CP refer to concept, concept-children, and concept-parent representations, respectively. The model x refers
toMistral-7B-V0.2 and Mistral-7B-VO0. 3, and ** refers to LLaMA-3-8B and LLaMA-3.1-8B, with both pairs yielding identical
results. The results are given as percentages and (PD) in blue and orange indicate that they increased or decreased, respectively, compared to
the original experiment. Results representing failed tests are shown in italics.

Track Retriever Model + LLM | ron | F1-Score (PD7)
LLM Repeatability Test (Trep)

MSE BERT (C) + LLaMA-2-7B (CC) 9430 | 95.08 + 0.0 (+0.61%)
Biodiv ADA (C) + Mistral-7B-V0.1 (C) 56.00 56.00 £ 0.0 (0.0)
Anatomy ADA (C) + GPT3.5-Turbo-1106 (C) 89.11 | 89.08 £ 0.02 ( )
Bio-ML ADA (C) + GPT3.5-Turbo-1106 (CC) | 64.14 | 63.55+0.92 ( )
Phenotype | BERT (C) + Mistral-7B-V0.1 (CP) 85.01 86.12 + 0.0 (+1.30%)
LLM Update Impact Test (T,p;)

MSE BERT (C) + LLaMA-3-8B (CC) %% 94.30 94.30 £ 0.0 (0.0)
Biodiv ADA (C) + Mistral-7B (C) x 56.00 56.00 £ 0.0 (0.0)
Anatomy ADA (C) + GPT3.5-Turbo-0125 (C) 89.11 | 88.18 £0.01 ( )
Bio-ML ADA (C) + GPT3.5-Turbo-0125 (CC) | 64.14 | 64.15+0.13 ( )
Phenotype | BERT (C) + Mistral-7B (CP) x 85.01 80.59 £ 0.0 ( )
LLM Replacement Test (Tp;)

MSE BERT (C) + Mistral-7B-V0.3 (CC) 9430 | 95.16 %+ 0.0 (+0.90%)
Biodiv BERT (C) + Mistral-7B-V0.3(C) 56.00 | 80.00 4 0.0 (+42.85%)
Anatomy BERT (C) + Mistral-7B-V0.3(C) 89.11 88.18 0.0 ( )
Bio-ML BERT (C) + Mistral-7B-V0.3(CC) 64.14 63.06 £ 0.0 ( )
Phenotype | BERT (C) + LLama-3.1-8B (CP) 85.01 89.09 £ 0.0 (+4.78%)

Consistent with the previous section, PD was found to be positive in case studies 1 and 5 across all datasets, thus
supporting the same conclusions as those found in the original studies. It should be noted that in two instances for
case study 5, negative PD scores were observed for recall (96.61% and 97.85%), compared to 99.1% in the original
study. However, these differences remain small within the context of the original study, thereby still validating its
findings with another version of GPT-4. This contrasts with case study 2, which yielded different conclusions with
two versions, failing the test for this case. Likewise, for case studies 3 and 4, four scores were less than —5% and
—4% respectively (a threshold related to each case study that changes the conclusion of the corresponding original

=W N

o 0 g o

11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34
35
36
37
38
39
40
41
42
43
44
45
46
47
48
49
50
51



@ J oy U W N

Qs s s s s s s D DWW W W W W WwWw W W NNNNNDNNNNN R R R R R R e e P e
H O W © < o 0 W N O W Jdo W N R O VW O do s W NP O WV ®Jd o s W N R OV

M.J. Saeedizade et al. / A Framework for Assessing LLM Consistency in Knowledge Engineering 17

Table 11

Results of Study 5: CoLLM tests using evaluation metrics (reported as u 4 o of three runs) and PD for different ontologies for retrofitting
competency questions using RETROF IT-CQ framework. The model V1 refers to 0613, V2 refers to 1106, V3 refers to 0125. Results (PD) in
blue and orange indicate that they increased or decreased, respectively, compared to the original experiment.

Ontology ‘ rorg(Pre,Rec) — LLM LLM Precision (PD 1) Recall (PD 1)
LLM Repeatability Test (Trep)
Video Game | (82.1,99.8)-GPT-4y, 70.87£0.4 ( ) | 99.8240.1 (+0.02%)
African Wild | (49.9,99.1)-GPT-4y, S 781433 (+56.59%) | 99.70+0.5 (+0.61%
Dem@care (30.7,99.4)-GPT-4y, & 4515413 (+47.07%) | 99.9640.0 (+0.56%
Vicinity Core | (62.3,99.9)-GPT-4y, 68.4040.3 (+9.79%) | 99.98-0.1 (+0.08%)
LLM Update Impact Test (Tupi)
GPT-3.5 74.61 £3.1 (+16.40%) | 96.6140.2
Video Game | (64.1,99.1)-GPT-3. 5y, V2 (+16.40%) ( )
GPT-3.5y, | 70.72 +1.9 (+10.33%) | 97.85+0.0 ( )
GPT-3.5 89.63+1.1 (+18.56%) | 10020.0 (+0.50%
African Wild | (75.6,99.5)-GPT-3. 5y, V2 (+18.56%) (+0.30%)
GPT-3.5y, | 92.242.0(+21.96%) | 10040.0 (+0.50%)
GPT-3.5 57.01 £1.9 (+35.09%) | 99.57 £0.4 (+0.07%
Dem@care | (42.2,99.5)-GPT-3.5y, V2 (+35.09%) (+0.07%)
GPT-3.5y, | 53.1£15(+25.84%) | 99.83 £0.2 (+0.33%)
GPT-3.5 75.97 £1.4 (+78.75%) | 99.92 £0.1 (+0.02%
Vicinity Core | (42.2,99.9)-GPT-3. 5y, V2 (+78.75%) (+0.02%)
GPT-3.5y, | 60.37 £1.7 (+42.07%) | 100 0.0 (+0.10%)
LLM Replacement Test (T pi1)
Video Game | (82.1,99.8)-GPT-4y, 63.85£0.5 ( ) | 99.73 £0.0( )
African Wild | (49.9,99.1)-GPT-4y, Lorevic 4772445 ( ) 10000 (+0.91%)
= VIEW
Dem@care (30.7,99.4)-GPT-4y, P 36.8120.3 (+19.90%) | 99.96 £0.1 (+0.56%)
Vicinity Core | (62.3,99.9)-GPT-4y, 51.7141.4( ) | 100£0.0 (+0.10%)

study, mentioned in Table 6), leading to conclusions that differ from those in the original studies.

Thus, to address the question posed in the challenge (2),“To what extent do updates of LLMs affect the results of
the studies?”, later versions of LLMs can affect the results in approximately one out of four cases. Despite the test
passing in 73.3% of the cases, there remains a significant risk, indicating that newer versions of an LLM should be
re-evaluated before being adopted in research studies or industry applications.

6.1.3. Results of LLM Replacement Test (Tp1)

Similar to the results of the two previous tests, our findings reveal that 93.3% of experiments passed the LLM
Replacement test (Tables 6-11). The only case study that yielded a different conclusion was case study 2, with
Llama-3.1-405B-Instruct; however, interestingly the test passed when using OpenAI ol-preview.
This suggests that the KE studies investigated are not necessarily model-dependent, and that they can yield similar
outcomes when alternative LLMs are used.

Although the test succeeded in all but one case, the performance metrics differed from those in the original studies.
The results for case study 1 were broadly stable, exhibiting very few differences. However, the differences between
the (7,,:) tests and the original results were much greater for case studies 2 and 5 when using ol-preview,
suggesting that further investigation is needed when replacing the LLM for these two studies. For example, in case
study 5, ol-preview maintains a higher recall, generating most, if not all, of the competency questions from the
ground truth. However, this is associated with a drop in the precision score due to the generation of a larger number
of competency questions compared to the ground truth. The need for further investigation is discussed in Section 7.
In contrast, the results for case studies 3 and 4 yielded higher results for five of the experiments (exceeding +4% and
+5% for these studies), with minimal o. This suggests that these models consistently achieve a better performance,
indicating high confidence and potential suitability for extending these studies in future.

In addressing the question posed in challenge (3), “Can an alternative LLM achieve a similar performance to
those used in previous studies, or are certain studies dependent on a particular LLM?”, in 93% of cases, alternative
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Study 1: Ontology
generation
Study 2: Ontogenia
Study 3: LLMs40L
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Study 4: LLMs40L
Study 5: LLMs40OM
All studies together

Fig. 2. Bar chart for STD (x-axis), Performance Drift (PD) (y-axis), and the correlation between them. Sub-figures 1-5 show the correlation
between PD and STD for each study, and the last one shows all experiments combined; these show no correlation between PD and STD.

LLMs were found to achieve a similar performance to that in the original studies, suggesting that these studies
are not dependent on a specific LLM. However, the scores can vary significantly, suggesting that there could be
substantial differences in the overall behaviour with some LLMs resulting in substantial improvements or decreases
in scores.

6.2. Performance Analysis

Finally, we discuss the performance drift (PD) and spread of results (represented by o) of the experiments reported
in Tables 7 - 11, and illustrated in Figure 2.

Performance Drift of Experiments. The results do not suggest that any trends exist for the PD with newer or
alternative LLMs (i.e. newer versions or alternative LLM models used within the tests do not lead definitively
to lower or higher scores); on the contrary, the scores fluctuate significantly, thus suggesting that newer
LLMs in KE tasks do not necessarily improve the scores. In some studies, the resulting PD was found to
be considerable (whether positive or negative). Although the original hypotheses or conclusions still held for
the different studies with these new results, the impact of using different LLMs demonstrates the importance
of further evaluation in these studies as new models emerge.

Spread of Results (o) of Experiments. Similar to PD, there is no clear or obvious trend in the observed standard
deviation (o); this suggests that newer LLMs do not necessarily have lower non-determinism behaviour.
However, it should be noted that the number of repeated runs for each test, n was low, and thus can have
an impact on the resulting standard deviation. Although ideally more runs should be performed, this can
be challenging due to the time and costs associated with multiple queries with several LLMs. Ideally, this
should be addressed in future research on KE where LLMs are used, to facilitate the generation of statistically
significant results, as their use may account for any minor variance in results due to the non-determinism of
the LLM models.
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Table 12

Discussion over observations, evidence, impacts, and recommendations across studies.

unchanged.

comparable to student work.

Study Observation Evidence / Likely Causes Impact / Consequences Recommended Actions
Study 1: Ontology | All three tests passed; main Higher empirical scores than the original Stronger support for the claim that Replicate across more
Generation findings of the original study study; task not affected by any variances. LLMs generate ontologies datasets.

Study 2: Ontogenia

Some results show
inconsistencies and variability.

Not repeating runs in the original study
(ignores LLM stochasticity); high std. dev. in
metrics; reliance on mixed
qualitative/quantitative evaluations that fail to
capture ontology richness. Variations in results
are also influenced by the extent of memorised
ontological information within the models,
which can bias the performance towards
well-documented concepts.

Reported benefits of MP+Patterns
may not be robust; qualitative depth
not fully assessed.

Repeat tests with variance
reporting; adopt richer
quantitative metrics; analyse
memorisation bias; balance
sample size with depth.

Study 3: LLMs4OL

Model updates (e.g., BLOOM)
change conclusions (negative
PD in Update Impact Test).

Parameter shifts across versions; some
inconsistencies repeated in Tasks A and C;
limited set of models tested so far.

Reduced reproducibility;
conclusions may no longer hold
after model updates.

Run  update-impact  tests
routinely; expand experiments
to larger models (ol-preview,
Mistral, LLaMA-3).

Study 4: LLMs4OM

Two consistent failures (0% std.

dev.) on the Phenotype dataset
with BERT(C)+Mistral-7B

(CP); inconsistent across others.

Architecture or training data in updated
models; sensitivity to hyperparameters and
datasets; heterogeneous behaviours across
tasks.

Ontology-matching results are
fragile; updates can either help or
harm, depending on conditions.

Perform sensitivity analyses;
validate  across  datasets;
explore model/data factors
linked to failures.

Study 5: Retrofitting
Competency
Questions

All three tests passed; scores
exceeded original; low
variability across tests.

Precision/recall comparable or better than
original; low std. dev.; semantic similarity
measures confirm quality vs. expert-authored

Confirms LLMs can retrofit
competency questions for existing
ontologies; stable and reliable

Extend to more ontology
domains.

CQs. results.

Correlation between Standard Deviation and Performance Drift. In some of the studies analyzed, the results
exhibited a high performance drift (PD) and a high standard deviation (o). However, as shown in Figure 2,
there is no significant or predictable correlation between these results. This suggests that neither a high
performance drift necessarily leads to a high standard deviation nor a high standard deviation implies a high
performance drift; similarly, a low performance drift does not guarantee a low standard deviation, and a low
standard deviation does not ensure a low performance drift.

7. Discussion

The consistency analysis resulting from the three proposed tests shows that: (i) the results from prior KE studies
can be replicated; (ii) roughly one in four findings is brittle to LLM version increments; and (iii) in the majority
of cases (i.e. in 14 of the 15 case studies evaluated), it is possible to replace the original model for a more recent
one without invalidating the conclusions, although the resulting metric drift can be substantial. For the case studies
evaluated, we found that: for 7., 81.4% of the studies passed; for 7,,; 73.3% of the studies passed; while for 7,
93.3% of experiments passed the LLM Replacement test. Furthermore, the magnitude of the potential drift (not just
the direction) matters; for example, for case study 5, where competency questions were generated, a recall PD of 3
points is tolerable as in that specific study, that drift has little impact on the overall output: once the LLM proposes
its list of CQs, an expert reviews them, and thus any additional workload for the expert (due to the drift) is negligible.
However, in real-time ontology matching pipelines, even a -4 percentage points “pass" can be operationally costly.

Overall, after having applied the three tests across all five case studies in this investigation, we observed that
certain tests failed in some cases; these inconsistencies are analysed and summarised in Table 12. Specifically,
the table first presents the main observations derived from the results, followed by our speculations regarding the
potential causes of test failures or supporting evidence for successful tests. Finally, we outline the key conclusions
and recommended actions for each study.

8. Limitations
In this section, we describe the main limitations of our work. We point out areas for further evaluation, such as

additional robustness tests and consistency checks, and discuss the risks of data leakage. Finally, we outline the
limitations of our experimental methodology, including parameter choices and the effects of stochasticity.
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8.1. Additional evaluations

As some of the earlier studies showed failure on some of the tests, in LLM-assisted KE tasks, there is the need to
conduct multiple testing rounds under varied conditions. In particular, data perturbations with noise or adversarial
examples would stress-test robustness, something we did not explore in this study. Additionally, the variation of
hyperparameters would assess to what extent conclusions are tied to a single configuration. By expanding our three
proposed tests, researchers can gain greater insight into the extent to which their findings hold across datasets, model
settings, and inherent LLM randomness.

8.2. Dataset leakage

Dataset leakage can result due to LLMs being trained on the datasets of each study, potentially leading to
artificially enhanced performance compared to models that have not been exposed to these datasets. To the best
of our knowledge, we did not find any sources that have published the datasets and their corresponding solutions
together in a single file, which would have allowed LLMs to easily train on them and predict the answer to each
question as the next token encountered during training. In the first case study, the ontology stories and competency
questions have been publicly available since 2009; however, that study’s authors (Saeedizade and Blomgqvist)
indicated that the solutions to the ontology were not available [76]. In the second case study, the dataset containing
ontology competency questions to SPARQL-OWL query translations has been publicly available since 2020 [67].
The generated LLM output is stored in a separate file from the CQs and the gold standard ontologies. Furthermore,
given the PD and o results, it remains difficult to see a pattern for what concerns improvement. However, despite
the memorization capabilities of LLMs, the percentage of ontology components overlapping with the gold standard
ontology, such as classes, calculated through Jaccard Similarity, are variable (even between runs with the same
setup) ranging from 0% to 90.91% (a further discussion on the reasons for these results is given in 4.5). In the
third case study, the dataset used was UMLS, which is not publicly available, and thus LLMs would not have direct
access to the data unless they obtained it through alternative means, such as indirect exposure via training corpora
or unauthorized access. As a result, the likelihood of data leakage in this case is minimal. In contrast, the fourth
case study utilises the publicly available OAEI initiative datasets, which were accessible well before the advent of
LLMs. This raises the possibility that some LLMs may have been trained on similar or related data, leading to a
potential risk of data leakage. However, despite this concern, the reported evaluation scores in case study 4 do not
surpass those of the correponding original study, suggesting that even if some degree of leakage occurred, it did not
result in an artificial inflation of performance. In the final case study, the dataset of ontologies and their CQs has
been publicly available since 2019. The output of the LLMs (i.e. CQs generated from different prompts) are stored
in a separate file from the ontologies and their CQs. These questions are also available from an associated Github
repository.® The analysis of the results obtained using the o1-preview model shows a degradation in precision
with respect to its predecessor models, while the results for recall remain stable. This seems to suggest that the
model’s training data did not include the CQs generated for previous studies, but also that if there was any effect
due to data leakage of the original CQs, this did not affect the recall in the new experiments.

8.3. Factors that impact the consistency

As shown in Table 12, several factors significantly affect research on the consistency of LLMs in KE
experiments. First, there has been increasing recognition of the need for a statistical analysis within evaluations
that involves multiple tests to yield statistically meaningful results. However, this is currently problematic, as
the costs (both computationally, and economically) can be prohibitive. Running experiments multiple times may
require extensive computational resources, especially in scenarios where experiments must be repeated 20 times
or more to achieve statistical significance [30]. Additionally, certain tasks, such as ontology generation, often
necessitate manual evaluation, which is both time-consuming and reliant on the availability of expert evaluators.
These tasks increasingly demand new evaluation frameworks that balance qualitative insights with quantitative

8https://github.com/SemTech23/RETROFIT-CQs

=W N

o 0 g o

11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34
35
36
37
38
39
40
41
42
43
44
45
46
47
48
49
50
51


https://github.com/SemTech23/RETROFIT-CQs

@ J oy U W N

10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34
35
36
37
38
39
40
41
42
43
44
45
46
47
48
49
50
51

M.J. Saeedizade et al. / A Framework for Assessing LLM Consistency in Knowledge Engineering 21

measures [47, 76]. Task-specific aspects can also have an impact on consistency; for example, memorization by
LLMs can lead to variations in outputs, as observed in case study 2, where experiments rarely show full alignment,
even under controlled conditions. Moreover, architectural differences between LLMs also play a role—certain
models may excel in specific tasks due to optimized reasoning layers or effective pattern injection mechanisms,
as seen in the improved performance by ol-preview within that case study. LLM-based Consistency in KE is
further complicated by uncertainties surrounding LLM caching policies, which may affect outputs by memorizing
previous interactions, thus necessitating the use of “pauses” between experiments for an unspecified duration to
eliminate this effect.

9. Future Directions

As discussed in Section 7, consistency in KE tasks extends beyond examining the version of the LLM or
the feasibility of substituting the current LLM with another. Future research is necessary to achieve a deeper
understanding of consistency-related issues. Specifically, we outline the following tests and research questions to
represent potential future directions of this work.

— Noise Sensitivity. This test investigates the effects of noise in the input prompt (such as incorrect examples in
a few-shot prompt, noisy triples in a retrieval setting, incomplete or ambiguous competency questions) on the
consistency and quality of the LLM’s output. The aim is to investigate the robustness of LLMs toward errors
in the prompts.

— Hyperparameter Sensitivity. This test investigates how the hyperparameters of an LLM, such as temperature
or penalty, affect different tasks in KE. It also seeks to understand which parameter settings or ranges are
optimal for a specific task in KE. Also, it examines whether or not the default hyperparameters of LLMs are
suitable for KE tasks. Important questions include: Do certain parameters trade off correctness for diversity
in ways that harm knowledge engineering? Are there robust, task-agnostic parameter ranges that minimise
inconsistency? How do hyperparameter interactions (e.g., temperature combined with verbosity) influence
rare-fact recall versus hallucination rates?

— Biases and Consistency of LLMs. Different LLMs may exhibit different biases leading to specific errors
in their outputs, since some LLMs are created for general purposes, some for coding, etc. This test
investigates the pitfalls or consistent shortcomings of popular LLMs in KE tasks. Research here should
identify recurring error patterns across prompts, domains, codes (e.g. asking LLM to return Turtle syntax,
XML, etc), or demographic axes (e.g., topic, gender, geographic biases) and determine whether these biases
cause inconsistent outputs under identical inputs.

10. Conclusion

In this study, we attempt to address the question: “How can we assess the consistency of the results of
KE practices that make use of LLMs?” by introducing the CoLLM framework. In particular, three consistency
tests—repeatability, update impact, and replacement— are proposed that evaluate the non-determinism of the
results of previous scientific studies, together with evaluating the effect that the choice of LLM itself has on the
results of existing studies. This framework provides a valuable starting point for assessing the consistency of studies
in the area of LLM-supported KE.

By applying CoLLM to five recently published case studies over 59 experiments, we demonstrated that 85% of
the experiment results were consistent with their published scores when re-evaluated under identical conditions
(repeatability test). Our investigation of model version updates revealed that in 73% of cases, updating the
underlying LLM did not change the findings of the original studies, indicating that newer releases maintain but
do not necessarily improve consistency (update impact test). Furthermore, substituting the originally used model
with an alternative LLM yielded comparable performance in over 93% of scenarios, suggesting that the successful
support for most KE tasks are not tied to a particular LLM (replacement test). Overall, these results indicate that
KE studies using LLMs are overall rather reliable, despite the opaque nature of the LLMs themselves.
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In future work, further evaluation and tests may be applied to investigate the extent of consistent results and
variability across different KE tasks.
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