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We address the recurring need to represent and query metadata about individual graph assertions in property graphs,
including provenance, temporal qualifiers, confidence, and audit information. We propose a stepwise generalization of
labelled property graphs that (i) treats labels as properties without values (GPG), (ii) allows edges to serve as endpoints
(GPG.), (i) gives property occurrences identity by modeling them as edges to value objects (GPG,), and (iv) exposes
components of structured values via dedicated component edges (GPG.). This progression makes metadata uniformly
attachable to relationship facts, property occurrences, and nested components of structured values. We also provide an
empirical study in Neo4j that quantifies the storage, loading, and query-time overhead induced by increasingly expressive

metadata representations.
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1 Introduction

Property graphs (/, 2) have become a dominant data model
for graph analytics and graph-centric applications, largely
due to their pragmatic support for labels and properties on
vertices and edges. At the same time, many contemporary
data management tasks require metadata about graph facts:
provenance, trust, temporal qualifiers, auditing information,
units, and other contextual attributes that refine or qualify the
intended meaning of a property value or a relationship (3, 4).

Prior work in Knowledge Graph (KG) management
highlights that metadata and provenance are fundamental
to ensuring reliability and enabling responsible reuse of
graph data (5-7). The ability to explain why a statement
holds, where it originated, and under what assumptions it
should be trusted directly impacts whether graph-backed
applications are transparent and auditable, especially in
large-scale integrated KGs continuously aggregated and
republished across organizational boundaries (8, 9).

Beyond sources, users often need statement-level context,
such as extraction methods, curator identities, confidence
levels, and rationale trails (/0). Such metadata is crucial
in scientific and industrial pipelines that combine heuris-
tics, learning-based extraction, and manual curation, thereby
improving traceability and supporting the reliability assess-
ment of downstream query results (//—13).

Metadata also underpins long-term KG operation and
governance: creation times, edit history, accountability, and
pipeline provenance are needed for maintenance and auditing
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at scale (14, 15). Without principled support, systems rely
on ad-hoc conventions that are difficult to validate, query
uniformly, and preserve across migrations.

Finally, metadata influences interoperability and perfor-
mance. Incompatible provenance/qualifier encodings hinder
exchange (16), while scalable deployments require metadata-
rich representations to remain storage- and query-efficient
(17-20). This creates a recurring tension between expressive
statement-level qualification and engineering constraints of
graph databases.

We study metadata in property graphs as first-class
information that qualifies, contextualizes, or constrains
graph assertions. Our target is intentionally close in spirit
to statement-level metadata in the Resource Description
Framework (RDF) (21), such as RDF reification, yet adapted
to the idioms and engineering constraints of property-graph
systems.

A well-known manifestation of this need is the emergence
of statement-level annotation in RDF, most recently through
RDF-star (22) / RDF 1.2 (23) features that allow quoted
triples and their subsequent qualification. Similar pressures
exist in the property-graph ecosystem: users routinely want to
attach information such as since, source, confidence,
or lastUpdated not only to edges and nodes, but also
to properties themselves. Labels are often used in a similar
role, but in this paper we treat labels as membership tests
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(i.e., properties with no value) and do not give individual
label facts an identifiable occurrence; if label-level metadata
is required, a label can be encoded as a dedicated property
occurrence (e.g., a property edge to a true-valued value-
object) so that it falls under the same metadata mechanism as
properties.

However, native property-graph systems historically treat
properties as attribute-value pairs with no identity, which
makes it difficult to attach metadata to a property without
encoding tricks (e.g., JSON-in-a-property, manual reification,
or schema workarounds). Moreover, labels are typically
treated separately from properties, even though both behave
as lightweight classifiers and are routinely queried together.

We propose a stepwise generalization of labelled property
graphs (LPGs) that makes metadata modeling systematic and
uniform:

1. Generalized PGs (GPG): we generalize the LPG
content model so that labels are a special case of
properties (conceptually, “properties with no values”),
enabling a uniform account of node and edge labelling
(without introducing separate label occurrences).

2. GPG, (edges as endpoints): we extend the data model
by allowing edges to start/end at edges (hyperedge-
style connectivity), which enables representing richly
connected metadata and relationships between rela-
tionships in a graph-native way.

3. GPG, (properties as edges to values): we represent
properties as special edges ending in value-objects,
giving properties identity and enabling metadata on
properties in the same manner as metadata on edges.

4. GPG,. (component-level metadata): we add a
canonical decomposition of structured values into
component edges between value-objects, so that
metadata can attach to record fields, list elements, and
map entries as first-class occurrences.

5. Empirical overhead study: we instantiate these
representations in Neo4j and quantify storage, loading,
and query-time overhead under increasingly expressive
metadata needs.

Section 2 distills use cases and design requirements
for metadata in property graphs. Section 3 introduces
baseline LPGs and our label-to-property generalization.
Section 4 presents the stepwise data-model extensions
(GPG./GPG,/GPG,). Section 5 provides an informal,
example-driven explanation of the extensions. Section 6
reports an experimental study of practical overhead in Neo4;.
Section 7 reviews related work in the literature.

2 Design Requirements for Metadata in
Property Graphs

We now outline the design requirements that a metadata-
aware property graph model should satisfy, focusing on
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requirements that follow directly from the data-model
progression developed in this paper. Starting from recurring
use cases, we distill constraints that enable uniform, fine-
grained qualification of edges, property occurrences, and
components of complex values. To make the derivation
explicit, we also provide a traceability matrix that links each
use case to the requirements it motivates (Table 1).

2.1 Use Cases

We organize motivating scenarios into recurring classes of
metadata needs. Each use case below can be instantiated
for edges (relationship facts), node properties (attributes),
and crucially for properties themselves when the qualifier
conceptually refines a property value. In addition, for
complex-valued properties, metadata often needs to target
sub-values (record fields, list elements, map entries),
motivating explicit component-level support in selected cases
(UC2, UC4-UC6).

UC1 Provenance and sourcing. Data is frequently integrated
from multiple sources with different trust levels.
Users need to represent: (i) the origin of a value or
relationship, (ii) evidence trails, and (iii) attribution
objects (e.g., curated vs. inferred). In RDF practice,
provenance is a central driver for statement annotation
and is prominent in RDF-star use cases, including
large-scale biological knowledge bases where triple-
level attribution replaces verbose RDF reification. In
property graphs, the analogous requirement is the
ability to attach source, evidence, curator,
pipelineRun (and often collection time) to a
relationship or to a specific property value.

UC2 Fuzziness, confidence, trust, and quality signals. Many
graphs carry uncertain, probabilistic, or heuristically
extracted facts. A common pattern is to store a primary
value (e.g., an extracted entity link) and annotate it
with confidence, trustScore, rank, method,
curatorIdentity, or modelVersion. Impor-
tantly, the confidence pertains to a specific assertion,
not to the node as a whole. This calls for metadata that
can target edges and property-values uniformly, includ-
ing individual occurrences of multi-valued properties
and even components of complex values.

UC3 Temporal qualification: valid time vs. transaction/audit
time. Temporal metadata appears in at least two
forms: (i) valid time (when a statement holds
in the modeled world) and (ii) transaction/audit
time (when a statement was recorded/updated).
Examples include since/until, assertedAt,
created_at, edited_at, lastUpdated, and tri-
temporal variants. Temporal qualifiers often attach to
a relationship (e.g., employment since 2014) or to a
property value (e.g., a population measurement at time
2005 with a confidence score).



UC4 Auditing, edit history, and accountability. Graph data
is frequently curated. It is therefore valuable to
attach created. by, created._at, edited_ by,
and edited_at to specific assertions, including
elements inside lists/records.

UCS Units and measurement context. Numeric proper-
ties require units and measurement context: unit,
precision, method, instrument, protocol,
referenceSystem, or statistical estimation pro-
cess. In practice, the unit should not be baked into the
value string; it is metadata about the value.

UC6 Location and spatial reference. Spatial values are
meaningful only relative to a spatial reference
system and sometimes measurement method. Typ-
ical metadata includes CRS, geodeticDatum,
collectedAt, or other acquisition context. Again,
these qualify a specific assertion/value.

UC7 Event-centric qualification. Many domains model
events as producing a state change plus associated
context (place, time, agents, etc.). RDF-star use
cases emphasize that quoted triples can compactly
represent the effect of an event together with
event metadata (e.g., marriage between two people
qualified by time/place/officiant). In property graphs,
an analogous need arises for representing event effects
as edges/properties while attaching event metadata to
the corresponding assertion.

UC8 Wikidata/Wikibase qualifiers. Wikibase-style state-
ments associate qualifiers, ranks, and references with a
base claim. RDF-star use cases explicitly seek a more
compact encoding of these qualifiers by attaching them
to statement-level constructs. In property graphs, Wik-
ibase patterns naturally correspond to edge/property
qualification (e.g., population with point_in_time,
plus method, provenance, etc.).

2.2 Traceability: Use Cases to Requirements

Table 1 summarizes which requirements are directly
motivated by each use case. The mapping highlights that (i)
statement-level qualification motivates property-occurrence
identity (R1), and (ii) structured values with nested qualifiers
motivate both whole-value and component-level handling
(R2-R3). Finally, a clean separation of primary vs. metadata
vocabulary (R4) supports uniformity and avoids semantic
collisions.

2.3 Requirements

We distill the use cases into design requirements for a
property-graph data model that supports statement-level
metadata natively.
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R1 Metadata on properties, not only on edges. Users
must be able to qualify (multi-valued) properties, not
only binary relations, and do so at the granularity of
individual property occurrences.

R2 Structured values as payloads. It must be possible
to represent both atomic values and structured values
(records, lists, maps) as property payloads, so that
metadata can qualify rich values systematically.

R3 Component-level metadata inside structured values.
For structured properties, metadata should be attach-
able not only to the whole value but also to its compo-
nents, such as list elements or record fields.

R4 Separation of primary vs. metadata vocabulary. The
model should provide a first-class separation mech-
anism between primary content keys (domain facts)
and secondary metadata keys (qualifiers/annotations),
to preserve clarity and prevent accidental collisions.

3 Preliminaries

This section fixes the basic graph and value model used
throughout the paper. We first recall a standard labeled
property graph (LPG) abstraction and then introduce a
generalization (GPG), in which labels are treated uniformly
as a special kind of property occurrence, paving the way
for metadata to apply to labels and values within a single
framework.

3.1 Labelled Property Graphs

We recall a baseline labelled property-graph model that
supports (i) identities for vertices and edges, (ii) directed
edges with endpoints in vertices, and (iii) finite property-
record content for both vertices and edges. We explicitly
allow multiple labels for vertices and edges and multi-valued
properties, as these are common in practice and important for
metadata patterns.

Let V be a countably infinite set of entity-vertex identities,
and let O be a countably infinite set of value-object identities,
with VN O = (. Let N :=V W O be the universe of node
identities. Let £ be a countably infinite set of edge identities
with VN €& = 0.

Let € be a countably infinite set of edge-node identities,
disjoint from N UE. Let N* := N1 be the extended
universe of vertex identities (for reification-based physical
encodings that represent edges as vertices).

Let Kpi and Kmeta be disjoint countably infinite sets of
primary and metadata keys, and let

K = Kpi ¥ Kmeta-

Intuitively, keys in Ky describe primary domain content
(including labels-as-keys), while keys in Keta describe
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R1 R2 R3 R4
UC1 Provenance / sourcing v v
UC2 Confidence / trust / quality v v v Y
UC3 Temporal qualification v v
UC4 Auditing / edit history v v v
UCS Units / measurement context v v v v
UC6 Location / spatial reference v v v v
UCT7 Event-centric qualification v v
UCS8 Wikibase qualifiers / ranks / refs v v

Table 1. Traceability matrix linking use cases (UC1-UC8) to design requirements (R1-R4).

secondary qualifiers and annotations. This separation directly
supports requirement R4.

We assume a fixed finite set of reserved system keys Ksys C
Kori containing at least:

val, pkey, selKind, selVal, src, tgt.

These keys are used only by the model/encoding machinery
(e.g., value-object payloads and selector markers) and are not
intended as domain vocabulary.

We assume w.l.o.g. that user vocabulary is disjoint from
Keys.

Let A be a set of atomic data values (strings, numbers,
booleans, dates, ...). To support structured payloads, we
assume that the overall value domain D contains both atomic
and structured values.

Definition 3.1. Structured values. Let A be a set of atomic
values and /C,,; a set of field names (keys). The set D of data
values is the least set such that:

1. ACD,

2.if wvy,...,v, €D, then the finite sequence
[v1,...,v,] € D,

3.if  ki,...,kn € Ky are  pairwise  distinct
and vy,...,v,, €D, then the finite record
{k1:v1,.. . kpmivn} €D,

4. if wy,...,up, € D are pairwise distinct and
wi,...,wp € D, then the finite map {u;—
Wiy .ewyUp — Wyt € D.

We call elements of A atomic values and elements of D \ A
structured values.

Some abstractions use finite sets of values per key, while
others use finite multisets. We adopt finite multisets to
cover practice where duplicates may matter; the set-based
view is recovered by restricting to multiplicity-free multisets.
To keep later reification encodings type-compatible, we fix
the vertex-ID universe as N/*; standard LPG instances are
obtained by restricting to V C N

Definition 3.2. LPG. A labelled property graph (LPG) is a
tuple
G=(V,E,p,\ )
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where:

* V C N* is afinite set of vertices,

e E C £ is afinite set of edges,

* p: E =V x V maps each edge to its ordered pair of

endpoints,

A (VUE) — Pan(Kpri) assigns a finite set of labels

(primary keys) to each vertex/edge,

e m: (VUE) = (K — Mqgn(D)) assigns a finite par-
tial mapping from keys to finite multisets of values.

The separation into A (labels) and 7 (properties) matches
common LPG practice, but it is precisely this separation that
complicates uniform metadata support.

3.2 Generalized PGs: treating labels as
properties-without-values

We now generalize the content model so that labels become
a special case of properties. Intuitively, a label is a key that
is present on an element, but has no associated value. As
in LPG, labels are drawn from the primary key space Kpi;
metadata keys [Cpeta are reserved for valued qualifiers and do
not serve as labels.

Purely set-theoretic encoding of “no value” is subtle:
a partial function cannot directly represent key presence
without a value. We therefore introduce an empty-value
marker L ¢ D (and we view it as a dedicated token distinct
from the empty path € used later).

Definition 3.3. GPG. A generalized labelled property graph
(GPQG) is a tuple
G = (Vva E, p, Oé)

where V, E/, p are as in Definition 3.2, and
a: (VUE) = (K= Mg, (Dw {L}))

assigns a finite partial mapping from keys to finite multisets
of either data values or the empty marker, subject to the well-
formedness conditions: for all x € V U E and all k£ in the
domain of (z),

Lea@)(k) = a()(k) = {L},
a(z)(k) ={L} = ke Kp.



If a(z)(k) ={L}, we call k a label-key of x (necessarily
k € Kpori); otherwise k is a valued key of x.

4 Stepwise Data-Model Extensions for
Metadata

This section introduces extensions that progressively enable
metadata modeling in a graph-native manner. We emphasize
a stepwise progression: each step isolates a specific modeling
capability that becomes necessary once metadata needs move
from ‘“edge properties” to (i) richly connected statement-
level metadata, (ii) metadata on properties as first-class
occurrences, and (iii) component-level metadata inside
structured values.

4.1 Allow edges as begin- and endpoints of
edges

Metadata frequently targets relationships: sources, temporal
qualifiers, auditing, and trust are commonly attached to
an edge. A standard LPG can store such metadata as
edge properties, but it becomes insufficient once we want:
(i) relationships between edge types (schema graphs), (ii)
metadata that is itself richly connected (e.g., a source object
with its own structure), or (iii) modeling patterns that require
edges to participate as first-class endpoints. GPG, addresses
this by allowing edges to connect to edges.

Definition 4.1. GPG.. An GPG. graph is a tuple
G = (N7 E7 p€7a)

where N C N* and E C & are finite and disjoint, « is as in
GPG (Definition 3.3) with domain (IV U E), and

pe: E— (NUE)x (NUE)

maps each edge to an ordered pair of endpoints that may be
nodes or edges.

Every GPG graph is a GPG, graph by taking N := V and
pei=p. Since p: E—=V xV and VxV C(NUE) x
(N U E), the embedding is immediate.

Edges can now represent relationship facts that themselves
can be related to other objects by additional edges. For
example, a membership edge can be connected to a Source
node by a hasSource edge, rather than encoding source
as an atomic edge property.

4.2 Model properties as special edges that
end in values

The key limitation of classic LPGs for metadata is that
properties have no identity. Thus, metadata about a specific
property value cannot be attached without encoding tricks.
GPG,, resolves this by representing each property occurrence
as an edge-like object with its own identity, whose target is
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a value-object (value node). Metadata can then attach to the
property-edge exactly as it attaches to ordinary edges. This
directly supports R1.

A

value-object is a node that stores exactly one

underlying data value, which may be atomic or structured
(Definition 3.1), supporting R2. We store the payload via a
distinguished key val inside a.

Definition 4.2. GPG,,. An GPG),, graph is a tuple

G = (N7OaER7EP7P»04>K3)

where:

N C N*is a finite set of (entity) nodes;

O C O is a finite set of value-object nodes, disjoint
from N;

Er C £ is a finite set of relationship edges;

Ep C & is a finite set of property edges, disjoint from
NuUOU ER;

p: (ErRWFEp) > (NUOUERUEpR)x (NUOU

ErUEp) is the endpoint function (edges may be
endpoints);

a:(NUOUERUEp) = (K = Mg, (Dw{L}))

is a content function satisfying the GPG well-
formedness conditions (Definition 3.3) on its entire
domain;

k : Ep — K assigns a primary key to every property
edge.

Additionally:

1.

Property-edge incidence (mandatory). For every
property edge e € Ep, we require

ple) = (z,0) with x € (NUERg) and o € O.
Intuitively, x is the owner element (node or relationship
edge), and o is the value-object target.
Value-object payload (mandatory). Each value-
object o € O stores exactly one payload value under
the distinguished key val:

a(o0)(val) is defined and a(0)(val) = {d} for some d € D.

Qualifier-key separation for property edges
(mandatory). For every property edge e € Ep and
every valued key k in dom(a(e)) with k ¢ Kgys, we
require k € Kpmeta- (Label-keys {1} may still use
primary keys as in GPG.)

In the remainder of this paper, whenever metadata must
target individual property occurrences, we use the explicit
property-edge representation (Definition 4.2) and assume
a normal form in which relevant valued occurrences are
materialized as property edges e € Ep pointing to value-
objects. This ensures that each qualified occurrence is
addressable and can carry its own metadata via «(e).
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A traditional property occurrence “x has property key k
with value d” is represented by a property edge e € Ep such
that:

* the source is x (more generally, any element, including
an edge identity), i.e., p(e) = (z,0),

* the target is a value-object o € O with a(o)(val) =
{d},

* the property key is k = x(e).

A property edge e is an edge identity, hence it may itself
carry metadata via a(e), e.g., a(e)(confidence) = {0.9}
or a(e)(point_in_time) = {2005}.

4.3 Component-level metadata inside
structured values

A frequent requirement goes beyond whole-value qualifica-
tion: for structured payloads such as records, lists, and maps,
metadata should be attachable to individual components
(record fields, list elements, map entries), rather than only
to the entire value. For instance, an address record may have
field-level provenance or edit history, or a list element may
carry its own confidence score. This subsection introduces
GPG,, which realizes component-level metadata by (i) mate-
rializing sub-values as value-objects and (ii) connecting them
to their parent value-object by dedicated component edges
that can themselves carry metadata. This directly supports
requirement R3.

We describe where a component occurs inside a structured
value by means of selectors. We use:

Sel = {field(k) | k € Kpri} U {index(i) | i € N5} U
{mkey(u) | u € D}.

A component path is a finite sequence p = sy ---8, of
selectors s; € Sel; the empty path is denoted by €.

To ensure that component edges faithfully represent the
structure of the payload stored in a value-object, we assume
a partial selector evaluation function

sub: D x Sel =~ D,

which returns the immediate sub-value selected by a selector.
It is defined by:

o if d={vy,...,v,] and s = index(i) with 1 <i < n,
then sub(d, s) = v;;
o if d={ki:v1,...,km:vn} and s=field(k;) for

some 1 < j < m, then sub(d, s) = v;;
o if d={ui = wi,...,up — wp} and s = mkey(u;)
for some 1 < j < p, then sub(d, s) = w;.

Intuitively, sub is undefined whenever the selector does not
apply to d.
For a structured or atomic value d € D, we write

Sel(d) = { s € Sel | sub(d, s) is defined }.
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Thus, Sel(d) enumerates exactly the immediate components
of d (list positions, record fields, or map entries). In particular,
Sel(d) = 0 for atomic values.

Definition 4.3. GPG.. An GPG, graph is a tuple
G = (N’O7ER7EP7EC7p7pC7Oé7h:7U)
where:

* (N,O,ER,Ep,p,a,k) is a GPG,, graph (Defini-
tion 4.2);

e Ec C €& is a finite set of component edges, disjoint
from NUO U Er U Ep;

* pc: Ec — O x O maps each component edge to an
ordered pair of value-objects;

* 0 : Ec — Sel assigns a selector to each component
edge.

Additionally, the following well-formedness conditions must
hold:

1. Qualifier-key separation for component edges
(mandatory). For every component edge ¢ € E¢ and
every valued key k in dom(a(c)) with k ¢ Kys, we
require k € Keta-

2. Component soundness (mandatory). If o (c) = s and
pe(c) = (0,0") with a(o)(val) = {d}, then

a(o’)(val) = {sub(d,s)}.

3. Component canonicality: completeness and unique-
ness (mandatory). For every value-object o € O with
payload a(o)(val) = {d}, the outgoing component
edges from o must form a canonical representation of
the immediate structure of d:

(a) (existence) for every selector s € Sel(d) there
exists a component edge c; € E¢c and a value-
object 0, € O such that

olcs) = s,
pc(CS) = (07 08))
a(os)(val) = {sub(d,s)}.

(b) (uniqueness) for every selector s € Sel(d), the
edge c, is unique: if ¢, ¢’ € E¢ and

o(c) =o(c) = s and
pe(c)

/

pc(c)

(0,_) and
(

0,-).

then ¢ = ¢/;

(c) (no spurious selectors) if ¢ € E¢ and p.(c) =
(0,0") with «(o)(val) ={d}, then o(c) €
Sel(d).

GPG. makes component occurrences explicit and address-
able:



* A structured property occurrence (already represented
in GPG,, by a property edge) points to a root value-
object o whose val contains the structured payload d.

e For every immediate component selected by s &
Sel(d), there is exactly one component edge ¢, to
a value-object storing the corresponding sub-value
sub(d, s).

* Metadata about the component occurrence is stored
on c¢s; (e.g., mlastUpdated, m_curator,
m_confidence), uniformly with how metadata
is stored on property edges in GPG,,.

5 Extensions by Example

This section explains the three main extensions
(GPG./GPG,/GPG.) in a less formal, example-driven
way. The purpose is not to introduce new machinery, but to
make the modeling intent concrete and to clarify how each
step answers a distinct class of metadata needs. Throughout,
we assume that labels are already unified with properties as
in GPG.

5.1 A relationship with provenance and time

Consider two person vertices :Alice and :Bob with a
relationship “Alice knows Bob” that should be qualified by
since and source:

. KNOWS
ey : :Alice —— :Bob,
since = 2014, source = :Wiki.

In LPG, since and source can be stored as edge
properties on eq if they are atomic. However, if source
is a rich object (e.g., a dataset node with its own fields and
provenance), then modeling it as an atomic string becomes
limiting.

What GPG,. adds. With GPG,, the edge ey, becomes a
legitimate endpoint, so we can connect it to a source node by
another edge:

ASSERTS

. . HAS_SOURCE
:Wiki ——— € e

and/or e tWiki.

Now :Wiki can itself carry structured information in the
graph, and edge-level metadata can be represented as a small
connected subgraph, rather than as ad-hoc encoding inside
properties.

5.2 Metadata on a property occurrence

Suppose  :CityX has a multi-valued property
population, where one measurement is known to
be approximate and associated with a time point and
confidence:

:CityX.population > 1000000

with point_in_time = 2005, confidence = 0.7.
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In LPG, a property occurrence (the pair “popula-
tion=1000000"") has no identity, so we cannot attach meta-
data to that specific occurrence without reification tricks
(e.g., encode arecord {value:1000000, time:2005,
conf: 0.7} as the property value).

What GPG, adds. In GPG,, each property occurrence
becomes an edge identity. Concretely:

* create a value-object o storing the payload under val:
afo)(val) = {1000000};

e create a property edge e from : CityX to o and mark
it with x(e) = population;

e store qualifiers directly on e as metadata
keys: a(e)(point_in_time) = {2005} and
afe)(confidence) = {0.7}.

5.3 Component-level metadata inside a
structured value

Assume :Alice has a structured property address
represented as a record:

address = {city: "Bialystok", zip: "15-000"}.

Now suppose we need metadata that targets only the zip
field, e.g., provenance or last-edit time:

z1p was last updated at 2024-12-01 and curated by :Editor42.

Key-as-value convention for physical encodings. When-
ever a key must be stored as an atomic value by a con-
crete encoding (e.g., in marker properties such as pkey,
selKind, selVal), we assume a fixed injective encoding

encg : K- ACD,

and store enck (k) (rather than k) as the corresponding
marker value.

What GPG, adds. In GPG,., structured values are
decomposed into value-objects connected by component
edges:

¢ the root value-object oq stores the record under val;

e there is a component edge c,i, With o(c,ip) =
field(zip) from oy to a value-object 0,;, storing
"15-000";

* metadata about the zip component occurrence is
stored on the edge c,ip: a(c,ip)(lastUpdated) =
{2024-12-01} and a(czip)(curator) =
{:Editor42}.

6 Experimental Study

This section evaluates the practical consequences of
realizing GPG-style metadata features via reification-based
encodings in an LPG backend. Concretely, we instantiate the
representations in Neo4j 5.26 and study (i) storage overhead,
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(ii) loading overhead, and (iii) query-time overhead under
increasingly expressive metadata requirements. Throughout,
we treat label keys as properties (not as native Neodj
labels/relationship types) and we access them uniformly via
the concrete carrier property k_noval (an array of strings
storing the set of keys k for which «(x)(k) = {L} in the
abstract model).

6.1 Research questions

We organize the study around three research questions.

RQ1 Fact-level metadata overhead. What is the storage
and query-time overhead of attaching metadata (e.g.,
since, provenance source) to relationship facts, when
realized using reification patterns?

RQ2 Property-occurrence metadata overhead. What addi-
tional overhead arises when multi-valued proper-
ties must be represented per occurrence (each
with its own qualifiers such as confidence and
point_in_time), rather than as value sets on nodes?

RQ3 Component-level metadata overhead. What is the
incremental overhead when metadata targets sub-
values (components) of structured values, and queries
must address components by selectors (e.g., “ZIP field
curated by X”, “field updated after date D”)?

6.2 Experimental design

We use three synthetic datasets with controlled scaling knobs
that directly correspond to the constructs in the GPG data
model, and we evaluate four physical encodings aligned with
the GPG feature “ladder”. Each dataset contains entities of
two kinds (Person, City), a mix of relationship facts
(e.g., KNOWS, LIVES_IN), and (depending on the encoding)
multi-valued population properties and structured addresses
with component-level annotations.

Key separation in the experimental implementation.
To match the model’s qualifier-key separation discipline,
we assume that all qualifier/annotation keys belong to the
metadata key space Kpeta. In the Neo4j implementation, we
materialize this separation by prefixing all metadata keys
with m_ (e.g., m_since, m_sourceld, m_confidence,
mpoint_in time, m_curator, m_lastUpdated).
Unprefixed keys (e.g., population, address) are
treated as primary keys in K.

Datasets and parameters. Table 2 lists dataset parame-
ters. We interpret them as follows: ny- is the number of entity
vertices; ng is the number of logical relationship facts; m is
the multiplicity of population occurrences per city; q is
the number of metadata attributes attached to each annotated
item; c is the number of address fields (components) in
a structured address record; and faqq, is the fraction of
persons having an address represented as a structured value.
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In addition, we use a fixed catalog of ng = 100 provenance
sources (: Source nodes) across all datasets.

We generate each dataset deterministically from a fixed
RNG seed. Entity vertices are split into 70% persons and 30%
cities. Each person has exactly one LIVES_IN fact to a city;
the remaining facts are KNOWS between persons, sampled
uniformly subject to avoiding self-loops.

Encodings evaluated. We evaluate four physical repre-
sentations, aligned with the GPG feature “ladder”.

GPG Baseline (no reification). Entity vertices are stored
as :Entity nodes. Logical labels are stored in
Entity.k_noval. Logical edge facts are stored
as native relationships of a single physical type
:REL, and the logical edge label key is stored
in REL.k.-noval. Fact metadata is stored as
relationship properties (e.g.,m_since, m_sourceId)
where applicable. This baseline cannot represent per-
occurrence property metadata or component metadata.

GPG. Edge-fact reification with rich provenance. Each
logical edge fact is represented as an :EdgeFact
node with (i) k_noval containing its logical edge
label key, (ii) metadata attributes as node properties,
and (iii) fixed structural relationships :SRC and
: TGT to its endpoints. Provenance is represented by
: HAS_SOURCE from :EdgeFact to : Source.

GPG,, Property-occurrence reification. In addition to GPG,,
we reify multi-valued properties as :PropEdge
nodes. Each property occurrence is a :PropEdge
with pkey (the encoded property key; in the
experiments, we use identity encoding encg (k) = k
and thus store keys as strings), metadata properties
(e.g., mpoint_in_time, m_confidence), and
fixed :SRC (to the owning entity) and :TGT (to a
:Value node). The :Value node stores the atomic
payload in val.

GPG. Component-edge reification. In addition to GPG,,
structured values are decomposed into component
edges. The address property occurrence points (via
a :PropEdge) to a root :Value node whose val
stores the whole structured payload as a JSON string
(for debugging and projection), while each field is
represented by a :CompEdge node connecting the
root :Value to a field :Value (again via fixed
: SRC/: TGT). Each : CompEdge stores a selector pair
selKind="field" and selVal=<fieldName>
and carries component-level metadata (e.g.,
m_curator,m_lastUpdated).

6.3 Data loading

All datasets are loaded into Neo4j via apoc.import.csv
over HTTP from a local server on localhost.



Table 2. Synthetic datasets and scaling parameters.

Dataset ny ng m g ¢ faddr
DI1-S 10,000 40,000 3 2 2 0.60
D2-M 50,000 250,000 10 3 4 0.80
D3-L 200,000 1,200,000 30 4 6 090

For each dataset/encoding pair, we ship a dedicated
directory containing (a) node CSV files and (b) relationship
CSV files. Imports follow a single canonical shape: a
list of node-file descriptors, a list of relationship-file
descriptors, and a shared set of APOC options (delimiter,
ID handling, batching, and duplicate tolerance). After the
import completes, we install a small set of constraints and
indexes: uniqueness constraints on id for every node kind,
plus secondary indexes that correspond to the workload
access patterns (property occurrences keyed by pkey and
qualifiers, fact-level temporal filters, and component selectors
and metadata).

Complete command lines and Cypher statements (HTTP
server invocation, APOC import calls, constraints, and
indexes) are provided as an online appendix in (24).

6.4 Workloads

We organize the evaluation into four workload families (WQ-
A-WQ-D), each aligned with a distinct metadata capability
and one research question (RQI1-RQ3). All workloads
are parameterized and executed through the benchmark
driver (or via :param in Neo4j Browser). To keep the
presentation uniform across variants, we express logical
labels and relationship types semantically as membership
tests in k_noval.

WQ-A Baseline topology and label-as-property access. Core
read patterns used as a baseline: (i) label membership
counts, (ii) one-hop neighborhood size for a given
entity, and (iii) threshold selection for cities by
population. The population query is instantiated in
two forms depending on whether the variant stores
population as a value-set property (baseline GPG,
GPG.) or as property occurrences (GPG,,, GPG,).

WQ-B Fact-level metadata and provenance (RQ1). Queries
that stress metadata attached to relationship facts, in
particular temporal qualifiers and provenance joins. We
compare baseline qualifiers directly on relationships
versus reified : EdgeFact representations.

WQ-C Property-occurrence metadata (RQ2). Workloads
evaluated on GPG, and GPG., where multi-valued
properties are represented as explicit occurrences.
The queries cover qualified reads, confidence-based
ranking, and existential selections under combined
value and qualifier constraints.

Prepared using TRR.cls

WQ-D Component-level metadata over structured values
(RQ3). Workloads specific to GPG,, targeting meta-
data attached to components of structured values.
We model a structured address value as a root
:Value node with field components reachable via
: CompEdge selectors.

Complete Cypher listings are provided as an online appendix
in (24).

6.5 Measurement protocol

For each dataset—encoding pair, we load the database from
scratch R = 10 times and report the median results. We then
execute all applicable workloads. We report the following
metrics.

» Storage footprint: (i) number of nodes and rela-
tionships (from CALL apoc.meta.stats()),and
(i1) on-disk store size (filesystem measurement of the
Neo4j database directory).

* Load time: wall-clock
apoc.import.csv call

* Query time: median (p50) and tail (p95) wall-clock
time over R = 20 repetitions per query, after W = 3
warm-up runs that are not recorded.

time of the

To reduce cross-query interference, we execute queries in
a fixed order within each workload family and randomize
the concrete parameter bindings within a fixed pool. We also
separate cold-ish and warm measurements:

* Cold-ish: restart Neo4j and execute the measured
repetitions immediately.
e Warm: execute three warm-up runs, then measure.

This protocol is fully reproducible without requiring
privileged OS cache flushing.

6.6 Empirical query-time overhead

Table 3 summarizes the query-time results for the workload
families introduced in Subsection 6.4. For each dataset—
encoding pair, we execute each query for R = 20 measured
repetitions after W =3 warm-up runs and report per-
workload averages. We additionally aggregate over workload
families to provide two compact summary metrics: (i) Q 4 5
which averages the baseline workloads WQ-A and WQ-
B (the portion that exists across all variants and directly
addresses RQ1), and (ii) @, Which averages all applicable
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workload families for a given variant (WQ-A-WQ-D, with
WQ-C present only for GPG,/GPG, and WQ-D only for
GPG,). Finally, A 4 reports the relative overhead of Q AB
compared to the GPG baseline.

6.7 Analytical size overhead implied by the
encodings

Before measuring on-disk footprint, we can already
quantify the structural overhead induced by each encoding
in terms of stored nodes/relationships. Table 4 reports
the observed element counts after import (from CALL
apoc.meta.stats () ). Note that counts include the fixed
catalog of ng = 100 provenance sources stored as : Source
nodes.

6.8 Empirical loading and storage overhead

Table 5 summarizes the measured loading time and on-
disk storage footprint for all dataset-encoding pairs. Each
configuration is loaded from scratch R = 10 times and
we report the median. For loading time, we additionally
report the observed range (min—max) across runs. On-disk
footprint is measured as the size of the Neo4j store directory
(db_store_bytes).

We measure store size as the filesystem size of the database
directory data/databases/<db>, including indexes
but excluding transaction logs (data/transactions).
Before each import run, we remove the entire database
directory (and its indexes) to prevent cross-run carry-over and
to ensure that all variants are measured from a clean state.

For dataset D2-M, Table 5 reports a slightly smaller store
size for GPG,, than for the GPG baseline. This is not a
contradiction: in the baseline, multi-valued properties are
materialized as property arrays on entity nodes, which can
inflate the property store due to repeated values and per-node
property-record overhead. In contrast, GPG,, externalizes
property occurrences into shared structural records (property-
occurrence nodes/edges and value nodes), which changes the
internal layout of the Neo4j property store and can reduce the
footprint of large repeated property arrays, even though the
number of nodes and relationships increases substantially.

7 Related Work

We situate our contribution at the intersection of (i) property-
graph data models and graph query languages, (ii) proposals
and implementations of meta-properties in the property-
graph ecosystem, and (iii)) RDF mechanisms for statement-
level metadata, including standard reification, named graphs,
n-ary relations, singleton properties, and RDF*/RDR.
Across both the RDF and property-graph communities, a
recurring theme is the need to attach context to individual
assertions, e.g., provenance, temporal validity, confidence, or
access-control qualifiers, while balancing usability, formal
transparency, and physical efficiency. Our work develops a
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stepwise generalization of labelled property graphs (LPGs)
that (1) subsumes labels as a special case of properties,
(2) permits edges to serve as endpoints of other edges, (3)
reifies properties as first-class edges terminating in value
nodes, and (4) externalizes occurrences of components inside
structured values (e.g., record fields and list elements) as
dedicated edges. We complement the model development
with an empirical overhead study in Neo4;.

7.1 Property Graphs and Query Cores

The labelled property-graph model has been formalized in
several ways, both as an object of study and as a basis
for interoperability. In particular, the property-graph model
and its core abstractions have been surveyed and formalized
by Angles (/). At the language level, G-CORE proposes
a core that highlights common graph-query concepts and
emphasizes compositionality and graph construction (25).
Recent work also provides theoretical models for emerging
standard query languages (e.g., GQL and SQL/PGQ),
analyzing expressive power and formal semantics (26). Our
stepwise generalizations of LPGs are designed to remain
compatible with this line of work: we keep the “everyday”
LPG view as a fragment and introduce metadata support by
exposing statement-level occurrences explicitly.

7.2 Meta-properties in Property Graphs

Several property-graph ecosystems provide some form
of meta-properties in practice, most notably via vertex
properties that may themselves carry properties (commonly
called meta-properties) in Apache TinkerPop/Gremlin (27).
From a research perspective, algebraic reconstructions of
property graphs (and their mappings to other models) provide
a useful lens for understanding how to treat properties and
labels uniformly, and how to expose them to queries in
a principled way (28). Recent proposals explicitly argue
for treating properties and relationships under a unified
perspective and discuss first-class representations that can
host metadata uniformly (29). Our work differs in emphasis:
rather than proposing a single monolithic extension, we
develop a minimal progression (labels-as-properties, edges-
as-endpoints, properties-as-edges-to-values, and component
edges) that isolates which modeling capability is needed for
which metadata requirement.

7.3 Statement-level Metadata in RDF

Standard RDF reification represents a triple via an
rdf:Statement resource linked by rdf:subject,
rdf :predicate, and rdf:object, and then attaches
metadata to that resource. This mechanism is well-known
from early RDF introductions and tutorials and has been
repeatedly criticized for verbosity and usability (30). A large
body of work discusses empirical implications of reification
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Dataset Variant Q. Qug WQ. WQp WQo WQp Aapl%]
D1-S gpg 0.053 0.053 0.014 0.021 - - 0.0
gpge 0051 0051 0013 0019 - - 4.4
epgp 0072 0049 0020 0016 0.031 - 72
gpgc 0.118 0.053 0.018 0.017 0.021 0.054 -0.3
D2-M  gpg 0210 0210 0033 0.170 - - 0.0
gpge 0.281 0.281 0.030 0.191 - — +33.8
opep 0515 0452  0.191  0.127  0.041 — 41143
gpgc 0905 0573 0240 0.129 0040 0281  +199.2
D3L  gpg 1285 1285 0091 0705 - - 0.0
gpge 1459 1459 0090 0.670 - - +13.9
opep 4125 3889 2555 0639  0.146 ~ 42015
gpgc 6.230 4.322 2.846 0.706 0.168 1.584 +235.6

Table 3. Average query execution times per dataset and variant. A 4 g denotes the relative overhead of Q 45 compared to GPG

(baseline).

Table 4. Observed numbers of stored nodes and relationships per dataset and encoding (from apoc.meta.stats).

Dataset Encoding #nodes #relationships
D1-S GPG 10,100 40,000
DI1-S GPG, 50,100 113,000
DI1-S GPG,, 68,100 131,000
DI1-S GPG, 92,892 155,792
D2-M  GPG 50,100 250,000
D2-M  GPG, 300,100 715,000
D2-M  GPG, 600,100 1,015,000
D2-M  GPG, 880,180 1,295,080
D3-L GPG 200,100 1,200,000
D3-L GPG, 1,400,100 3,460,000
D3-L GPG,, 5,000,100 7,060,000
D3-L GPG, 6,764,198 8,824,098

Table 5. Loading time and storage footprint (median over R = 10 independent imports; load time ranges show min—-max).

Dataset Encoding Load time [s] X vs GPG Store [GiB] x vs GPG
DI1-S GPG 0.736 (0.523-1.799) 1.00 0.675 1.00
DI1-S GPG, 1.127 (1.009-1.473) 1.53 0.677 1.00
DI1-S GPG,, 1.727 (1.468-1.849) 2.35 0.679 1.01
DI1-S GPG, 2.032 (1.866-2.100) 2.76 0.682 1.01
D2-M  GPG 3.223 (2.996-3.558) 1.00 0.688 1.00
D2-M  GPG, 7.486 (7.340-8.591) 2.32 0.699 1.02
D2-M  GPG, 13.557 (11.751-15.320) 4.21 0.679 0.99
D2-M  GPG, 17.478 (16.211-18.238) 542 0.698 1.01
D3-L GPG 23.352(20.134-24.280) 1.00 0.952 1.00
D3-L GPG, 49.741 (47.800-51.790) 2.13 1.040 1.09
D3-L GPG, 128.550 (122.637-138.781) 5.50 1.486 1.56
D3-L GPG, 181.775 (170.043-183.649) 7.78 1.700 1.79

variants in triple stores and benchmarks alternative encodings an IRI), enabling provenance and trust annotations at the

for metadata (31, 32).

Named graphs extend the RDF view from a single graph
to a set of graphs each associated with a name (typically
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graph level and allowing queries to target or produce specific
named graphs (33). While named graphs are often used for
provenance and dataset partitioning, they attach metadata to
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graphs (or sets of triples) rather than directly to individual
statements.

Because RDF properties are binary, higher-arity facts and
properties-of-relations are commonly expressed using n-ary
relation patterns, typically by introducing an intermediate
node that represents the relation instance and linking the
participants to it (34). This is a widely adopted modeling
idiom that effectively reifies the relation instance. It is
particularly relevant to our motivations because it highlights
two recurring drivers: (i) properties of a relation and
(ii) relations among multiple individuals. Our GPG, step
(allowing edges as endpoints) provides a graph-native
analogue of this idea.

The singleton property approach assigns a fresh property
IRI to each statement instance so that metadata can be
attached to that unique property, while maintaining a
connection to the generic property via a dedicated link (35).
Our GPG,, step (properties as edges to values) is structurally
similar in spirit: it gives each property occurrence an identity
that can be annotated.

RDR and RDF*/RDF-star further develop statement-
level metadata mechanisms, providing concise ways to
represent and query statement-level annotations, with formal
foundations described by Hartig (36). Benchmarking studies
compare RDF-star with standard reification, named graphs,
singleton properties, and other encodings, documenting
trade-offs in size, usability, and query performance (31, 32).
In our paper, RDF-star serves primarily as an analogy and a
methodological guide.

8 Conclusions

We argued that metadata about graph facts is a recurring
modeling need in property-graph practice, especially once
qualifiers must target not only edges and nodes, but
also individual occurrences of properties. To address
this in a systematic way, we developed a stepwise
generalization of labelled property graphs that (i) unifies
labels with properties by treating labels as keys with
an explicit no-value marker, (ii) allows edges to serve
as endpoints of edges, (iii) makes properties first-class
by representing them as edge-like identities pointing to
value objects, and (iv) supports component-level metadata
inside complex values by materializing structured-value
components as first-class component edges. The resulting
progression (GPG/GPG./GPG,/GPG.) supports statement-
level qualification uniformly across relationship facts,
property occurrences, and nested components.

We complemented the conceptual development with an
empirical evaluation in Neo4j that quantifies the overhead
induced by increasingly expressive metadata representations
in terms of loading time, store size, and query-time behavior,
thus making explicit the trade-off between modeling
expressivity and physical cost.
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Future work includes formalizing a full update semantics
(including updates to component decompositions), studying
query optimization and indexing strategies for metadata-
heavy workloads under reification-based encodings, and
exploring alternative decompositions for maps and other
complex datatypes that balance faithfulness, compactness,
and performance.
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