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1. Preface

Knowledge Graphs (KGs) have become a core technology for representing structured knowledge
and enabling intelligent applications such as question answering, recommender systems, con-
versational agents, and decision-support systems. The rapid growth of unstructured textual data
has further increased the demand for automated, scalable, and reliable methods for generating
knowledge graphs from text.
This special issue on Knowledge Graph Generation from Text aims to capture recent advances
and emerging trends in this field, with particular emphasis on the impact of large language
models (LLMs) and foundation models on knowledge graph construction. At the same time, it
addresses persistent challenges related to accuracy, completeness, bias, privacy, provenance, and
scalability.While significant progress has been made across domains such as scientific knowl-
edge, question answering, commonsense reasoning, automotive systems, and biomedicine, the
automated creation of large-scale, high-quality knowledge graphs from text remains an open
challenge. This special issue provides a focused forum to consolidate current research, assess
limitations, and stimulate future directions.
The scope of this special issue spans a broad set of topics related to knowledge graph generation
from text, including but not limited to:

• Approaches for generating Knowledge Graphs from text
• Use of Large Language Models (LLMs) and Foundation Models for Knowledge Graph
(KG) generation

• Ontologies for representing provenance/metadata of generated KGs
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• Benchmarks for KG generation from text
• Evaluation methods for KGs generated from text
• Complementarity of LLMs and KGs in important applications
• Industrial applications involving KGs generation from text
• Entity and relation extraction
• Entity and relation linking
• Semantic Parsing
• Open Information Extraction
• Fact checking for generated Knowledge Graphs
• Deep Learning and Generative approaches
• Human-in-the-loop methods

The special issue received 13 submissions, reflecting strong interest from the research community.
Following the Semantic Web Journal’s open and transparent review process, 9 papers were
accepted for publication.

Overview of Accepted Papers

1. Retrieval-Augmented Generation-based Relation Extraction: Sefika Efeoglu and
Adrian Paschke.
This paper introduces RAG4RE, a retrieval-augmented generation approach for relation extrac-
tion using large language models. By incorporating external knowledge during inference, the
method reduces hallucinations and reliance on labeled data. Experimental results on standard
benchmarks show consistent improvements over purely generative LLM-based baselines.

2. A Systematic Literature Review on RDF Triple Generation from Natural Language
Texts: André Gomes Regino, Anderson Rossanez, Ricardo da Silva Torres, and Julio Cesar
dos Reis.
This survey reviews 150 studies on RDF triple generation from natural language text, analyzing
methods, domains, datasets, and evaluation practices. The authors identify research trends,
including the increasing adoption of transformer-based approaches, and outline open challenges
and future research directions.

3. OnGeneral and Biomedical Text-to-Graph Large LanguageModels: Lorenzo Bertolini,
Roel Hulsman, Sergio Consoli, Antonio Puertas Gallardo, and Mario Ceresa.
This work presents a large-scale empirical analysis of large language models for text-to-graph
generation in general and biomedical domains. The study compares fine-tuning and in-context
learning paradigms and examines hallucination behavior under different prompting strategies.
Results highlight domain-specific challenges, particularly in biomedical knowledge graphs.

4. A Concise Ontological Model of the Design and Optoelectronic Properties in the
Quantum Cascade Laser Domain: Deperias Kerre, Anne Laurent, Kenneth Maussang,
and Dickson Owuor.
The authors propose a semantically enriched ontology for modeling design and optoelectronic



properties of quantum cascade lasers. The ontology supports FAIR data principles, provenance
tracking, and knowledge graph generation for material design. Validation demonstrates consis-
tency and full coverage of expert-defined competency questions.

5. Transformer-Based Architectures versus Large Language Models in Semantic Event
Extraction: Evaluating Strengths and Limitations: Tin Kuculo, Sara Abdollahi, and
Simon Gottschalk.
This paper compares transformer-based models and large language models for semantic event
extraction using ontology-driven knowledge graph representations. Two complementary ap-
proaches are evaluated on datasets derived from DBpedia and Wikidata. The analysis reveals
strengths and limitations of each paradigm in terms of semantic depth and flexibility.

6. Semantic Enrichment of Hadith Corpus – Knowledge Graph Generation from Is-
lamic Text: Amna Binte Kamran, Nigar Azhar Butt, and Amna Basharat.
This work presents a comprehensive pipeline for generating a knowledge graph from Islamic
Hadith texts. The approach extends an existing ontology and applies NLP techniques for entity
extraction and semantic linking. The resulting open knowledge graph enables semantic search
and structured access to Islamic knowledge.

7. HiHo: A Hierarchical and Homogenous Subgraph Learning Model for Knowledge
Graph Relation Prediction: Jiangtao Ma, Yuke Ma, Fan Zhang, Yanjun Wang, Xi-
angyang Luo, Chenliang Li, and Yaqiong Qiao.
The paper introduces HiHo, a novel model for knowledge graph relation prediction that cap-
tures hierarchical dependencies and subgraph homogeneity. The approach combines subgraph-
to-sequence learning with relation importance modeling. Experimental results demonstrate
state-of-the-art performance in both transductive and inductive settings.

8. Testing Prompt Engineering Methods for Knowledge Extraction from Text: Fina
Polat, Ilaria Tiddi, and Paul Groth.
This study systematically evaluates prompt engineering strategies for knowledge extraction
using multiple large language models. A Wikidata-based evaluation framework is introduced
to assess extracted facts. Results show that retrieval-based task demonstrations significantly
improve extraction quality across models.

9. Publishing and Using Parliamentary Linked Data on the Semantic Web: Parlia-
mentSampo System for Parliament of Finland: Eero Hyvönen, Laura Sinikallio, Petri
Leskinen, Senka Drobac, Rafael Leal, Matti LaMela, Jouni Tuominen, Henna Poikkimäki,
and Heikki Rantala.
This paper presents ParliamentSampo, a large-scale semantic infrastructure that transforms
Finnish parliamentary speeches into interoperable knowledge graphs. The system integrates
NLP-based enrichment, ontologies, and Linked Open Data services. The approach has been
widely adopted in digital humanities and public-facing applications.
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