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We thank the reviewers for their insightful and constructive comments. We
have carefully addressed each point and revised the manuscript accordingly.
All substantial changes are highlighted (in blue) in the updated version of the
article.

1 Review #1 (Olaf Hartig)

Issue 1.1 Especially, related to the main point M1 of my previous review,
there are still issues:

e What exactly are “copies of [a tuple] t” (mentioned now in Sec.8.1.1) ?

e From the text, it seems that each such “copy” is a tuple itself; in fact, it
seems that each such “copy” is the tuple t itself. But then, “the set of
copies of t” would always be a singleton set because every “copy” is the
same tuple.

e As a consequence of the previous issue, it is also not clear what distin-
guishes the “copies of t” from one another and why/how the IRI iri}
“which identifies the tuple[copy] 7 can be different for each copy.

I suggest to avoid talking about copies altogether. Instead, for every tuple t
in r, you can assume a set of n distinct IRIs (distinct from one another, but also
from the IRISs for all the other tuples in the whole MRA database), iri} ... irilt,
where n=card(t,r). I am sure you can write this in a more formal way. Then,
you can use these IRIs to construct the RDF triples in the way you already
describe before Def.18 now.

Response: Thank you very much for insisting in this. The notion of “col-
ored copies” was rather unclear. We added a paragraph explicitly defining and
explaining it along the database tradition (now sec 2.1, page 5). The idea of
a colored copy is a useful tool when one needs to speak of each of the “same
copies” —i.e. the different identical tuples in the relational case— with identi-
fiers in order to view them as different objects. It was introduced in order to



speaking formally of elements of multisets in databases (addressing the difficult
move from the relational setting —where the values of the attributes define the
identity of a tuple, to the multiset setting, where one has to distinguish tuples
of identical values, but different identity).

We reviewed the entire manuscript and found one instance (Section 8.1.1,
as noted) where we incorrectly referred to “copies of” instead of “colored copies
of”. This has been corrected.

Issue 1.2: Example 11: The notation used to present the sets of attributes of
the two example relations is different from the notation introduced in Sec.5.1.

This inconsistency needs to be resolved.

Response: Corrected. The notation has been aligned with that introduced
in Section 5.1, and the change is highlighted.

Issue 1.3: My earlier comments m1ll and m12 are not properly addressed.
Def.8 still presents the €2 (which is “a multiset of SPARQL solution mappings”)
using a set notation in which the elements of the set are pairs consisting of a
solution mapping and an integer. The notation for writing multisets as given in
the paper is a different one (namely with a card function).

Response: Corrected. We now defined the multiset Q with the formal nota-
tion introduced in 2.1.

Issue 1.4: Def.8 includes “.. p(?X) ..” but does not say what ?X is. Regard-
ing the fix for my earlier comment m13,

Response: Corrected.

Issue 1.5: What is a “SPARQL term” (now mentioned before Def.9)?
Response: Corrected. And we add a sentence clarifying the paragraph.
Issue 1.6: It is still not clear what kind of thing is denoted by p in the formula.

Response: Corrected. We put a subindex in order to signal that each constant
and the name of the predicate correspond to each colored copy.

Issue 1.7 It is still not clear that the ¢; and ¢, in the formula are meant to
be part of the specific fact F' mentioned under the union symbol in the formula.

Response: Same as before.



Issue 1.8 Regarding the fix for my earlier comment m24, now the “where ...”
explanation for the first case in Table 6 mentions an IRI u,. but the corresponding
SPARQL pattern does not contain any ..

Response: Error corrected.

2 Review #2 (Dorthe Arndt)

Issue 2.1: I like the overall paper and its (now well-motivated) topic, but still
consider it a little bit too dense in terms of theory introduced. I understand
that this has to do with the nature of the paper: there are three frameworks
(SPARQL, Relational Algebra and Datalog) which need to be introduced. So, I
would like to have even more explanation, but accept if the authors opt against
that to save space.

Response: We acknowledge that the content is inherently dense due to the
nature of the topic. We have added some additional explanations in the paper
(highlighted in blue).

Issue 2.2: Page 2, existential negation: what does “preserving the cardinali-
ties” mean?

Response: We replace this expression with “keeping the cardinalities of such
elements in the first multiset”

Issue 2.3: Table 2: P; UNION P,. Should that be P; UNION P»?
Response: Corrected. Thank you for noticing this error.

Issue 2.4: Page 15, Definition 4: The definition starts with introducing the
predicate names and “comp” is currently missing, the first bullet makes the
effort to determine all terms occurring in D while the last bullet used “for each
term a in D”, technically, D is a set of facts, so maybe one could refer to “for

each a for which term(a) € D”?

Response: Thank you for this comment. Both “Definition 4” and “Example
4” have been improved for clarity in the revised manuscript.

Issue 2.5 page 15, equation 1 uses ¢ and ¢
Response: Corrected.

Issue 2.6: Page 16, Definition 5: I think the predicate “bound” was never
introduced



Response: The expression bound(?X) is a SPARQL filter condition defined
in Section 3.2. We edited “Definition 5” to make this clearer.

Issue 2.7: Page 19, Table 4, AND: are the rules producing “comp” still needed
now that there are also facts introduced in Definition 47

Response: Corrected. The rules of the form com(...) are not required here.
“Table 4” has been updated accordingly.

Issue 2.8: Page 18, Example 5: While I appreciate most of the examples, I
think particularly this one should be refined and explained in more detail, maybe
by referring to the table. Additionally, there are many typos in the example
(e.g. “... people their know” — “...people they know”, triple predicates missing
in the first and the last rule) which need to be fixed.

Response: We introduced several changes around “Example 5”7 to improve
the explanation of the method to translate SPARQL graph patterns into Datalog
rules. Note that “Example 5”7 is now “Example 6” in the revised manuscript.

Issue 2.9: Page 20, Example 6: what does “the fact p(a,b) contains two
copies” mean?

Response: We clarified that this refers to the cardinality of the fact p(a,d)
being 2. The paragraph has been rewritten to avoid ambiguity.

Issue 2.10: Page 21, line 22: You rewrite the rule R = ¢(Y,Z) + p(X,Z,Y)
by R’ = ¢(X,Y) < p(X,Y,Z) and I do not understand that. Why is it not
(X,Y) < (2,Y,X)?

Response: Corrected. Thank you for identifying this error.

Issue 2.11: Page 21, line 28, it seems that predicates in NRM D™ are either
intentional or extensional but not both? If so, that should be mentioned when
it is introduced. If T am mistaken, what happens in that case?

Response: Both cases are described in the article.
Issue 2.12: page 24, line 38: fro — from
Response: Corrected.

Issue 2.13: Page 25, line 51, B3 — By

Response: Corrected to the intended assignment By — c¢4.
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Abstract. The paper analyzes and characterizes the algebraic and logical structure of the multiset semantics for SPARQL patterns
involving AND, UNION, FILTER, EXCEPT, and SELECT. To do this, we align SPARQL with two well-established query
languages: Datalog and Relational Algebra. Specifically, we study (i) a version of non-recursive Datalog with safe negation
extended to support multisets, and (ii) a multiset relational algebra comprising projection, selection, natural join, arithmetic
union, and except. We prove that these three formalisms are expressively equivalent under multiset semantics.
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1. Introduction

Informally speaking, multisets are sets in which each element could occur multiple times, that is, the number
of “copies” of each element matters. In the field of databases, the notion of multisets (also called “duplicates”
or “bags”)! has been studied in several contexts, including programming languages [2, 3], bag languages [4-9],
relational algebra [10-12], Datalog [13-17], SQL [18, 19], SPARQL [20-23] and data integration [24].

The incorporation of multisets in query languages is essentially due to practical concerns: duplicate elimination
is expensive, and duplicates might be required for some applications, e.g., for aggregation. Although this design
decision may be debatable (e.g., see [25]), today multisets are an established reality in database systems [26, 27].

The classical theory behind declarative query languages includes formalisms (relational algebra or relational
calculus) that for sets have a clear and intuitive semantics for users, developers and theoreticians [28]. The same
cannot be said for their extensions to multisets, whose theory is complex (particularly the containment of queries),
and their practical use not always clear [26]. Worst, there exist several possible ways of extending set relational
operators to multisets, which makes the study and design of multiset semantics for query languages challenging.

To illustrate the variety of possible semantics, we will show the different extensions to multisets of set operators
found in the literature. Consider the following multiset relations: R(W,X) = {(a,b), (a,b), (a,d)]}, S(W,X) =
{(a,b)]} and T(Y,Z) = {(b,c), (b,c)]. For the first relation, R is the name of the relation, W and X are the attributes
that conform the schema of R, R contains three tuples, and the tuple (a, b) is duplicated (i.e., its cardinality is 2). A

There seems to be no agreement on the best terminology [1, p. 27]. In this paper, we will use the word “multiset”.

1570-0844/$35.00 © 0 — 10S Press and the authors. All rights reserved
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Table 1

Possible ways of extending set operators with multiset semantics in SQL and SPARQL. The table shows several extended relational algebra
operations for multisets currently present (or possible to implement) in SQL and SPARQL. Let R, S and T be multiset relations satisfying that R
and S have the same attributes, and 7' does not have attributes in common with R. The cardinality of an element x in a relation R is represented
as R(x). Note that SPARQL works with multisets of bindings, whose corresponding schema is a set of variables.
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0 otherwise.

Operation Operator  Cardinality for x SQL SPARQL
Selection ou(R) {R(x) if“aﬁ,Sﬁes ¥ SELECT + FROM R WHERE ) R FILTER (¢)

0 otherwise.
Cartesian product RxT R(x) x T(x) R CROSS JOIN T R AND T
Join Rx, T R(x) x T(x) (R CROSS JOIN T) WHERE ¢ (R AND T) FILTER (¢)
Max-union RUS max(R(x), S (x)) (R UNION ALL §) EXCEPT ALL -

(R INTERSECT ALL §)

Arithmetic union RUS R(x) + S (x) R UNION ALL § R UNION §
Min-intersection RNS min(R(x),S (x)) R INTERSECT ALL § -
Max-intersection ROS S (x) x §(x) R NATURAL JOIN § R AND §
Arithmetic difference R — § max (0, R(x) — S (x)) R EXCEPT ALL § -
Existential negation R\S {R(x) if5(x) =0, SELECT » FROM R R MINUS §

WHERE x NOT IN (S)

Projection Taus(R)

SELECT Atts FROM R SELECT Atts

ZreR, t[Arts]=x R(x)

similar description can be given for the relations S and 7'. Note that R and S have the same attributes, while T does
not have attributes in common with R and S.

The selection returns the tuples satisfying a given condition but keeping cardinalities. For example, o-x—r (R)
returns the multiset { (a, b), (a, b)]} with schema (W, X).

The cartesian product results in the multiplication of the cardinalities. For example, R x T returns the multiset
{ (a,b,b,c), (a,b,b,c), (a,b,b,c), (a,b,b,¢), (a,d,b,c), (a,d, b, c) |} with schema (W, X, Y, Z).

The join results in the multiplication of the cardinalities, as it is expressed as a cartesian product followed by
a selection. For example, R xx—y T returns the multiset {| (a, b, b, ¢), (a,b,b,c), (a,b,b,c), (a,b,b,c) |} with
schema (W, X,Y,Z).

The max-union takes the maximum number of occurrences of an element. For example, R LI S returns the
multiset { (a,b), (a,b), (a,d) |} with schema (W, X).

The arithmetic union adds up cardinalities. For example, RUS returns the multiset { (a, b), (a,b), (a,d), (a,b)
[} with schema (W, X).

The min-intersection takes the minimum number of occurrences of each element in the intersection. For exam-
ple, RN S returns the multiset { (a,b) [} with schema (W, X).

The max-intersection returns the product of the cardinalities of each element in the intersection. For example,
RS returns the multiset {| (a,b), (a,b) |} with schema (W, X).

The arithmetic difference subtracts the cardinalities of the elements up to zero. For example R — S returns the
multiset { (a,b), (a,d) |} with schema (W, X).

The existential negation returns the elements in the first multiset that do not occur in the second one, and
keeping the cardinalities of such elements in the first multiset. For example, the expression R \ S returns the
multiset {| (a,d) [} with schema (W, X).

The projection reduces the number of attributes in each tuple, and gives rise to new cardinalities for the resulting
tuples. For example 7y (R) returns the multiset {| (a), (a), (a) |} with schema (W).
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Table 1 shows a summary of the above operators, and their corresponding implementation in SQL and SPARQL.
Note that SQL can express all the operators, whereas SPARQL does not support max-union, min-intersection, and
arithmetic difference. Also note that SPARQL uses the AND operator to implement cartesian product and max-
intersection. The first case occurs because R and T do not have variables in common, and the second case occurs
because R and S have the same set of variables.

The landscape of operators over multisets poses important challenges for integrating multisets in query languages.
First, as shown in Table 1, some operators exhibit different semantics when applied to multisets. Second, while
relational algebra and SQL support all the semantics listed, SPARQL and Datalog only support a subset. Third —
and this is the main motivation for our research — it remains unclear whether there exists an optimal set of multiset
operators for SPARQL, and if so, which one it is. To tackle these questions, it is essential to understand how
formalisms that are “closed” with respect to SPARQL behave, and how their design and behavior can inform or
be translated into SPARQL. In technical terms, this means analyzing the expressive power of SPARQL regarding
multisets. To this end, we focus on two natural and well-studied reference points: relational algebra and Datalog.
That is the aim of this article. Next, we review the existing literature about multisets.

Related Work.  First, we consider the research works that define general algebras for manipulating bags. Albert [4]
extended typical set operations (union, intersection, difference, and boolean selection) to bags, and demonstrated
that some of the algebraic properties for sets fail for multisets. Grumbach et al. [6] introduced a bag algebra, called
BALG, that extends relational operations to handle duplicates. This paper shows that BALG is more expressive
than standard relational algebra because it can count duplicates, but it still has low data complexity (LOGSPACE).
Grumbach and Milo [7] focused on designing bag algebras that are both expressive and computationally tractable.
They introduce restricted forms of projection and join to maintain tractable data complexity. Libkin and Wong [5, 9]
introduced BQL, a query language for handling bags and aggregate functions (sum, count, avg.). They show that
BQL is more expressive than traditional set-based languages, and shows that after incorporating structural recursion
to BQL, it is able to express all primitive recursive functions, significantly increasing its computational power.
Ricciotti and Cheney [19] explored how to mix set and bag semantics in query languages, addressing practical
needs found in SQL (e.g., SELECT versus SELECT DISTINCT). They propose a formal model that supports both
semantics and allows translation between them.

The first attempt to extend the relational algebra to include multisets was made by Dayal et al. [10]. In this
work, the authors introduced a multiset relational algebra (formed by the operators of projection, selection, join,
max-union, arithmetic union, min-intersection and arithmetic difference) and studied their algebraic properties. This
work laid the groundwork for formalizing bag semantics in relational query languages. Klauser and Goodman [11]
provided a semantic framework for understanding the role of multirelations (relations with duplicates) at the con-
ceptual level. The authors explain how any query language can be extended consistently to have full multirelational
expressiveness. Afrati et al. [16] studied query containment in relational databases under bag semantics and bag-set
semantics (duplicates allowed in intermediate steps but not in final output). The authors identify conditions under
which containment is decidable and provide complexity results. Console et al. [12] investigated fragments of bag
relational algebra, focusing on their expressive power. The authors also study query answering over bags with nulls
(i.e. under incomplete data).

Multisets have also been the subject of study in the context of Datalog, with various extensions proposed to
support bag semantics. Mumick et al. [14] defined the Magic Sets transformation for optimizing recursive queries,
and described how to adapt this technique to support duplicates. They also showed how to efficiently evaluate
recursive queries under multiset semantics. In a subsequent work [13], Mumick et al. extended the Magic Sets
technique to support duplicates and aggregate functions in recursive queries. The authors also studied the challenges
of preserving correct bag semantics when applying recursion and aggregation. Cohen [15] studied the problem of
query equivalence under bag semantics. This work includes complexity results and demonstrates that equivalence
checking is significantly harder under bag semantics. Bertossi et al. [14] developed a translation of Datalog under
bag semantics into warded Datalog®, a well-behaved extension under set semantics. The authors investigated the
properties of the resulting Datalog* programs, the problem of deciding multiplicities, and expressibility of some
bag operations.
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For SPARQL - the standard query language for RDF databases — Pérez et al. [29] provided the first formal
treatment of its multiset semantics. This work influenced the definition of SPARQL 1.0 [30] and SPARQL 1.1 [31],
whose semantics are based on operations over multisets of mappings (although a database is a set of RDF triples).
Schmidt et al. [32] presented a formal framework for SPARQL query optimization, addressing both set and bag
semantics. The authors analyzed the algebraic properties of SPARQL operations like OPTIONAL, UNION, and
FILTER under multisets, and introduced equivalence rules and normal forms for optimizing queries. Kaminski et
al. [33] presented a formal investigation of subqueries and aggregate functions in SPARQL 1.1, focusing on their
semantics under multisets. The authors analyzed the expressive power of these constructs, showing that SPARQL
1.1 is strictly more expressive than SPARQL 1.0 due to these features.

Finally, we review research articles that present comparisons and translations among SPARQL, relational algebra,
and Datalog. Cyganiak [34] was among the first to translate a core fragment of SPARQL into relational algebra.
Polleres [35] proved the inclusion of the fragment of SPARQL patterns with safe filters into Datalog by providing
a precise and correct set of rules. Schenk [36] proposed a formal semantics for SPARQL based on Datalog, but
concentrated on complexity more than expressiveness issues. Both Polleres and Schenk did not consider the multiset
semantics of SPARQL in their translations. Angles and Gutierrez [37] studied the expressive power of SPARQL by
providing a translation to non-recursive safe Datalog with negation. Chebotko et al. [38] addressed the problem of
translating SPARQL queries into SQL while preserving bag semantics. The authors proposed a formal translation
framework that captures the subtleties of OPTIONAL, UNION, and FILTER, and ensures that duplicates in the
result sets are handled correctly when mapped to relational databases. Angles and Gutierrez [23] studied the multiset
semantics of SPARQL patterns by translating its patterns into two languages: a version of multiset relational algebra
and multiset non-recursive Datalog with safe negation. Angles et al. [39] implemented the translation from SPARQL
to Datalog within the Vadalog system [40].

Objectives and Contributions. The main objective of this article is to examine the theoretical foundations of
SPARQL’s multiset semantics. To do so, we compare it with classical algebraic and logical frameworks — specif-
ically, Relational Algebra and Datalog. We focus on the SPARQL fragment built from AND, UNION, FILTER,
EXCEPT, and SELECT, characterizing its structure and proving its expressive equivalence with corresponding frag-
ments of Relational Algebra and Datalog.

The specific contributions of our research are as follows:

(1) Based on the work of Mumick et al [13], who defined the multiset semantics for Datalog without nega-
tion, we defined a version called Non-Recursive Multiset Datalog with Safe Negation (NRMD™). The definition of
NRMD "includes negation and follows a proof-theoretic semantics.

(2) Based on the work of Dayal et al. [10], who extended the relational algebra to include multiset relations,
we defined a Multiset Relational Algebra (MRA). The definition of MRA includes the operators of projection (1),
selection (o), natural join (), arithmetic union (U) and filter difference (\), all of them working under multiset
semantics.

(3) We show the equivalence among the aforementioned SPARQL fragment, MRA and NRMD™ by providing
translations for databases, queries, and answers. Table 2 shows a glimpse of these translations, whose details are
developed in this paper.

This paper extends a previously published conference paper [23]. Herein, we provide extended discussion
throughout, we extend the study to some operators that were introduced in the version 1.1 of SPARQL after the
publication of our previous work, and we extend the analysis to also consider bag semantics. Some of the additional
contributions of this paper come from Hernandez’s Ph.D. thesis [41].

The rest of the article is organized as follows. Section 2 presents basic concepts and notations. The SPARQL
query language is defined in Section 3. Non-recursive Multiset Datalog with Safe Negation (NRMD™) is defined
in Section 4. The Multiset Relational Algebra (MRA) is defined in Section 5. The equivalence between SPARQL
and NRMD™ is presented in Section 6. The equivalence between MRA and NRMD™ is presented in Section 7. The
equivalence between MRA and SPARQL is presented in Section 8. Conclusions are presented in Section 9.
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Table 2

SCHEMA OF CORRESPONDENCES AMONG: SPARQL graph patterns, Multiset Relational Algebra (MRA) expressions, Non-Recursive Datalog
with safe Negation (NRMD™) rules, and SQL expressions. The operator EXCEPT is not part of SPARQL, but it replaces the standard operators
MINUS and OPT without changing the expressiveness of the fragment. In MRA, & is the arithmetic union and \ is the multiset filter difference.
SPARQL patterns are assumed normalized, that is, variables in the filter condition are in the schema of the filtered pattern, and operators
EXCEPT AND UNION assume operands with the same schema. P1 and P2 are SPARQL patterns that are associated to atoms Ly and Lz in
the NRMD™ translation, and relations r1 and ro in the MRA translations, respectively.

SPARQL NRMD™ MRA SQL
SELECT X Py L+ L1,null(X \ Xl) ﬂx(rl) X null(X \ Xl) SELECT X
FROM r1 NATURAL JOIN null(X \ &)
PiFILTER X=a L+ Li,X=a Ox=a(r1) FROM r; WHERE X =a
P AND P2 L (7\11([,1), VQ(LQ), Ty (p"l (rl) X Oygy (r2) X SELECT X
comp(vy,va, X) comp(ve,v2, X)) FROMr; NATURAL JOIN rp NATURAL JOIN
comp(va,va, X)
P1 UNION P L+ Li; L+ Lo ryWre r1 UNION ALL ro
P1 EXCEPT P2 L+ Li,—Lo ri \ re r1 EXCEPT ro

2. Preliminaries

This section provides the concepts and formal notation we will follow regarding multisets and the expressive
power of query languages.

2.1. Multisets

Informally, a multiset is an unordered collection of elements where each element may occur more than once.
Formally, a multiset is a tuple M = (S, card) where S is the underlying set of M (containing the distinct elements),
and card : § — N is a function that defines the cardinality in M of each element a € S. We write set(M) = S to
denote that the underlying set of M is S. Given a positive natural number n, card(a, M) = n denotes that a € set(M)
and the cardinality of a in M is n, and usually write it as (a,n) € M. Abusing notation, we write card(a, M) = 0 if
a ¢ set(M) and a € M when card(a, M) > 1. In what follows we will prefer these formal notions instead of the
informal and intuitive {a, a, a, b]}.

When dealing with multisets, describing formally each "copy" of an element is challenging. The notion of colored
set [13] is a formalism to do this. Indeed, by assuming that the set of colors is N, the colored set of a multiset
M, denoted coloring(M), is the set {{(a,i) | a € set(M)and 1 < i < card(a, M)}. In the contrary direction, we
write coloring ™! (C) for the multiset M with set(M) = set(C) and defined by a colored set C when forgetting the
colors, that is, when for every element a € set(M), card(a, M) is the number of colored copies of @ in C. Abusing
of notation, we write coloring™*((a, ) = a.

Example 1. Ler A be the set {a,b,c}, M be a multiset with set(M) = A, card(a, M) = 1, card(b, M) = 2, and
card(c, M) = 3. Then, coloring(M) is the colored set C = {(a, 1), (b, 1), (b,2),{c, 1), (c,2),{c, 3)}.

2.2. Comparing the expressive power of query languages

Next we present the notion of query language and two notions of expressive power used in this paper.

Definition 1 (Query language). A query language L is a quadruple (Q, D, S, Eval), where Q is the set of queries in
L, D is the set of databases in L, S is the set of query answers in L, and Eval : Q x D — S is the query evaluation
Sunction of L.

Let £L = (Q,D,S,Eval) be a query language. Two queries Q1,02 € Q are said to be equivalent, denoted
01 = Q», if for every database D € D, it holds that Eval(Q1, D) = Eval(Qa, D), i.e., they return the same query
answer for all input databases.
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Dy Do Ds
01 f12(01) fi20f23(01)
hyc has
S, 12 S5 23 Ss

Fig. 1. Transitivity of language containment. The figure represents three languages £; = (Q;, D;, Si, Eval;) where i € {1,2,3}. The con-
tainment of a language £; in £;41 is given by the simulation (f;;+1, gii+1, hij+1). The transitive containment of £ in L3 is given by the
simulation (f12 o f23, g12 © g23, h23 © h12) where o denotes the composition of functions (e.g., g12 © g23 denotes the function from Dy to D3
that results from composing g12 and g23).

Given a query language (Q, D, S, Eval), a query Q € Q determines a function ¢ : D — S defined as ¢(D) =
Eval(Q, D), called the query function of Q. Two queries Q7 and Qs are thus equivalent, denoted Q1 = Q», if they
determine the same query function.

In this context, the expressive power of a query language £ is understood as the set of all query functions that
are expressible by L. Abiteboul et al. [28] summarizes how this notion is used to compare the expressive power of
relational algebra, Datalog, and relational calculus. In the context of SPARQL, Zhang and Van den Bussche [42],
Kontchakov et al. [43], and Angles and Gutierrez [44] use this notion to compare different fragments of SPARQL.

The query languages studied in this paper do not satisfy the aforementioned property of having a common set of
databases and query answers. Thus, we need an extended version of the notion of expressive power as in Definition 2
below.

Definition 2 (Generalized expressive power). Given two query languages L1 = (Q1,D1,S81,Evaly) and Lo =
(Q2, D2, So, Evaly), we say that L, is contained in Lo if and only if there exist functions g : D1 — Ds (called
the database translation), f : Q1 — Qs (called the query translation), and h : So — S (called the query answer
translation), such that for every Q € Q; and database D € D1 it holds that

Evaly(Q, D) = h(Evaly(£(Q), g(D))).

If that is the case, we say that the triple (f, g, h) is a simulation of L4 in Lo. We say that the languages L1 and Lo
have the same expressive power, denoted L1 = Lo, if and only if L1 is contained in Lo and Lo is contained in Lq.

The above definition of generalized expressive power is implicit in the translations by Polleres [35], Angles and
Gutierrez [23, 37], and Polleres and Wallner [20].

Observe that the extended notion defined above defines a partial order: the containment relation on the equivalence
classes over the relation ==. In fact, reflexivity and antisymmetry follow directly from the definition, while transitivity
is shown in Figure 1.

2.3. Comparing SPARQL, NRMD™ and MRA

In the remainder of this paper, we define three families of query languages: Non-recursive Multiset Datalog with
Safe Negation (NRMD ™), Multiset Relational Algebra (MRA) and a core fragment of SPARQL. After defining
these languages, we present simulations that show the equivalence among these three families of query languages.
These simulations are depicted in Figure 2.

3. Multiset SPARQL

SPARQL [30, 31] is the standard query language for RDF. In this paper we study a fragment of SPARQL, the
“relational core”, described by Angles and Gutierrez [23], which considers the operators FILTER, SELECT, AND,
UNION, and EXCEPT. This fragment captures essentially the graph pattern queries in SPARQL. In fact, it has
been proved [23, 43] that it is mutually expressible with the standard-core consisting of the operators FILTER,
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(1) SPARQL

T2 T3
Ty T3
e

(2) NRMD"™ T3 (3) MRA

\/

Ta3

Fig. 2. The triangle of simulations among SPARQL, Non-Recursive Multiset Datalog with Safe Negation (NRMD™), and Multiset Relational
Algebra (MRA) described in this paper. The query languages are identified by numbers, and 7; denotes the simulation of language i using
language j.

SELECT, AND, UNION, OPTIONAL, and MINUS. (In what follows when speaking of “SPARQL” we will mean
this fragment).

3.1. RDF Graphs

Assume two disjoint infinite sets I and L, called IRIs and literals, respectively. An RDF term is an element in the
set T = IUL. An RDF triple is a triple (s, p,0) € IxIx T where s is called the subject, p is called the predicate and
o is called the object. An RDF graph (just graph from now on) is a set of RDF triples. Given a graph G, the function
terms(G) returns the RDF terms that occur in G, that is, terms(G) = {s | (s,p,0) € G} U{p | (s,p,0) € G} U
{o| (s, p,0) € G} The union of graphs, G; U G2, is the theoretical union of their sets of triples.

A SPARQL database will be a set of RDF triples.

Note: In addition to I and L, SPARQL admits as terms anonymous resources called blank nodes. In this paper,
we do not include them to help focus on the issues arising from multisets. Avoiding blank nodes does not affect the
results presented in this paper. Indeed, in SPARQL, blank nodes in the data can be consistently replaced by IRIs and
produce equivalent query results, and blank nodes in queries can be replaced by fresh variables without changing
the semantics of the query [45].

3.2. SPARQL Syntax

Assume the existence of an infinite set V of variables disjoint from T (RDF terms). A filter condition is defined
recursively as follows: (i) If ?X,?Y € V and ¢ € T then (?X = ¢), (7X = ?Y) and bound(7X) are atomic filter
conditions; (ii) If ¢1,¢2 are filter conditions then (¢1 A ¢2),(¢1 V ¢2) and —¢p; are complex filter conditions. We
denote by var(p) the set of variables occurring in ¢.

A SPARQL pattern is defined recursively as follows:

A triple from (IUV) x (IUV) x (IUL U V) is a pattern called a triple pattern. We will assume that a triple
pattern has at least one variable.

If Py and P, are patterns then (P; AND P5), (P; UNION P3), and (P; EXCEPT Ps) are patterns.

If P is a pattern and ¢ is a filter condition then (P FILTER ¢) is a pattern.

— If W is a set of variables and P; is a pattern then (SELECT W Py) is a pattern.

3.3. SPARQL Semantics

A solution mapping (or just mapping from now on) is a partial function ¢ : V — T where the domain of g,
denoted dom(u), is the subset of V where y is defined. We write 1 to denote the mapping with empty domain (i.e.,
dom(ug) = 0). Given ?X € V and ¢ € T, we write u(?X) = ¢ to denote that u maps the variable 7X to the term
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Table 3

Evaluation of complex filter conditions [30, §17.2], where y is a solution mapping, and ¢1,p2 are filter conditions.

uler)  plp2)  pler) Aulp2)  pler) Vv plez)

true true true true

true false false true -
true error error true a (501) _‘(ﬂ(tpl))
false true false true true false
false false false false false true
false error false error error error
error true error true

error false false error

error error error error

c. Given a finite set of variables W, the restriction of a mapping u to W, denoted yy, is a mapping " that satisfies
dom(y') = W N dom(y) and ¢/ (?X) = p(?X) when ?X € dom(y'). Two solution mappings p1, ua are compatible,
denoted py ~ po, when for all 7X € dom(u;) N dom(us) they satisfy u; (7X) = po(?X), that is, when py U po is
also a mapping. Note that two mappings with disjoint domains are always compatible.

Let € be a multiset of solution mappings. The domain of variables in €2, denoted dom(£2), is defined as the set
union of the domains of the variables that occur in the solution mappings of €2. Given a mapping u, the cardinality
of pin © will be denoted as card(u, 2). If u ¢ € then card(u, Q) = 0.

The evaluation of a filter condition ¢ under a mapping y, denoted u(¢), is defined in a three-valued logic with
values true, false and error. We say that y satisfies ¢ when u(¢) = frue. The semantics of u(¢) is defined recursively
as follows:

If pis 7X = cand ¢ € T, then: (a) If 7X € dom(u) then u(¢) = true when u(?X) = ¢ and u(¢) = false
otherwise; (b) If 7X ¢ dom(u) then u(p) = error.

- Ifpis 7X = 7Y and 7X, 7Y € dom(u), then u(p) = true when u(?X) = u(?Y), and u(¢) = false otherwise. If
?X ¢ dom(u) or 7Y ¢ dom(u) then u(p) = error.

If ¢ is bound(?X) and ?X € dom(u) then u(¢) = true; otherwise u(y) = false.

If ¢ is a complex filter condition, then it is evaluated following the three valued logic shown in Table 3.

The evaluation of a pattern P on a graph G is defined as a function [P]¢, which returns a multiset of mappings.
Let P, P2 be SPARQL patterns, ¢ be a filter condition and W be a set of variables. For simplicity of reading, denote
M = [P]g, M1 = [P1]g, and M3 = [P3]c. The evaluation [P]¢ is defined recursively as follows:

— If P is a triple pattern ¢ then set(M) = {u | dom(u) = var(t), u(t) € G}, where u(t) is the triple obtained by
replacing the variables in ¢ according to y, and card(u, M) = 1.

- If Pis (P AND Py) then set(M) = {u1 Ups | 1 € My, uo € Mo,and iy ~ po} and card(u, M) =
Z,u=/11U/12 card(uy, M) x card(ua, M2).

- If Pis (P; UNION Py) thenset(M) = {u | p € My Vu € My} and card(u, M) = card(u, M1)+card(u, Ma).

- If Pis (P EXCEPT P3) then set(M) = {u | u € M1, u ¢ My} and card(u, M) = card(u, My).

— If Pis (P; FILTER ¢) then set(M) = {u | u € My, u(p) = true} and card(u, M) = card(u, My).

- If Pis (SELECT W P;) then
set(M) = {y' | &' = pyw A p € M1} and
card(y/, M) = Zﬂ,:ﬂ‘w card(u, My).

To facilitate the translation from SPARQL to relational algebra and Datalog, we use the difference operator
EXCEPT in SPARQL, called SetMinus by Kontchakov et al. [43]. Kontchakov et al. [43] proved that, over this
fragment, the operator EXCEPT and the pair of standard operators { MINUS, OPTIONAL} are mutually express-
ible.
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3.4. Normalization of SPARQL patterns

The solution mappings of a SPARQL pattern P may have different domains. To translate SPARQL to languages
built upon relations, we require representing multisets of mappings as relations whose tuples have the same set
of attributes. This set of attributes has to contain all variables that can appear in the solution mappings of P. The
SPARQL specification [31] defines a finite set of variables, called in-scope, that include all variables of a SPARQL
pattern P that can occur in the solution mappings of P. To complete the relation, unbound values need to be denoted
with a distinguished constant of the target languages.

Example 2. Assume a pattern P with in-scope variables 7X, 7Y, and 7Z that returns the multiset of mappings
Q= {{7X — a},{?X — b,?7Y — ¢},{?Y — d}]}. Since all variables in the solution mappings are ensured
to be in-scope variables of P, we can represent this multiset of mappings as the following relation (L denotes the
distinguished constant to denote unbound values):

XY ?Z

a 1 L
b ¢ L
1l d L

In-scope variables are defined as follows. Let Py, P5 and P3 be patterns, ¢ be a filter condition, and W be a set of
variables. The set of in-scope variables of a pattern P, denoted inScope(P), is defined recursively as follows:

1. If P is a triple pattern then inScope(P) is the set of variables occuring in P.

2. If Pis (P; AND Ps3) or (P; UNION Ps) then inScope(P) = inScope(P1) U inScope(Ps);
3. If Pis (P; FILTER ¢) or (P; EXCEPT P3) then inScope(P) = inScope(P1);

4. If Pis (SELECT W P;) then inScope(P) = W.

So far, we have described how to translate the results of SPARQL queries to relations. However, languages built
upon relations have some restrictions that difficult a straightforward translation of the SPARQL operations. The
relational selection operation requires all attributes in the selection formula being attributes of the relation; the
relational union is done over relations of the same schema; and the relational difference requires all variables in the
subtrahend be instanced in the minuend. Conversely, SPARQL does not have these restrictions. We next present a
normal form to simplify the translation from SPARQL to relational languages by satisfying the constraints of the
target languages.

Definition 3 (SPARQL normal form). A pattern P is said to be in normalized or in normal form if the following
conditions hold:

1. For every sub-pattern (P; FILTER o) in P it holds that var(¢) C inScope(P1);
2. For every sub-pattern (P UNION Py) in P it holds that inScope(P1) = inScope(Ps);
3. For every sub-pattern (P EXCEPT P3) in P it holds that inScope(P1) = inScope(P3).

Lemma 1. Every SPARQL query (in the fragment described in Section 3.2) can be rewritten as an equivalent
normalized SPARQL query.

Proof. The conditions that make a pattern normalized refer to restrictions to the in-scope variables of patterns.
Patterns that are not normalized include at least one sub-pattern that has either the form (P; FILTER g),
(P2 UNION P3), or (P, EXCEPT P3), where ¢ contains a variable 7X ¢ inScope(P;), and inScope(P3) #
inScope(P3). We next present a method to normalize these patterns.

Given a pattern P, and a finite set of variables X, P = (SELECT (inScope(P) U X) P). Indeed, a mapping
1 is a solution of the pattern (SELECT (inScope(P) U X) P) if and only there exists a solution mapping y' of
pattern P such that u = ¢’ [inscope(p)ux- BY the definition of the in-scope variables, dom(u’) € inScope(P). Then,
dom(y) C inScope(P) U X. Then, u = ¢’. Hence, P = (SELECT (inScope(P) U X) P).

Let P!, P}, and P} be the patterns defined as follows:

P} = (SELECT (inScope(P1) U var(y)) P1),
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P, = (SELECT (inScope(P2) U inScope(P3)) P2),
P; = (SELECT (inScope(Pz) U inScope(P3)) P3).

Since P} = Py, P, = P5, and P; = Pj, the following equivalences hold:

(P, FILTER ¢) = (P, FILTER ¢),
(P, UNION P3) = (P, UNION P}),
(Py EXCEPT P3) = (P, EXCEPT P}).

Unlike the patterns on the left side of these equivalences, the patterns on the right side are normalized. Indeed, by
the definition of the inScope function, var(¢) C inScope(P}) and inScope(P3) = inScope(P%). Hence, these
equivalences can be used to normalize SPARQL patterns. O

Example 3. Let P be the pattern (P UNION Py) where Py is the triple pattern (?X,is,person) and Po
is the triple pattern (?X,email,?Y), and G be the RDF graph that includes the triples (a,is,person) and
(a,email, a@ex.org). The pattern P is not in normal form because variable 7Y is in inScope(Ps), but not in
inScope(Py). The normal form of the pattern P is a pattern P' that results from replacing Py by the paitern
P, = (SELECT ?X?Y (7X,is,person)). The patterns P and P’ are equivalent because the patterns Py and P
return the same multiset of solution mappings 11 = {{?X — a}[}. Note that variable ?Y is not in the solutions of
Py nor P}. However, variable 7Y is in inScope(P ) but not in inScope(P1). Using the in-scope variables of the pat-

X XY
terns to translate the results of patterns Py and P} as relations we get the respective relations |—| and T
a a

Although both relations represent the same multiset of mappings, just the second relation has the same attributes as
the result of pattern P, and thus can be operated with the relational union.

4. Non-Recursive Multiset Datalog with Safe Negation (NRMD )

This section presents an extension of Datalog to support multiset semantics. Based on the work of Mumick et
al. [13], a database is defined to allow duplicate facts, and the evaluation of a fact is given by the number of different
proofs for that fact. We extended Mumick’s formalism in [23] to provide a more complete formalism including
negation, which we call MD . Furthermore, we follow the work of Bertossi et al. [17] for the semantics of MD ™.
We call Non-Recursive Multiset Datalog with Safe Negation (NRMD™) to the fragment of MD™ restricted to non-
recursive queries.

4.1. NRMD™ Syntax

Assume three disjoint sets: variables, constants and predicate names. A term is either a variable or a constant. An
atom is an expression p(t1,...,t,) where p is a predicate name and each  is a term. An equality expression will be
represented by an atom of the form eq(t1,t2). A literal is either an atom (i.e. a positive literal A) or the negation of
an atom (i.e. a negative literal ~A). Given a literal L, we use var(L) to denote the variables in L. A Horn Clause, or
simply clause, is an expression containing at most one positive literal. There are three types of clauses, named facts,
rules and goals.

A fact is a positive literal that does not contain any variables. A MD™ Database is a finite multiset of facts. The
vocabulary of a MD™" database D is a pair (P, @) where P is the set of predicate names occurring in the facts of D,
and « is a function defining the arity of each predicate name in P, i.e. if p(c1,...,c,) € D then a(p) = n. The
predicate names occurring in D are called extensional.

A rule is an expression L, 1 < Ly,...,L, where L, is a positive literal with no constants called the head, and
Ly,...,L, (n > 1)is asetof literals called the body. A variable X occurs positively in a rule R if and only if X occurs
in a positive literal in the body of R. A rule R is said to be safe if all its variables occur positively. Additionally, we
will assume that every literal in the body of a rule has a variable at least.
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r@)  rla)  pla)  pla) q(a) q(a) q(a) q(a)
I & |s Is v/ A\ v/ N\« v/ \e v/ N\«
(r(a),1) (r(a),2)  r(a rl@  rla)  pla)  rla pl@)  rl@)  pla)  rl@)  pla)

(r(a), 1) (r(a),2) (r(a),1) (r(a),2)

Fig. 3. Example of derivation trees. Let D be a NRMD™ database, F = r(a) be a fact in D with card(F,D) = 2, II = {R, S} be a NRMD™
program where R is the rule ¢(X) < r(X), p(X) and S is the rule p(X) <— r(X). This figure shows the derivation trees of II with respect to D.

A program 11 is a finite set of rules. The predicate names occurring in the head of the rules of II are called
intensional. A program Il is safe if all the rules of II are safe. A MD™ program is a safe program.

The dependency graph of a program I1 is a digraph (N, E) where the set of nodes N is the set of predicates names
that occur in the literals of II, and there is an edge (pi, p2) in E if there is a rule in IT whose body contains the
predicate name p;, and whose head contains the predicate name ps. A program is said to be non-recursive if its
dependency graph is acyclic. A NRMD™ program is a MD™ that is non-recursive.

A goal clause is an atom without constants. A MD™ query is a pair (L, II) where L is a goal clause, and II is a
MD™ program. A NRMD™ query is a MD™ query (L, II) such that I is non-recursive. A NRMD™ database is a
MD™ database.

4.2. NRMD™ Semantics

We follow the formalisms by Mumick et al. [13] and Bertossi et al. [17] that use a proof-theoretic semantics for
NRMD™ programs. The semantics is based on the notions of “substitution” and “derivation tree”.

A substitution is a partial function 6 from variables to constants. Given a literal L (positive or negative), and a
substitution 6, we write 6(L) to denote the result of replacing all variables x occurring in L with 6(x). Informally,
the answer for a query (L, II) where II is a NRMD™ program, over a database D, will be a multiset of substitutions
with the same domain, each obtained from one proof showing that this substitution works. We will use the notion
of “colored set” [13] to identify the different copies of an element, as introduce in Section 2.1.

The notion of “derivation tree” [13] will be used to count the number of proofs for an atom. Formally, a Derivation
Tree is a connected, undirected graph, with no cycles, represented as a tuple 7 = (N, &, L, €, 2) where N is a set of
nodes, £ is a set of edges, L is a set of labels (for nodes and edges), € : £ — N x N is a total function that assigns
a pair of nodes to each edge, and A : (N UE) — L is a total function that assigns a label to each node and edge.
The function root(T) will be used to obtain the root node of 7.

Let R be a rule of the form L,y + Li,...,Ly,Lyt1,...,L, wWhere Ly,...,L, are positive literals, and
Lyt1,- .., L, are negative literals, DT be a set of derivation trees, and ST = (71, ..., T) be a sequence of deriva-
tion trees that satisfy that every derivation tree in S7 is also in DT. We say that DT matches R with ST, denoted
DT 5T R, if there is a substitution 6 satisfying: (i) for every positive literal L; € R it applies that 6(L;) = root(T;)
where 7; € ST; and (ii) for every negative literal L; € it applies that DT does not contain a derivation tree whose
root node has the label (L ;).

Assume that DT =57 Rwhere ST = (T1,...,Tn), T1 = N1, &1, L1 €1, 1), ..., and T = (Nows Enis Lons €ms Am)-
The derivation tree Tg = (N, Er, Lr, €r, Ag) for the rule R is defined as follows: Ng = {n,} UN; U - - UN,,
Er = {er,...enfUEL U U&E Lr = {R,0(Lys1)} U L1 U --- U L, every assignment in ¢ is also in &g,
er(e1) = (ny,root(T1)), ..., er(em) = (ny,root(T,)), every assignment in 4; is also in Ag, Ag(n,) = 6(L,+1), and
/IR (61) =R.

Let D be a NRMD™ database and II a NRMD™ program. The set of derivation trees of II with respect to D,
denoted dt(11, D), is defined as follows:
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1. For every fact F € D of the form p(t;,...,t,), and for every colored copy {p(t,...,1,),1), it applies that
dt(II, D) contains a derivation tree T = (Ni, &L, Lh, €k, A%) where N = {n1,n2}, €L = {e1}, L =
{p(tis .o stn), (p(tis. .. 10),0), F}, e-(e1) = (n1,n2), Aa(ny) = p(ti,... ta), Ae(na) = (p(t;,...,1,),i), and
/PF (61) =F.

2. Assume that DT is the set of derivation trees obtained for the facts in D as defined above. Given a rule R in
IT and a sequence of derivation trees S T satisfying DT =57 R, the derivation tree for R is added to DT This
process is repeated for every rule R in I, until no more derivation trees are generated. Finally, dt(I1, D) = DT.

Let IT be a NRMD™ program, D be a NRMD™ database and F be a fact. A derivation tree 7 € dt(Il, D) is said
to be a proof for the fact F if the label of the root node is F. The multiset of atoms of Il in D, denoted atoms(II, D),
is the multiset of facts F such that there is a proof for F in dt(IL, D), and the cardinality of F in atoms(II, D) is
the number of proofs of F'. Figure 3 shows the derivation trees that are proofs of the facts derived from an example
NRMD™ program. The facts r(a), p(a) and g(a) belong to atoms(II, D) with cardinalities 2, 2, and 4.

The NRMD™ query language over a vocabulary 7 is the query language (Q, D, S, [-].) where:

1. Qis the set of NRMD™ queries over T;

2. D is the set of NRMD™ databases over T;

3. S is the set of NRMD™ query answers (i.e., pairs (V, M) where V is a set of variables and M is a multiset of
substitutions 6 with dom(6) = V); and

4. [] is the function that receives a NRMD™ query (L,II) and a NRMD™ database D, and returns a NRMD™
query answer (V, M) where V = var(L), set(M) = {6 | 6(L) € atoms(IL, D) anddom(f) = V}, and
card(, M) = card(6(L), atoms(II, D)).

Observe that the domain of the query answer for a query (L, II) is var(L). Abusing notation, we will say that it is
also the domain of the query (L, IT), denoted dom((L, IT)) = var(L).

The Multiset Datalog query language presented here, NRMD ™, differs from the version proposed by Bertossi et
al. [17] in that we do not allow recursive programs nor constants in the head of rules. These restrictions permit to
match the expressive power of the SPARQL fragment studied here.

4.3. Normalization of NRMD™ programs

To simplify the translations from NRMD™ to SPARQL and MRA, we assume that every NRMD™ query is nor-
malized into a query that contains only rules of the three following types:

Lo+ Ly, where var(Ly) C var(Ly); (projection rule)
Lo« Ly, Lo, where var(Lg) = var(Ly) U var(Ls); (join rule)
Lo+ Ly,—Lo, where var(Ly) = var(L, ) and var(Lg) = var(Ly). (negation rule)

Next, we show the feasibility of this normalization.

Lemma 2. Every NRMD™ query is equivalent to a normalized NRMD™ query.

Proof. We provide a normalization algorithm that replaces every rule in the query by a set of rules that do not change
the semantics of the query. Given a NRMD™ query (L, IT), every rule R € II has the form

p()_() < Al,. . .,Am,_‘B1, ..., B,,

where Ay, ..., A,, are positive literals, and — By, ..., B, are negative literals. For 1 < i < m, let Y; be the set of
variables that consists of the variables occurring in the atoms A4, . .., A;. Then, we replace rule R by the minimal set
of rules Il that includes the following rules:

1. Rules Rf‘, for 2 < i < m, defined recursively as follows:

(a) Ré = q‘%(?g) (—Al,Ag.
(b) R;A = Q?(Yi) — ,'_1(Yi71),Ai-

© W U s W N

[T T S e e Y N O N O O O R O O O O S N N N T e T e e e S S
B O W o 4 o U W N R O W o do oW N R O W doo s W N R O WV ®Jdoo U s W N o



© W U s W N

G s s s s s D R S W W W W W W W W W W NNNNDNNNNNN R B R R R R e e
B O W ® J & U W NP O L ® J oGS WP O VW ® Do U s W NP O L Jdo U s W N O

Angles et al. / The multiset semantics of SPARQL patterns 13

2. Rules RB and RB’ for 1 < j < n, defined recursively as follows:

(a) R§ = ro(l_f Y
(b) RE = rB(Y,,) < rP_| (¥,,).~B(Y,),
(C) R? - B/](Ym) <~ rj—l(?m) B

)qu( V),

3. Arule R’ = p(X) < rB(7,,).

Let (L, II') be the query resulting from replacing rule R with the rules in IIg. It is clear that the program is normal
(recall that the original program is safe). Need to show that both programs are equivalent, that is, that the solutions
of query (p(X),II) after the replacement are the same and have the same cardinalities. These two conditions follow
from Claim 3 in the Appendix. O

5. Multiset Relational Algebra (MRA)

The multiset relational algebra used in this paper is based on the semantics defined by Dayal et al. [10]. This
algebra considers the operations of selection, projection, natural join and arithmetic union. Additionally, we include
operators for renaming and filter difference (or “except”).

5.1. Multiset relations

Assume that N, A, C are disjoint infinite sets, where N is the domain of relation names, A is the domain of
attributes, and C is the domain of constants or values.

A relation schema is given by a relation name R € N and a set of attributes {A1,...,A,} where A; € A for
1 <i < n. To simplify the notation, we will use the relation name R to denote the relatlon schema, and R to denote
the attributes of R. A relational database schema is a finite set of relation schemas.

A tuple over a relation schema R with attributes R= {A,...,A,} is atotal mapping ¢ from R to C. The value of
tuple 7 on an attribute A; € R will be denoted as 1(A;). Given a set of attributes U C R and a tuple 7, we write U]
to denote the tuple 7 with attributes U such that #'(A) = #(A) for every attribute A € U.

A multiset relation r over a relation schema R is a multiset of tuples over R. We write 7 to denote the relation
schema R where the multiset relation r is defined. Given a tuple ¢ € r, we will use card(, r) to denote the cardinality
of tuple ¢ in r.

A relational database schema is a set of relation schemas. Given a relational database schema T = {R;,...,R,},
a multiset relational database over T is a set of multiset relations {ry, ..., r,} where each relation r; is defined over
the schema R;. Sometimes we will write MRA database, emphasizing that the multiset relational database is in the
context of MRA.

Let r1, ro be two multiset relations, and #; € r; and t2 € ro be tuples. We say that #; and 72 are compatible,
denoted t; ~ fo, if (i) for every attribute A € 7, N 7y it holds that 11 (A) = 13(A), or (ii) 71 N7y = 0. If 11 and 1o
are compatible, then the merge of them, denoted #1 U 7o, is the tuple ¢ with attributes 7y U 7, where #(A) = 1, (A) for
each attribute A € 741, and #(B) = t2(B) for each attribute B € i \ 74.

5.2. Syntax of MRA

The multiset relational algebra defined in this paper includes the operators of selection (07, projection (i), renam-
ing (p), join (), union (U), and except (\). Next we describe the syntax of MRA expressions containing the above
operators.

A selection formula  is a Boolean combination of equality expressions of the form x = y where x,y € A U C.
We define a MRA expression E over a relational database schema 7', and the attributes of E, denoted E , by mutual
recursion as follows:

— A relation name R € T is a MRA expression E, and E=R.
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If E; is a MRA expression and ¢ is a selection formula where the attributes occurring in ¢ are included in El,
then oy (E1) is a MRA expression E, and E= I:fl.

If E; is a MRA expression and S C El is a set of attributes, them 7 (E1) is a MRA expression E, and E=S.
If E;1 is a MRA expression, A € El and B € A are attributes, then p4;p(E1) is a MRA expression E, and
E=(E, \A)UB.

If E; and E5 are MRA expressions, then (E1 X Ez) is an MRA expression E, and E= E1 U E2

If E; and E5 are MRA expressions and E1 E2, then (Ey \ E2) is a MRA expression E, and E E1

If E; and E5 are MRA expressions and E1 E2, then (E1 U E2) is a MRA expression E, and E= E1

Note that a selection operation o, (E ) requires that attributes in the selection formula y be attributes of the MRA
expression Ey; the projection operation g (E1) requires that S be a subset of the attributes of the MRA expression
E7; and that the union E; U E5 and difference E \ E3 expressions require that expressions £ and E» have the same
set of attributes.

5.3. Semantics of MRA

Given a selection formula ¢ and a tuple 7 over a relation schema R, we will use 7 = ¢ to denote that 7 satisfies i,
and its evaluation is given as follows:

1. if y is A = B where A, B € R are attributes, then 7 |=  iff 7(A) = 1(B);

2. ifyis A = ¢ where A € R is an attribute and ¢ € C is a constant, then 7 = v iff #(A) = c;
3. if ¥ is ¢1 = co where ¢1, ¢ € C are constants, then 7 = y iff ¢; is the same constant as ca;
4. if yisyq Ao, thent =y iffr =g and ¢ | o

5. ifyis s Vs, thent =y iff 1 |= 4y or £ |= io;

6. if Y is =y, then 7 =y iff t |= ¢ does not hold.

Now, the evaluation of a MRA expression E over a multiset relational database D (of the same schema as FE) is
defined as a function Eval(E, D) that returns a multiset relation r with the same schema as E.

Let D be a MRA database over a schema T and E,E;, E; be MRA expressions over 7. The evaluation
of Eval(E,D) is the multiset relation r defined recursively as follows (assume that Eval(E;,D) = ry, and
EV&](EQ,D) = 1’2)2

— If E is arelation name Ry € T, then r is the relation for the relation name R; in the database D.

- IfEis oy (E;) thenset(r) = {t |t € ry and ¢ |= ¢} and card(z,r) = card(z, ry).

- If Eis ng(E1) then set(r) = {¢' [ ¢/ = #[S]and ¢ € r1} and card(r', r) = =, it (5)=¢ card(z,r1).

— If E is pasp(E1) then r is the result from renaming in r the attribute A as B.

- IfEis (E; ™ Eg) thenset(r) ={t Utz | 1 € 11, ta € r2, and f; ~ 1o} and card(f; U ta, ) = card(ty, 1) X
card(ta, ra).

- IfEis (E; UE3) thenset(r) = {t |t € ry ort € rp} and card(t, r) = card(r,r1) + card(t, r2).

- IfEis (E1 \ E3) thenset(r) = {¢|t € ryand t ¢ ro} and card(z, r) = card(z,r1).

Hence, in MRA, the set of queries is the set of MRA expressions, the set of databases is the set of multiset rela-
tional databases, the set of results is the set of multiset relations, and the evaluation procedure is the aforementioned
function Eval.

6. Equivalence between SPARQL and NRMD™

This section presents the simulations that prove that SPARQL and Non-Recursive Multiset Datalog with Safe
Negation (NRMD ) have the same expressive power. Specifically, we show that SPARQL can be simulated by
NRMD™ (Section 6.1), and NRMD™ can be simulated by SPARQL (Section 6.2).
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6.1. From SPARQL to NRMD™

This section shows that SPARQL can be simulated by Non-Recursive Multiset Datalog with Safe Negation
(NRMD™). To support this, we describe the following translation functions:

— function fio, that translates SPARQL queries into NRMD™ queries;
— function g9, that translates SPARQL databases into NRMD ™ databases; and
— function /4, that translates NRMD™ query answers into SPARQL query answers.

6.1.1. Translating databases from SPARQL to NRMD™

Recall that a SPARQL database is a set of RDF triples and a NRMD™ database is a multiset of facts. Given this,
the basic idea is to translate each RDF triple into a Datalog atom. Additionally, we create an atom to encode all RDF
terms, and an atom to encode the unbound value.

Definition 4 (Function g12). Let 1 be an RDF term which will exclusively used to encode the unbounded value.
Let (P,a) be a Datalog vocabulary where P = {term, eq, comp, triple,null} and e(term) = 1, a(eq) = 2,
a(comp) = 3, a(triple) = 3, and a(null) = 1. Given an RDF graph G, the function g12(G) returns a NRMD™
database D with vocabulary (P, @), where the multiset of facts in D is defined as follows:

— for each RDF term t in terms(G) (i.e. the set of terms in G), D contains the facts term(t), eq(t, t), comp(t, 1, 1),
comp(t, L, 1), comp(L,¢,1);

— for each RDF triple (s, p,0) € G, D contains the fact triple(s, p,0);

— D contains the fact comp(_L, L, 1);

— D contains the fact null(_L) € D.

Intuitively: a fact of the form term(7) is used to represent that 7 is an RDF term; a fact of the form eq(#, ¢) is used
to represent the equality of the RDF term #; for each term ¢ in G, the notion of compatible is represented by the facts
comp(t,t,t), comp(t, L,¢) and comp(_L,r,1); a fact of the form triple(s, p, o) is used to represent an RDF triple

(s, p,0).

Example 4. Let G be the RDF graph defined as follows

G = {(Alice, livesIn, Santiago), (Alice, knows, Bob), (Bob, livesIn, Santiago), (Bob, knows, Carol),
(Carol, livesIn, Lima) }.

The translation of the above RDF triples into Datalog facts is given as follows:

g12(G) = { term(Alice), eq(Alice, Alice),
comp(Alice, Alice, Alice), comp(Alice, L, Alice), comp(_L, Alice, Alice),

term(Lima), eq(Lima, Lima),

comp(Lima, Lima, Lima), comp(Lima, L, Lima), comp(_L, Lima, Lima),

triple(Alice, livesIn, Santiago), triple(Alice, knows, Bob), triple(Bob, livesIn, Santiago),
triple(Bob, knows, Carol), triple(Carol, livesIn, Lima),

comp(L, L, 1),

null(L)
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6.1.2. Translating queries from SPARQL to NRMD™

In general terms, any SPARQL graph pattern can be translated into a set of NRMD™ rules. However, there are
some subtleties that need to be discussed before presenting the general translation rules.

An initial issue is the translation of a filter graph pattern P = (P; FILTER ¢) where ¢ is a complex filter
condition. In order to simplify the translation to Datalog, we need to transform P into a collection of filter graph
patterns where every filter condition is an atomic filter condition.

Consider the following equivalences:

(P, FILTER ¢, A ¢2) = ((P1 FILTER ¢1) FILTER ¢5). (1
(P, FILTER ¢, V 3) = (P; FILTER ¢;) UNION(P; FILTER ¢,). )
(P, FILTER —(¢1)) = (P; EXCEPT(P; FILTER ¢1)). 3)

Intuitively, these equivalences seem to be true, since similar equivalences are valid in set relational algebra, namely
O ngs(R) = 04, (0, (R)), Tprve, (R) = 04, (R) U0, (R), and 07—y, (R) = R\ 0, (R). Under set semantics, these
three equivalences are valid. However, under bag semantics, just equivalence (1) is valid, and equivalences (2) and
(3) present problems. Let us analyze them and provide valid equivalences.

— To see why equivalence (2) is not valid, consider the case where for a solution p of the pattern P; the evaluation
of formulas ¢; and g5 are true. Then, u is a solution of the queries in both sides of equivalence (2). However,
the cardinality differs. Indeed, the cardinality of u for the query on the right side is twice the cardinality for the
query on the left side. Hence, equivalence (2) is valid for set semantics but not for bag semantics.

— To see why equivalence (3) is not valid, consider the case where for a solution mapping u of the pattern Py,
formula ¢, produces an error. Then, formula —¢; also produces an error, and hence y is not a solution to the
query on the left side. On the other hand, since y is a solution mapping for P; but not a solution to the pattern
(P; FILTER ¢1), u is a solution mapping to the query on the right side. Hence, this equivalency is not valid
because the queries do not have the same solution mappings.

Intuitively, equivalence (2) is no longer valid when we change from set semantics to bag semantics, whereas equiv-
alence (3) is no longer valid when we change from 2-valued logic to 3-valued logic. In the following, we show how
to solve these problems.

Lemma 3 (Rewriting of disjoint filter conditions). We say that two filter conditions ¢1 and ¢y are disjoint, if for
every mapping 1 it does not hold that u(¢1) and u(p2) are simultaneously true. Equivalence (2) is true when ¢1 and
@2 are disjoint.

Proof. Given that ¢; and ¢ are disjoint, it applies that u(¢;) is frue when u(gp2) is not true (and vice versa). So, it
holds that (1 V ¢2) = true if and only if u(¢1) = true or u(¢2) = true, and the cardinality of u on the left hand
side is the sum of the cardinalities of u in each of the terms of the right hand side. O

Now, consider the following equivalence:

(P, FILTER ¢ V ¢3) =(P; FILTER ¢; A —¢3) UNION @)
(P, FILTER —¢; A @3) UNION
(P1 FILTER 1 A (pg).

Equivalence (4) solves one of the problems of equivalence (2), but it still has problems in evaluating formulas
with errors. In order to solve them, we introduce the notion of “error filter condition.”

Definition 5 (Error filter condition). Let ¢, ¢1 and @s be filter conditions. The function Error(p) returns a filter
condition defined recursively as follows:

— if g is bound(7X) then Error(¢) = false;
— ifpis 7X = a then Error(¢) = = bound(7X);
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— ifpis 7X = 7Y then
Error(¢) = (= bound(?X) Abound(?Y)) V (bound(?X) A =bound(?Y)) V (—=bound(?X) A =bound(?Y));
— if@is g1 N @y then
Error(¢) = (¢1 A Error(gs)) V (Error(¢1) A ¢2) V (Error(¢q) A Error(ps));
— if@is g1 Vs then
Error(¢) = (—¢1 A Error(gz)) V (Error(er) A —¢s2) V (Error(¢1) A Error(ps));
— if ¢ is —¢ then Error(¢) = Error(¢q).

Lemma 4. For every filter condition ¢ and mapping it holds that u(¢) = error if and only if u(Error(p)) = true.
Proof. This lemma is proved by induction on the structure of the filter condition (see Claim 1 in the appendix). [

Example 5. Let ¢ be the filter condition LN =L where L is the equality 71X = a. According to Definition 5, Error(yp)
will be the filter condition (-LAError(—L))V (Error(L) A——L)V (Error(L) AError(—L)). Since =L is equivalent
to L and Error(—L) is equivalent to Error(L), then Error(yp) is equivalent to (—L A Error(L)) V (Error(L) A L) V
(Error(L)), which is equivalent to (¢ A Error(L)) V (Error(L)), and then, equivalent to Error(L). According to
Definition 5, we conclude that Exror () is equivalent to = bound(?X).

There are three possible values for variable 7X in a mapping u, namely u(?X) = a, u(?X) = b (for a term
b # a), and variable X is unbound in u (denoted u(?X) = L). The following table shows the values for p(p) and
u(Error(p)) for these three cases.

u(?X)  u(e)  w(Error(p))

a true false
b true false
1 error true

As defined by Lemma 4, the filter condition ¢ produces error for mappings u where u(Error(¢)) = true, and
u(Error(¢)) is either true or false.

Now we present an equivalence for the disjunction that works in all cases.

Lemma 5 (Disjunction rewriting). Given two filter conditions @1 and ¢s, and a pattern P, the following equivalence
holds for bag semantics:

(PFILTER ¢; V ¢3) = (PFILTER ¢ A ¢5) UNION (5)

= (
(PFILTER ¢1 A —¢2) UNION
(PFILTER ~¢; A ¢5) UNION
(PFILTER ¢ A Error(ps)) UNION
(PFILTER Error(¢1) A ¢2).

Proof. Since ¢ V —¢ V Error(yp) is a tautology for every filter condition ¢, the following equivalences hold:

01 = @1 A (2 V g2 V Error(gz)) = (91 Aw2) V (91 A —@2) V (91 A Error(egs)),
02 = @2 A (@1 V —e1 V Error(e1)) = (2 A1) V (02 A 1) V (g2 A Error(er)).

Hence, the following equivalence holds:
@1 V2 = (p1 Aga) V(1 A—p2) V (mp1 A ga) V (g1 A Error(e2)) V (Error(e1) A ¢2).

Since all filter conditions in the disjunction of the right side of this equivalence are disjoint, by Lemma 3, we got
equivalence (5). O
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Finally, we provide a translation for filter graph patterns which have a negation. Under two-valued logic, the
evaluation of a pattern P of the form (P; FILTER —¢) may be understood as “all solutions u of P except those
where p(¢) is true.” Under 3-valued logic, the evaluation of P means “all solutions i of P except those where p(¢p)
is true or u(yp) is error.” Thus according to the latter meaning we have:

Lemma 6 (Negation rewriting). Given a filter condition ¢, and a pattern P, the following equivalence holds:
(P; FILTER —¢) = ((P; EXCEPT (P; FILTER ¢)) EXCEPT (P; FILTER Error(¢))). (©6)

Proof. The equivalence follows from the fact that the filter discards from the solutions of P those solutions u such
that u(¢p) is false or error. O

Now we are ready to present the effectiveness of rewriting that allows for the reduction of complex filter condi-
tions.

Definition 6 (Reduction of complex filter conditions). Given a pattern (P1 FILTER ¢), the filter-reduced pattern
of it is the pattern that results of applying recursively the equivalences (1), (5), and (6) until in the resulting patterns
only occur atomic formulas (i.e. no logical connectives).

Lemma 7. Given a pattern (P1 FILTER o), the procedure to reduce complex filter conditions described in Defini-
tion 6 produces a pattern equivalent to the original and with no logical connectives in filter conditions.

Proof. This lemma is proved by induction on the structure of the filter condition in the pattern. The base case
consists in a filter condition ¢ without logical connectives. The case where ¢ is ¢; A ¢o is straightforward. The
pattern (P FILTER ¢) can be reduced to the pattern ((P FILTER ¢;) FILTER ¢2), and the inductive hypothesis
can be applied on ¢; and ¢2. The cases where ¢ is ¢1 V @2 or =, are more involved because the application of the
respective equivalences eliminates a logical connective from ¢ but adds new logical connectives to the resulting filter
conditions. The proof for the cases involving disjunction or negation follows from Claim 2 in the appendix. O

Translation of SPARQL graph patterns into Datalog rules. The translation essentially follows the idea presented
by Polleres [35], adapted to multisets by Angles and Gutierrez [23], and improved by Herndndez [41]. Specifically,
we cover the following issues:

1. It considers the cases where a filter condition is evaluated as error. Some solutions are lost when these cases
are not considered.

2. It considers that the equality X = Y must be evaluated as true only if X and Y are bound. The translation is
fixed by using the literal eq(X, Y) instead of a built-in equality X = Y. Since, atom eq(X, Y) is true only if X
and Y are terms in the database, the translation of the filter-condition X = Y is not evaluated as true when X
and Y are unbound.

Given a SPARQL graph pattern P, the function 6(P) is introduced to transform P into a set of NRMD ™ rules.
The definition of function ¢ is given by the translation rules presented in Table 4. Note that this function implies a
recursive translation of graph patterns into Datalog rules, as well as the generation of fresh predicates. To do this,
the application of function ¢ over a graph P will be based on exploring the parse tree of P.

A parse tree for a graph pattern P is an ordered rooted tree whose internal nodes represent the graph pattern
operators in P (i.e., AND, UNION, EXCEPT, FILTER, SELECT), and whose leaves represent the triple patterns of
P. Additionally, we will assume that the nodes will be enumerated using a post-order traversal of the tree, that is,
for any node n, first visit the left subtree, then visit the right subtree, and finally visit the node 7 itself.

Given a graph pattern P and its parse tree T, the execution of the function ¢ consists of applying the rules shown
in Table 4 to each node in T, following their enumeration. Next we present an example of this procedure.
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Table 4

Definition of function §(P) which allows to translate a SPARQL graph pattern P into a set of NRMD™ rules. Given a graph pattern P, the
function P returns the variables of P in lexicographical order. Note that p; is a fresh predicate name used to codify the graph pattern P;.

Graph pattern P S§(P)

where ...

(x1,x2,x3) p(P) < triple(x1, x2,x3)

P contains the variables in the set {x1, x2, x3}.

p(P) < vi(p1(P1)), v2(p2(P2)),

(P1 AND P3) 5(P1)

5(P2)

{comp(v1(X),v2(X).X) | X € Py N P2}

Assume that v and vo are functions with the same
domain P; N Py and with different range. Given a
literal L, the function v;(L) returns a copy of L where
the variables have been renamed according to v;.

p(P) < p1(P1)
p(P) < p2(P2)
5(P1)

3(Pz)

(P1 UNION P3)

P, Py and P5 contain the same variables.

p(P) < p1(P1),—p2(P2)

(P1 EXCEPT P5) 5(P1)
3(Pz)

P and P; contain the same variables.

(Pl FILTER X1 = xz)
5(P1)

p(P) « p1(P1),eq(x1, x2)

P and Py contain the same variables.

(P1 FILTER bound(7X))
6(1’1);

p(P) < p1(P1), term(?X);

P and P contain the same variables.

(SELECT W Py)
8(P1)

p(}_’) — D1 (I_’l), null(xy),...,null(x,)

P = W, and x1,...,x, are the variables that are in W
but not in inScope(P1 ).

Example 6. Let Q be the following SPARQL query asking for all people, the place where they live, and optionally

the people they know:

(((?person, livesIn, ?somewhere) AND (?person, knows, ? somebody))

UNION

((?person, livesIn, ? somewhere) EXCEPT

(SELECT ?person ?somewhere

WHERE ((?person, livesin, ?somewhere) AND (7 person, knows, ?somebody))))).

This SPARQL query is not normalized because both sides of the UNION operator have different variables. To
normalize this query, we replace the right-hand operand of the UNION pattern by a SELECT clause, and include
the projection variables ?person, ?7somewhere and ?somebody. The resulting normalized query is the following:

(((?person, livesIn, ? somewhere) AND (7 person, knows, ? somebody))

UNION

(SELECT ?person ?somewhere ?somebody
WHERE ((?person, livesIn, ?somewhere) EXCEPT
(SELECT ?person ?somewhere

WHERE ((?person, livesin, ?somewhere) AND (7 person, knows, ?somebody)))))).

Assume that P is the normalized SPARQL graph pattern presented above, and T is the parse tree of P shown in
Figure 4. Hence, the application of the function §(P) results in the following Datalog rules:
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P11(UNION)

SN

P3(AND)  Pyo(SELECT)

/\ |

Py Py Py(EXCEPT)

7\

P, Pg(SELECT)

Fig. 4. Parse tree of the normalized SPARQL graph pattern presented in Example 6. Each node represents a graph pattern, and each edge
represents a composition relationship between graph patterns. The nodes were enumerated using a post-order traversal of the tree. In this
figure: Py is the triple pattern (? person, livesin, ?somewhere), P3 is (7 person, knows, ?somebody), P3 is (? person, livesin, ?somewhere), P4 is
(?person, livesin, ?somewhere), and Ps is (? person, knows, ?somebody).

p1(?person, ?somewhere) < triple(?person, livesin, ? somewhere)

p2(? person, ?somebody) < triple(? person, knows, ?somebody)

p3(?person, ?somewhere, ?somebody) < pi(?persony, ?somewhere), pa(? persons, ? somebody),
comp(?persony, ?persons, ?person)

pa(? person, ?somewhere) < triple(?person, livesin, ? somewhere)

ps(?person, ?somewhere) < triple(? person, livesIn, somewhere)

pe(? person, ?somebody) < triple(? person, knows, ?somebody)

p7(?person, ?somewhere, ?somebody) < ps(?persony, ?somewhere), ps(? persona, ? somebody),
comp(?persony, ?persons, ?person)

ps(?person, ?somewhere) < pr(?person, ?somewhere, ! somebody)

po(? person, ?somewhere) < py(?person, ?somewhere), —ps(? person, ?somewhere)

p1o(? person, ?somewhere, ?somebody) < po(?person,?somewhere), null(? somebody)

p11(?person,?somewhere, ?somebody) < ps(?person, ?somewhere, ?somebody)

p11(?person, ?somewhere, ?somebody) < p1o(? person,?somewhere, ?somebody)

Note that the predicate names are enumerated according to the parse tree shown in Figure 4. In this sense:
the rule p1(...) < ... encodes the triple pattern P1; the same applies for the predicated names pa, ps, ps
and pe; the rule ps(...) < ... encodes the pattern (P1 AND P3); the rule p7(...) < ... encodes the pat-
tern (Ps AND Pg); the rule ps(...) < ... encodes the pattern (SELECT ?person, ?somewhere WHERE P7);
the rule py(...) < ... encodes the pattern (PyEXCEPT Pg); the rule p1o(...) < ... encodes the pattern
(SELECT ?person, ?somewhere, ?somebody WHERE Py); finally, the two rules with predicate name p11 encode
the graph pattern (P5 UNION Pyg).

Based on the function 6, we define a general method to transform SPARQL queries into NRMD ™ queries.

Definition 7 (Function f12). Given a SPARQL query Q, the function f12(P) returns a NRMD™ query (L,11) where

L is the goal atom p(P) and 11 is a Datalog program containing the rules produced by 6(Q) (note that Q is a graph
pattern).

6.1.3. Translating query answers from NRMD™ to SPARQL

Recall that a NRMD™ query answer is a pair (V, M) (where V is a set of variables and M is a multiset of substi-
tutions) and a SPARQL query answer is a multiset of solution mappings.

The main difference between a multiset of substitutions and a multiset of mappings is the representation of the
SPARQL unbound values with L. Hence, an unbound value occurring in a substitution is translated into an unbound
variable in the corresponding solution mapping.
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Definition 8 (Function hy2). Given a multiset of Datalog substitutions ©, the function hy5(©) returns a multiset of
SPARQL solution mappings §2 defined as

set(Q2) = {NotNull(9) | (6,i) € ©} and card(NotNull(6),2) = i for each (6,i) € ©,

and NotNull(0) is the mapping defined as NotNull(0)(?X) = 0(7X) for every variable ?X € dom(0) such that
0(7X) £ L.

Lemma 8. SPARQL can be simulated by NRMD"™.

Proof. We need to show that, using the functions defined above, (fi2,g12,h12) is a simulation of SPARQL in
NRMD™. The proof is in the Claim 4 of the Appendix. O

6.2. From NRMD™ to SPARQL

This section shows that Non-Recursive Multiset Datalog with Safe Negation (NRMD™) can be simulated by
SPARQL. To support this, we describe the following translation functions:

— fo1 is the function that translates NRMD™ queries into SPARQL queries;
— go1 is the function that translates NRMD ™ databases into SPARQL databases; and
— ho; is the function that translates SPARQL query answers into NRMD™ query answers.

6.2.1. Translating databases from NRMD™ to SPARQL

In general terms, a fact p(cy,...,c,) can be translated into a set of triples of the form (u, @;, ¢;) where u is a fresh
IRI that identifies the fact, and «; is a reserved IRI which allows to describe that constant c; is in the position i of the
fact?. Also recall that the semantics of NRMD™ relies on the notion of colored set of a multiset (see Section 4.2),
which is the set containing the colored copies of the element of the multiset. This idea is formalized next.

In what follows, we will assume that A = {a@g,a; ...} is an enumerable set of special IRIs used to codify
positions in Datalog atoms, NULL is a special IRI, and any Datalog constant ¢ and name of predicate p has an
equivalent RDF IRI term (excluding the aforementioned special IRIs) that we will denote with the same symbol ¢
and p.

Definition 9 (Function go1). Assume that the NRMD™ database D contains n copies of a fact F (namely
p(c1, ..., cn)) and the coloring(D) contains the colored copies (F,1), ..., (F,n) of fact F. For each colored copy
(F,i) of F, we assume the existence of a fresh IRI u g, which we use to identify the colored copy. Similarly the
subscript (p; is used to identify the colored copy of a constant or a predicate.

Then the function go1 applied to the multiset of NRMD™ facts D, returns a set of RDF triples (i.e. an RDF graph)
defined as

g21(D) = {(NULL, NULL,NULL) } U {(u(riy> @0, Priy)> (Uiriy> @1, (€1)(Riy)s -+ - (U(ERY @ns (€n) (Fiy) }-
(F,iyecoloring(D)

Example 7. Let D be the following NRMD™ database:
D = {p(a,b), p(a,b), p(a. c),q(b.d,a),q(b,e,a)].

Note that the fact p(a,b) occurs twice in the multiset D, so we need to generate the colored copies for this fact,
namely (p(a,b),1) and (p(a,b),2). In contrast, the fact p(a,b) occurs once, so we just generate a simple colored

2An option can be the use of properties rdf:_1, rdf:_2, rdf:_3,..., defined in the RDF Schema 1.1 vocabulary.
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copy, that is, (p(a,c), 1). Then the data is translated for SPARQL as follows:

g21(D) = {(NULL, NULL, NULL),
(U(pap),1)» @0> P)s (Uip(ap) 1) @15 @)y (Uip(ap),1)» @2, D),
(U(p(ap),2)» @0> P)» (Uip(ap).2)> X1s @)y (Uip(ap),2)» X2, D),
(U(p(ac).1)s @05 P)s (U(p(ac).1)> @15 @), (U(p(ac).1)> @25 C)s
(”(p(b d.a),1)» X0, q)s (M(p(b,d,a) 1), @1, b), (u<p(bda) 1), @2, d), (u<p(b,d,a),1>9a'39a)y
(U(p(b.ea)1)s @05 9)» (U(p(bea).1)» @15 D) (Uipbea).1)> @2, ), (Uip(b.ea)1) @3, @)}

Intuitively, the SPARQL database corresponding to the NRMD™ database D consists of a set of triples that
describe each of the facts, and the inclusion of triple (NULL,NULL,NULL) allows to ensure that the SPARQL
database is not empty. The need of this additional triple is explained next when describing the translation from
NRMD " queries to SPARQL.

6.2.2. Translating queries from NRMD™ to SPARQL

A notable difference between NRMD™ and SPARQL is the way both languages define the scope of variables. In
NRMD™, all variables in a rule are universally quantified, and they are not in the scope of the query. On the other
hand, variables in a SPARQL query are divided into in-scope and non-in-scope (see Subsection 3.4). To see this
difference, consider the NRMD ™ query (¢(X, Y), IT) where the program II consists of the single rule R = ¢(Y,Z) +
p(X,Z,Y). Notice that the variables in the goal of the query do not correspond to the variables in the head of the
rule R. To simplify the translation, we rename variables in rules according to the goal of the query. In this case, we
rewrite R as the rule R = ¢(X,Y) < p(Z,Y,X). Formally, given a literal L = ¢g(Xi,...,X,) and a rule R whose
head is ¢(Y1, ..., Y,), the renamed rule of R with respect to L, denoted vr(R, L), is the rule R’ that results from R by
consistently renaming each variable Y; as X;, for 1 <i < n.

Let L be a positive literal p(Xy, ..., X,) and IT be a normalized NRMD ™ program. We define the function gp(L, IT)
which translates L into a SPARQL graph pattern. The function gp is defined recursively as follows:

1. If predicate name p does not occur in the head of any rule of II (i.e., p is extensional), then gp(L, IT) returns
SELECTX ((?Y, o, p) AND (?Y,@1,7X1) AND - -- AND (7Y, @,, 7X,,)),

where X = var(L) and ?Y is a fresh variable.
2. Otherwise, if p occurs in the head of the rules {R1,...,R,} inII (i.e., p is intensional), then gp(L, II) returns:

(T(vr(R1,L)) UNION - - - UNION T'(vr(R,, L))),

where the operator T (R) is defined as follows:

— If R is a projection rule L <+ L; then T(R) is (SELECT X P;) where X = var(L) and P; = gp(L1,11);

— IfRis ajoinrule L + Ly, Ly then T(R) is (P; AND P3) where P; = gp(Ly,11) and Py = gp(Lo, IT);

— If R is a negation rule L + Ly, Ly then T(R) is (P1 EXCEPT P3) where P; = gp(Ly,1I) and Py =
gp(LQ’ H) .

Note that, if there is just one rule Ry then gp(L, IT) can be reduced to T(R1) (no need to rename variables).

Example 8. Consider the NRMD™ query (q(X),I1) where program 11 consists of the rule q(X) < p(X,Y). Then,
gp(q(X),II) is the SPARQL query
SELECT ?X ((?U, @, p) AND (?U, a1,7X) AND (?U, a2, 7Y)).

The function gp is not enough to translate NRMD™ queries to SPARQL queries. Recall that a NRMD™ query
answer is a pair (V, M) where V is a set of NRMD ™ variables and M is a set of NRMD™ substitutions, and a SPARQL
query answer is a multiset 2 of SPARQL mappings. To conclude the translation, we need to define a function that,
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given a SPARQL query answer (2, returns a NRMD™ query answer (V, M). The issue is that we cannot compute
the set V when the multiset €2 is empty. For example, an empty NRMD™ database D is translated as the SPARQL
database consisting of the set of triples {(NULL, NULL, NULL)} (see Subsection 6.2.1). The evaluation of the query
gp(¢(X),II) in Example 8 returns an empty multiset of mappings, €2, where the query answer to the NRMD ™ query
(¢(X),1I) is a pair ({X}, M) such that M is an empty multiset of solutions. Hence, the SPARQL query answer §2
does not contain the information needed to generate the set of variables {X} in the answer of the NRMD™ query.

To solve the aforementioned issue of having an empty SPARQL query answer, we can extend the function gp with
a query that introduces the variables of the query. This is done using the additional triple (NULL, NULL,NULL) we
introduced in the translation. Given a set of NRMD™ variables V = {Xi, ..., X,,} we write VarQuery(V) to denote
the SPARQL pattern (NULL,NULL, 7X;) AND ... AND (NULL,NULL, ?X,,). The translation of a NRMD™ query
is then the union of the graph patterns computed by the functions gp and VarQuery.

Definition 10 (Function fo1). Given a NRMD™ query Q = (L,11), the function fa1(Q) returns a SPARQL graph
pattern (gp(L, II) UNION VarQuery (var(L))).

Example 9. Consider the NRMD™ query (q(X),I1) in Example 8. Then, fo1((q(X),1I1)) is the following SPARQL
graph pattern:

(SELECT ?X ((?U, a0, p) AND (?U, ay, 7X) AND (?U, . ?X))) UNION (NULL, NULL, ?X).

The result of evaluating the NRMD™ query on an empty set of facts D is the pair ({X}, M) where M is an empty
multiset of NRMD™ substitutions, whereas the result of evaluating the graph pattern fa1((q(X),1I1)) on the SPARQL
database g21(D) = {(NULL,NULL,NULL)} is the SPARQL query answer Q@ = {{?X — NULL}}. Intuitively,
the mapping {?X — NULL} does not codify a NRMD™ substitution, but the variables in the domain of NRMD™
substitutions.

6.2.3. Translating query answers from SPARQL to NRMD"™

Recall that a SPARQL query answer is a multiset of solution mappings, and a NRMD™ query answer is a pair
(V, M) (where V is a set of variables and M is a multiset of substitutions). Since a SPARQL solution mapping can be
seen as a NRMD ™ substitution, the translation from SPARQL mappings to NRMD™ substitutions does not require
modifications, except for the mapping {?X; +— NULL,...,?X, — NULL} which is used to codify the solution
variables.

Definition 11 (Function /7). Let §2 be a multiset of SPARQL solution mappings that includes a mapping pty, syurr,
with cardinality 1 where dom(uy,,yurL) = V and u(?X) = NULL for every variable 1X € dom(uy—yyry), and for
every mapping ' € Q it holds that dom(u') = V. The NRMD™ solution for S, denoted ha1 (), is the pair (V, M)
where M is the multiset of substitutions 6 defined as follows:

1. Given an SPARQL mapping u = {?X1 — c1,...,?X, +— ¢} the corresponding NRMD™ substitution for
mapping u is the substitution 0, = {X; — c1,...,X, — ¢,} where the NRMD™ variable X; corresponds to
the SPARQL variable 7X;.

2. set(M) = {6, | u € Q\ {uvsnvrc}}-
3. card(6,, M) = card(u, Q).

Lemma 9. NRMD™ can be simulated by SPARQL.

Proof. This is a long but straightforward induction on Datalog queries using as hypothesis that (f21, g21,%21) is a
simulation of NRMD ™ in SPARQL. The details of this proof are in the appendix (Claim 5). O

6.3. SPARQL and NRMD™ have the same expressive power

Putting together the simulations among SPARQL and NRMD ™ stated in this section, we get the following theo-
rem:

Theorem 1. SPARQL and NRMD™ have the same expressive power.
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Proof. The claim is based on the simulation of SPARQL with NRMD™ (Lemma 8) and the simulation of NRMD™
with MRA (Lemma 9). O

7. Equivalence between MRA and NRMD™

This section presents the simulations that prove that Multiset Relational Algebra (MRA) and Non-Recursive
Multiset Datalog with Safe Negation (NRMD™) have the same expressive power. Specifically, we show that MRA
can be simulated by NRMD™ (Section 7.1), and NRMD™ can be simulated by MRA (Section 7.2).

7.1. From MRA to NRMD™

This section shows that Multiset Relational Algebra (MRA) can be simulated by Non-Recursive Multiset Datalog
with Safe Negation (NRMD ™). To support this, we describe the following translation functions:

— f39 is the function that translates MRA queries into NRMD ™ queries;
— g3o is the function that translates MRA databases into NRMD ™ databases; and
— hso is the function that translates NRMD ™ query answers into MRA query answers.

7.1.1. Translating databases from MRA to NRMD™

Recall that a MRA database is a set of relations (where each relation is a multiset of tuples), and a NRMD™
database is a multiset of facts. First, we define a method to translate a MRA relation into a multiset of facts. Then,
we define a method to translate a set of MRA relations into a multiset of NRMD ™ facts.

Assume the existence of functions that map: MRA relation names to NRMD™ predicate names, MRA attributes
to NRMD ™ variables, and MRA constants to NRMD™ constants. Given a relation schema R, we write R to denote a
tuple containing the attributes of R in lexicographical order.

Given a multiset relation r, defined over a relation schema R, with R = (A1,...,A,), the function X(r) returns a
multiset of Datalog facts defined as follows: For each tuple 7 in r, X(r) contains a fact f of the form p(cy,...,c,)
where p is the image of R, every ¢; is #(A;), and the cardinality of f in 3(r) is given by the cardinality of ¢ in r.

Definition 12 (Function g32). Given a MRA database D, the function gso returns a multiset of NRMD™ facts D'
defined as follows:

1. For each MRA relation r in D, D’ contains the facts returned by Y.(r);
2. For each constant ¢ in D, D' contains a fact eq(c, c).

Example 10. Let D be an MRA dataset consisting in two relations r and s with respective relation schemas R and
S with R = (A1,As) and § = (A1, A3), and defined as follows:

r= {]{Al — al,Ag = az}, {Al — al,A2 — az},{Al — al,Ag = ag}]},

s = {I{Al — al,Ag — 04}]}.
Then, the corresponding NRMD™ dataset is the following:
g32(D) = {pr(a1.az). pr(ai. az), pr(ay. as), ps(a1.as), eq(a1, a1), eq(az, az), eq(as, az), eq(as, as) .

where predicates pg and ps are the corresponding images for the relation schemas R and S .

Note that the multiset of Datalog facts D’ is defined over the vocabulary that includes as predicate names all the
relation names in D, and as arity of the predicate name R the number of attributes of the relation name R.
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7.1.2. Translating queries from MRA to NRMD™

Recall that a MRA query is a relational algebra expression, and a NRMD™ query is a set of rules.

First, we need to provide a recursive method to reduce MRA selection formulas into atomic formulas. Such
method is based on the following equivalences where E is an MRA expression, and ¢, 1, and 2 are selection
formulas:

O-WlAWZ(E) = Oy, (0-1111 (E))’ (7)
Tyrvys (E) = 0y g (E) U 0y nyy (E) U gy py, (E), ®)
o-y(E) = E\ oy(E). ©)

The proof of the validity of the above equivalences follows directly from the semantics of the selection operator. In
particular, Equivalence 8 is rather involved because separates the disjunction in a union of three disjoint multiset
relations in order to preserve the cardinality of each solution. Using the above equivalence, we get the following
lemma.

Lemma 10. For every MRA expression E, there exists an equivalent MRA expression E' satisfying that all selection
formulas in E' are atomic.

Proof. The proof follows from induction in the number k of Boolean connectives in selection formulas occurring
in an MRA expression E. The base case is k = 0 and thus all selection formulas are atomic. If k > 0, then the
expression includes a selection expression whose formula has either the form 1 A ¥o, =, or Y1 V s. In the first
two cases, equivalences 7 and 9 reduce by one of the Boolean connectives of the expression. In the third case, the
consecutive application of equivalences 8, 7, and 9 (in that order) reduces by one the number of Boolean connectives.
Hence, we produce an equivalent query with k — 1 Boolean connectives. O

Definition 13 (Function f32). Let Q be a MRA query (i.e. an MRA expression), where selection formulas are atomic
(i.e., have no Boolean connectives). The function f32(Q) returns a NRMD™ query (L, I1) where L is a goal clause of
the form q(é) where q is a predicate name corresponding to Q, é are the variables corresponding to the attributes
in the schema Q (sorted in lexicographical order), and 11 is a set of NRMD™ rules (i.e. a NRMD™ program) created
by applying recursively the rules shown in Table 5.

Note that function f32 assigns a fresh predicate name to each operation in query Q by following a non-
deterministic approach. Although it is not difficult to define deterministic ways (like in the translation from SPARQL
to NRMD™), we omit in how intensional predicate names are assigned.

7.1.3. Translating query answers from NRMD™ to MRA

Recall that a NRMD ™ query answer is a pair (V, M) where V is a set of variables, and M is a multiset of NRMD™
substitutions. On the other hand, an MRA query answer is a multiset relation. Next, we define a function A3, which
translates a NRMD ™ query answer into a MRA query answer.

Definition 14 (Function k35). Given a NRMD™ query answer A = (V, M), the function hs2(A) returns a multiset
relation r where: the schema of r is given by the set of attributes V (assume a simple transformation of variables to
attribute names); for each substitution 0 in M, there is a tuple t in r satisfying that t(X) = 6(X) for every attribute
X € R and card(t,r) = card(6, M).

Lemma 11. MRA can be simulated by NRMD™.
Proof. Let fs32, g32, h3o be the functions described in Definition 12, Definition 14 and Definition 13 respectively.

The proof of this theorem follows from the claim that (f32, g32, 232) simulates MRA in NRMD™ by using induction
in the structure of queries. The proof of this claim is in the appendix (Claim 6). O
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Table 5
Definition of function I" which translates an MRA expression into a set of Datalog rules. Given a MRA expression E, the recursive function
T'(E) returns a set of NRMD™ rules where: g;(A) is a posmve literal related to the MRA expression E;, ¢; is a fresh predicate name, A; denotes
a set of variables, R denotes the attributes in schema R, sorted in lexicographical order.

MRA expression Eo I'(Eo) where ...

R qo(Ao) + R(R) Ao =R

(E1 x E2) q0(Ao) < q1(A1).g2(A2): T(E1): T(E2) Ag =A1UA,

(E1 U E2) q90(Ao) < q1(A1): qo(Ao) < q2(A2): T(E1): T(Ez) Ag = A1 = Ag

(Ex\ Ez) q0(Ao) < q1(A1), ~g2(A2); T(E1); T(E2) Ao = A

75 (E1) q0(Ao) < q1(A1); T(E1) Ay =S

pasa(E1) q0(Ao) < q1(A1). eq(A, B): T'(E1) Ao = (A \{a})u{B}
oa=p(E1) q0(Ao) <+ q1(A1),eq(A, B); T(E1) Ag = Ay

7.2. From NRMD™ to MRA

This section shows that Non-Recursive Multiset Datalog with Safe Negation (NRMD™) can be simulated by
Multiset Relational Algebra (MRA). To support this, we describe the following translation functions:

— fas is the function that translates NRMD™ queries into MRA queries;
— go3 is the function that translates NRMD™ databases into MRA databases; and
— hog is the function that translates MRA query answers into NRMD ™ query answers.

7.2.1. Translating databases from NRMD™ to MRA

Recall that a database in NRMD™ is a multiset of facts, and a database in MRA is a set of relations (where each
relation is a multiset of tuples). First, we define a method to translate a multiset of facts with the same predicate
name into a relation r. Let M be a multiset of NRMD ™ facts having the same predicate name, i.e. every fact in M
has the form p(t,...,1,). The function (M) returns a MRA relation r where: the relation schema 7 of r is given
by the relation name p and the set of attributes {A1,...,A,}, where each attribute name has the form ar_i with
1 < i < n; for each fact p(ty,...,1,) in M there is a tuples ¢ in r satisfying that #(A;) = .

Next, we define function go3 which allows translating a multiset of facts into a set of relations.

Definition 15 (Function go3). Let M be a multiset of NRMD™ facts M (i.e. an NRMD™ database), and {p1, ..., pn}
are the predicate names in M. The function go3(M) returns a set of relations (i.e. a MRA database) {r1,...,r,}
where r; = W(M;) such that M; is the subset of NRMD" facts of M having the predicate name p;.

Example 11. Let M be the multiset of NRMD™ facts defined as follows:
M = {{pi(c1,c2), pi(c1,c2), pi(crsc3), pa(ci,cq) ],

Then, the corresponding MRA dataset go3(M) consists of the following relations ry and ra, over relation schemas
R, and Rs, and with attributes R1 ={A1,A2} and Rg = {By,B2}:

ri = {{A1 = c1,A2 — c2}, {A1 = c1,A2 — 2}, {A1 = ¢1,A2 = 3},

ro = {[{Bl = Cl,BQ — C4}]}.
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7.2.2. Translating queries from NRMD™ to MRA

Recall that a NRMD ™ query is a set of rules, and a MRA query is a relational algebra expression.

Let II be a normalized NRMD™ program. We define, by mutual recursion, functions &1 (L, IT) and 82 (r, II) to
translate (respectively) literals and rules into MRA expressions.

Given a literal L in II of the form p(Xj, ..., X,), the function &; (L, IT) is defined as follows:

1. If predicate name p does not occur in the head of any rule of II, then &§; (L, IT) returns the MRA expression
Parx, (- payx, (R) - - - ) where R is the relation name associated to p;

2. Otherwise, if p occurs in the head of the rules {ry,..., 7, } in II, then 61 (L, II) returns the MRA expression
(Ey U(EqU(---E,)---) where each E; is a MRA expression returned by da(r;, IT).

Given a rule r in II, the function 62 (r, IT) is defined as follows:

— Ifris aprojection rule Ly <— L; then §2(r, II) returns the MRA expression s (E) where S is the set of variables
var(Ly) and E is the MRA expression returned by §1 (L1, IT);

— If ris ajoin rule Ly + Li, Ly then 65(r, IT) returns the MRA expression (E; X Es) where Eq and E are the
MRA expressions returned by &1 (Lq, IT) and &1 (Lo, IT) respectively;

— If ris anegation rule Ly < Ly, —Lo then §2(r, IT) returns the MRA expression (E; \ E2) where E; and E5 are
the MRA expressions returned by &1 (L, IT) and 6 (Lo, IT) respectively.

Definition 16 (Function f3). Given a normalized NRMD™ query Q = (L,I1) where L is the goal clause, and 11 a
NRMD™ program, the function fo3(Q) returns a MRA query defined by 61 (L, I1).

7.2.3. Translating query answers from MRA to NRMD™

Recall that a MRA query answer is a multiset relation, and a NRMD™ query answer is a pair (V, M) where V is a
set of variables, and M is a multiset of substitutions. Since a MRA tuple can be seen (interpreted) also as a Datalog
substitution, the translation from MRA tuples to Datalog substitutions requires essentially no modifications. Next,
we define a function /g3 which transforms a MRA query answer into a NRMD ™ query answer.

Definition 17 (Function &23). Given a MRA relation R with schema R= {A1,...,A,}, the function ha3(R) returns
a NRMD™ query answer A = (V, M) where: V is a set of variables {X1, ..., X,} where variable X; corresponds to
attribute A; (assume a simple transformation of attribute names to variable names); and, for each tuple t in R, there
is a substitution 6 in M satisfying that 6(X;) = t(A;) for every attribute A; € R, and card(6, M) = card(z, R).

Lemma 12. NRMD™ can be simulated by MRA.

Proof. This is a long but straightforward induction on Datalog queries using as hypothesis that (f23, g23, h23) is a
simulation of NRMD™ in MRA. The details of this proof are in the appendix (Claim 7). O

7.3. MRA and NRMD™ have the same expressive power

Putting together the simulations among MRA and NRMD ™ stated in this section, we get the following theorem:

Theorem 2. MRA and NRMD™ have the same expressive power.

Proof. The claim is based on the simulation of MRA with NRMD™ (Lemma 11) and the simulation of NRMD™
with MRA (Lemma 12). O

8. Equivalence between MRA and SPARQL
This section presents the simulations that prove that Multiset Relational Algebra (MRA) and SPARQL have the

same expressive power. Specifically, we show that MRA can be simulated by SPARQL (Section 8.1), and SPARQL
can be simulated by MRA (Section 8.2).
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8.1. From MRA to SPARQL

This section shows that Multiset Relational Algebra (MRA) can be simulated by SPARQL. To support this, we
describe the following translation functions:

— f31 is the function that translates MRA queries into SPARQL queries;
— g3 is the function that translates MRA databases into SPARQL databases; and
— hga; is the function that translates SPARQL query answers into MRA query answers.

8.1.1. Translating databases from MRA to SPARQL

Recall that a MRA database is a set of relations (where each relation is a multiset of tuples), and a SPARQL
database is a set of triples.

Assume the existence of functions that map relation names to IRIs, relation attributes to IRIs, and tuples to IRIs.

Let r be a multiset relation, ¢ be a tuple in » and {t', ..., "} be the set of colored copies of ¢ where n = card(t, r).
The function B(t,7) returns a set of RDF triples defined as follows: for each copy # of ¢, 5(¢,7) contains a triple
(iri_t', iri_b, iri_r) where iri_t' is an IRI which identifies the tuple #, iri_r is an IRI which identifies the relation 7,
and iri_b is an IRI which describes that iri_#' is a tuple of iri_r; and, for each attribute A in 7, 8(t, r) contains a triple
of the form (iri_t', iri_A, lit_A) where iri_A is an IRI which identifies the attribute A, and lit_A is a literal equivalent
to the value #(A). Hence, for each copy of a tuple ¢ we create a set of RDF triples.

Definition 18 (Function g31). Given a MRA database D, the function gs1 (D) returns a set of RDF triples D' defined
as follows:

— For each multiset relation r in D, and for each tuple t in r, D’ contains the RDF triples returned by B(t, r);

— D' contains a triple (NULL,NULL, NULL) where NULL is a special IRI. Like in the simulation of NRMD™
with SPARQL, the simulation of MRA with SPARQL uses this special triple to retrieve the variables that are
attributes of the MRA query answer.

Example 12. Let D be an MRA dataset consisting in two relations r and s with respective relation schemas R and
S with R = (A1,As) and § = (A1,As), and defined as follows:
r= {I{Al — al,Az — 612}, {Al — al,AQ — a2},{A1 — al,Az — ng}]},

s = {[{Al — al,A3 — a4}]}.
Then, the corresponding SPARQL dataset is the following:

uy,iri_b,iri_r), (uy,iri_Aq, lit_A,, ,(u{,iri_Ag,lit_Aaz),
(3, iri_Ag, lit_A,,),
(b, iri_Ag, lit_A,,),
vi,iri_b,iri_s), (vi,iri_Ay, lit_A,,), (vi,iri_As, lit_A,,),
NULL, NULL,NULL)},

i ), (ug
u?,iri_b,iri_r), (u3,iri_Ay, lit_A,,

> ), (13

1

)
)
Uy, iri_b,iri_r), (ug, iri_Aq, lit_A,,)
)

(
(
(
(
(

where ui, u3, and u} correspond to the IRIs for the tuples in the multiset relation r and v correspond to the IRI of
the tuple in the multiset relation s.

8.1.2. Translating queries from MRA to SPARQL

Recall that a MRA query is a relational algebra expression and a SPARQL query is a graph pattern.

First, consider the following issue. A query answer in MRA is a multiset relation r over a set of attributes 7,
whereas a query answer in SPARQL does not specify a set of variables for which solutions are defined. For example,
the evaluation of the triple pattern (?X,?Y,7Z) over an empty RDF graph results in an empty multiset 2. The
reference to the variables is not carried in the SPARQL answer. Like with the simulation of NRMD™ with SPARQL,
we need to define a SPARQL pattern to retrieve the answer variables.

© W U s W N

[T T S e e Y N O N O O O R O O O O S N N N T e T e e e S S
B O W o 4 o U W N R O W o do oW N R O W doo s W N R O WV ®Jdoo U s W N o



© W U s W N

G s s s s s D R S W W W W W W W W W W NNNNDNNNNNN R B R R R R e e
B O W ® J & U W NP O L ® J oGS WP O VW ® Do U s W NP O L Jdo U s W N O

Angles et al. / The multiset semantics of SPARQL patterns 29

Given an MRA expression E, with attributes E= {Xi,...,X,}, we write AttrQuery(E) to denote the SPARQL
pattern (NULL,NULL, ?X;) AND ... AND (NULL,NULL, ?X,), where, for 1 < i < n, variable ?X; is the corre-
sponding SPARQL variable for the MRA attribute X;.

Example 13. Consider the MRA expression r X s where T = {X,Y} and 5 = {Y,Z}. Then, AttrQuery(E) =
(NULL,NULL, 7X) AND (NULL,NULL,?Y) AND (NULL,NULL, ?Z), where ?X, 7Y, and ?Z are the correspond-
ing SPARQL variables for attributes X, Y, and Z.

Recall that a MRA query is an MRA expression, and a SPARQL query is a SPARQL graph pattern. We will show
that every type of MRA expression can be translated to a specific type of SPARQL graph pattern. Table 6 shows the
translation rules which are the basis for the following definition.

Definition 19 (Function f31). Given an MRA expression E, the function f3, returns a SPARQL graph pattern defined
by (Y(E) UNION AttrQuery(E)).

Table 6
Definition of function Y which translates an MRA expression into a SPARQL pattern.

MRA expression E SPARQL pattern Y'(E) where ...

R (SELECT ?X1 - - 72X,
iriy is the IRI that identifies R, ?Y is a variable used to

((?Y,iri_b,iri_r) AND ((?Y,iri_A1,?7X1) AND (--- AND (?Y,iri _Ag, ?X,) - - - )match every tuple of R, and ?X; is a variable that cor-
responds to the attribute A; in schema R.

(E1 ™ Es) (Py AND P5) Py = Y(E1) and Py = Y(Es).
(E1 UE2) (P1 UNION P3) Py =T(E1) and Py = Y(E2).
(E1\ E2) (P1 EXCEPT Py) P1 = Y(E1) and Py = Y(Ea).
ns(E1) (SELECT WPq) Py = Y(E1) and W is the set of variables corre-

sponding to the attributes in §.

pa/B(E1) subszy/7y (P1) Py = Y(E1), ?X is the variable that corresponds to
attribute A, ?Y is the variable that corresponds to at-
tribute B, and subs7x/7y(P1) denotes the renaming
of variable 7X with variable 7Y in the SPARQL query
Py (see Appendix A).

oy(Er) (P1 FILTER ¢) Py = Y(E1), and ¢ is a filter condition equivalent to
the selection condition .

Example 14. Consider the MRA expression E = R x S where R = {A, B} and S = {B, C}. Then the correspond-
ing SPARQL query f31(E) is the following:

f31(E) = ((SELECT {?X,4,?Xp} WHERE (7Y, iri _A, 7X,) AND(?Y4,iri _B, ?Xp)) AND
(SELECT {?X3, ?Xc} WHERE (?Yy,iri _B, ?X) AND(?Y,iri_C,?X¢))) UNION
((NULL,NULL, ?X4) AND (NULL, NULL, ?X4) AND (NULL, NULL, ?Xy4))).

IfR={{A—a,B—b},{A— a,B— b} and S = {{B — b,C — c}|}, the answer to the SPARQL query over
the corresponding translation of the MRA database D to an RDF graph is the following multiset:

[[fBlE]]ggl(D) = {I{?XA —a, ?XB — b, ?XC — C},
{?Xs — a,?Xp — b,7Xc > ¢},
{?X4 — NULL, ?Xp — NULL, ?X¢ + NULL}].

Otherwise, if R is empty then:

[f31Elgs, 0y = {{?X4 — NULL, ?X — NULL, ?X¢ +— NULL}]}.
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Whereas the first two SPARQL mappings {?X, — a,?Xp > b,?Xc > ¢} correspond are duplicates of the same
MRA answer, {A — a,B — b,C — c}, the last mapping does not correspond to an answer, but encodes the
attributes of the MRA query. By encoding the attributes of the MRA query, we can reconstruct the result MRA
relation even in the case it is empty.

8.1.3. Translating query answers from SPARQL to MRA

Recall that a query answer in SPARQL is a multiset of mappings, and a query answer in MRA is a multiset
relation (i.e. a multiset of tuples). Intuitively, a multiset of mappings 2 can be transformed into a MRA relation r
where the attributes in 7 are the variables in the domain of (2. This notion is defined next.

Definition 20 (Function h31). Let Q2 be a multiset of mappings with dom(u) = V for every mapping u € ), and
that includes the mapping py.yurr, with dom(uy—syurn) = V, gysyun(?7X) = NULL for every variable 71X € V, .
The function hsy () returns a multiset relation r where:

— For each variable ?X € V, the schema T includes the MRA attribute A corresponding to variable 7X.
— The tuple t, corresponding to a mapping pu with dom(u) = V is the tuple with attributes ¥ such that t(A) =
u(?X), for each MRA attribute A € T corresponding to a variable 71X € V.

= set(r) = {t, | 1 € set() \ {pvomorst}-
- card(t,,r) = card(u, Q)

Lemma 13. MRA can be simulated in SPARQL.

Proof. Let f31, 831,31 denote respectively the functions stated in definitions and 19, 18, and 20. The proof of this
theorem follows from the claim that (f31, g31,h31) simulates MRA in SPARQL by using induction in the structure
of queries. The proof of this claim is in the appendix (Claim 8). O

8.2. From SPARQL to MRA

This section shows that SPARQL can be simulated by Multiset Relational Algebra (MRA). To support this, we
describe the following translation functions:

— fis is the function that translates SPARQL queries into MRA queries;
— g3 is the function that translates SPARQL databases into MRA databases; and
— hy3 is the function that translates MRA query answers into SPARQL query answers.

The translation presented here is inspired by the one presented by Cyganiak [34]. However, unlike Cyganiak,
we do not use null values with the SQL semantics. Instead, we use a special constant, denoted L, used to codify
unbound values.

8.2.1. Translating databases from SPARQL to MRA

Recall that a SPARQL database is a set of RDF triples, and a MRA database is a set of multiset relations. The
translation of a set of RDF triples G will produce three multiset relations (without duplicates): Trip, which codifies
the RDF triples in G; Null, introduced to manage the unbound values of SPARQL; and Comp, introduced to simulate
the notion of compatibility between mappings.

Definition 21 (Function g;3). Let | be a special constant. Given a set of RDF triples G, the function g13(G) returns
a multiset relational database D' containing the multiset relations Trip, Null, and Comp defined as follows:

1. Trip = {S, P, 0}, set(Trip) = {{S — s, P — p,0 — o} | (s,p,0) € G}, and card(t, Trip) = 1 for every
tuple t € set(Trip).

2. Null = {N}, set(Null) = {{N > L}}, and card({N > L},Null) = 1.

3. @) = {A4,As, A}, set(Comp) includes the tuple {A; — 1,As — 1, A — 1} and all tuples of the form
{A1 — a,A2 — a,A— a}, {A1 — LAy — a,A — a}, and {A1 — a,As — L, A — a} where a is an RDF
term in G, and card(t, Comp) = 1 for every tuple t € set(Comp).
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Example 15. Let G be the RDF graph defined as follows

G = {(Alice, livesIn, Santiago), (Alice, knows, Bob),
(Bob, livesIn, Santiago), (Bob, knows, Carol),
(Carol, livesIn, Lima) }.

Then the data is translated for MRA as the database g13(G) with the multiset relations Trip, Null, and Comp
defined as follows:

Trip = {{S ~ Alice, P — livesIn, O — Santiago}, {S + Alice, P — knows, O — Bob}
{S + Bob, P — livesIn, O — Santiago}, {S — Bob, P — knows, O — Carol},
{S — Carol, P + livesIn, O > Lima}])

Null = {{N — L}]

Comp = ({41 — L, As — L, A3 — 1},
{A; — Alice, A5 — Alice, A3 — Alice},
{A; — Alice, Ay — L, A3 > Alice},
{A1 — L,A3 — Alice, A3 — Alice},
{A; > livesIn, A5 — livesin, Az — livesin},
{A; — livesin,As — L, A3 — livesin},
{A1 — L,A3 > livesin, A3 — livesin},

{A; — Lima, A — Lima, A3 — Lima},
{A1 — Lima,As — L1,A3 — Lima},
{A; — L1,Ay — Lima, A3 — Lima}]}.

8.2.2. Translating queries from SPARQL to MRA

Recall that a SPARQL query is a graph pattern, and a MRA query is a relational algebra expression. First, we
define the function A which allows translating an RDF triple pattern into a MRA expression.

Assume that a, b, ¢ are RDF terms, and ?/X\,?Y, ?Z are variables. Recall that Trip is a multiset relation that is
obtained from a set of RDF triples, where Trip = {S, P, O} is the schema of Trip. Given a triple pattern T, the
function A(T) returns a MRA expression defined as follows?:

- if T is (7X, b, ¢) then A(T) returns mwox (0s/72x (0 p=pbro=c(Trip)));

— if T is (a, 7Y, ¢) then A(T) returns 7oy (pp/2y (0°s —ano=c(Trip)));
- if Tis (a, b, 7Z) then A(T) returns w2z (00/72(0s =anp=»(Trip)));
- if T'is (7X,?Y, ¢) then A(T) returns mox 2y (ps2v (05 /2x (0 0= (Trip))));
- if T is (?X, b, ?Z) then A(T) returns w7x 22 (p0s2z(0s 2x (0 p=p(Trip))));
- if T'is (a, 7Y, ?Z) then A(T) returns w2y 2z(p0/2z(pps7v (05 = (Trip))));
— if Tis (?X, ?Y, ?Z) then A(T) returns mox 2y.2z(pos2z(0ps2v (s 2x (Trip))));
- if T'is (7X, 7X, ¢) then A(T) returns mox (0s,2x (s =pro—=c (Trip)))

- if Tis (?X, b, ?X) then A(T) returns ﬂ?x(ps/?x(O'p:b/\Szo(TI'ip)))
- if T'is (a, 7X, 7X) then A(T) returns 7wox (pp/2x (s —anp=0(Trip)))

— if Tis (7X, ?X, 7X) then A(T) returns mox (0s,2x (s =pap=0(TTip)));

)
)

Second, we define a function y that allows translating a SPARQL filter condition into a MRA selection condi-
tion. Like in the translation from SPARQL to NRMD™, it is not necessary to translate complex filter conditions

3These rules are based on Cyganiak’s translation [34].
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(SPARQL) to complex selection formulas (MRA) because SPARQL queries can be normalized to avoid logical
connectives.
Given an atomic filter condition ¢, the function y(¢) is defined recursively as follows:

- Ifpis 7X = c then y(¢) is (—~(X = L) A X = ¢) where X is the attribute name corresponding to variable 7X;

- Ifpis ?X = 7Y then y(¢) is ((-(X = L) A=(Y = L)) AX = Y) where X and Y are the attribute names
corresponding to variables 7X and 7Y, respectively;

— If ¢ is bound(X) then y(¢) is =(X = L) where X is the attribute name corresponding to variable ?X.

In Definition 21, we introduced the relation named Comp to simulate the compatibility between mappings. For
example, to simulate the SPARQL query Q = (P; AND P5) we need to ensure that check if two pairs of mappings
1 € [P1]c and o € [P2]c are compatible, and if they are compatible, return the mapping u = p1 U o resulting
from joining them. To explain how this operation is simulated with MRA, let inScope(P1) N inScope(Ps) = {7X}
and tuples #; and f5 correspond to mappings u; and uo. To be compatible, either both mappings map variable 7X to
the same value, or at least for one of the mappings, variable ?X is unbound. For tuples, an unbound variable 7X is
represented with an attribute value | (e.g., #(X) = ). Then, to check if tuples #; and o are compatible, we need
to rename the attribute name X corresponding to variable 7X as two attributes, namely X; and X5 and check if there
exists a tuple #3 in the result of query pa, /x, (0a,/x, (Comp)) that agrees with tuples #; and 72 (i.e., #3(X1) = t1(X)
and 73(X2) = 2(X)) or agrees with either #; or 7o whereas for the other tuple the value is L (e.g., #3(X1) = 11 (X)
and #3(X2) = ). We recover the renamed attribute X for the attribute A in the relation named Comp. That is,
for the compatibility we use the MRA expression pa/x (04, /x, (04,/x, (Comp))) which is generalized as follows for
multiple common variables in the scope of patterns P; and Ps.

Let X be a finite set of attribute names, and v; and v be two bijective functions that map each attribute X € X" to
two different sets of attributes (i.e., the ranges of v; and vy are disjoint). Then, we write Comp(vy, v2, X) to denote
the join of MRA expressions of the form p4;x (04, /v, (x) (0a/v»(x) (Comp))), for every attribute name X € X'

Let E be a MRA expression, and X = {Xi,...,X,} be a subset of the attribute names in E, and v a bijective
function that maps each attribute name in X' to a fresh attribute name (i.e., v(X) ¢ E). We call v(E) to the MRA
expression that renames each attribute name X € X" with v(X). That is, v(E) = px, jv(x,) (- - - Px,pw(x,) (E) - -+ )-

Given two MRA expressions E£1 and Es, assume two bijective functions v; and vy that map each attribute X €
E, N E, to two fresh attributes (e, vi(X),v2(X) ¢ E, U Eg), and satisfy range(v1) N range(ve) = (. Then, we
define the MRA operation E; * E9 in terms of existing MRA operators as follows:

E1 * E2 = JTEIUEQ(COHlp(Vl,VQ,El M E2) X Vl(El) X V2(E2)).

Notice that the attribute names in the ranges of functions y; and uo in the definition of expression E; * E do not
matter because are not in the schema of the multiset that results from expression E; * Es.

To translate SPARQL queries Q of the form (SELECT X P) where the set of variables A" include a variable
that is not in the scope of P, we need to generate values L to fill the tuples returned by the translated query. For
example, if inScope(P) = {?X} and X = {?X, 7Y}, then the MRA expression E that corresponds to the SPARQL
pattern P can be extended with an attribute name Y by joining E with the MRA relation py,y(Null). Given a set
Y ={Y1,...,Y,} of attribute names, we define the MRA expression A(}Y) as py;y, (Null) X -+ X py/y, (Null).

Next, we present the translation of SPARQL queries to MRA queries.

Definition 22 (Function f13). The translation rules in Table 7 define the function fi3 from normalized graph patterns
whose filter conditions have no Boolean connectives to MRA queries.
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Table 7

Definition of the function f13, which takes a normalized SPARQL pattern P as input (without logical connectives in filter conditions) and returns
an MRA query.

SPARQL pattern P MRA query f13(P) where...

(s, p,0) A(s.p,0)

(P1 AND P3) (fi3(P1) * f13(P2))

(P1 UNION P3) (fi3(P1) U fi3(P2))

(P1 EXCEPT Py) (fis(P1) \ f13(P2))

(SELECT inScope(P) P1) mA(f13(P1) X Ap) A is the set of attribute names corresponding to the variables in set inScope(P)

and B is the set of attribute names that correspond to variables that are in set
inScope(P) \ inScope(P1).

(P, FILTER ¢) Ty(p) (f13(P1))

Example 16. Let Q be the following SPARQL query asking for all people, the place where they live, and optionally
the people their know (notice that this query is already normalized as we discussed in Example 6).

(((?person, livesIn, ?somewhere) AND (?person, knows, ? somebody))
UNION
(SELECT ?person ?somewhere ?somebody
WHERE ((?person, livesIn, ?somewhere) EXCEPT
(SELECT ?person ?somewhere
WHERE ((?person, livesin, ?somewhere) AND (7 person, knows, ?somebody)))))).

Then, the corresponding query f13(Q) is the query (q(X),I1) where 11 is defined as follows:

(A(?person, livesIn, ?somewhere) x A(? person, knows, ?somebody)) U
((mperson (A (? person, livesin, ? somewhere)) \
Tperson (A (?person, livesin, ?somewhere) * A(? person, knows, ?somebody)))

pN/Somebody (Null)) 5

where the MRA attributes Person and Somebody correspond to the SPARQL variables ?person and ! somebody.

8.2.3. Translating query answers from MRA to SPARQL
Recall that a MRA query answer is a multiset of tuples, and a SPARQL query answer is a multiset of solution
mappings. Next, we define the function /3, that transforms MRA query answers into NRMD™ query answers.
Intuitively, the translation of a MRA tuple ¢ as a SPARQL solution mapping u consists of removing from tuple ¢
every attribute whose value is L, and viewing the result tuple as a SPARQL mapping u. For example, the result of
translating a tuple 7 with 7 = {X, Y}, #(X) = @, and #(Y) = L, is the SPARQL mapping p = {?X — a}. Recall that
we write 7X to denote the corresponding SPARQL variable for a MRA attribute X.
Definition 23 (Function h31). Given a MRA tuple t, we write f31(t) to denote the SPARQL mapping p such that: (1)
u(?X) = t(X) if X € tand t(X) # L, and (2) variable 7Y is not in dom(u) if Y ¢ f or t(Y) = L. Abusing notation,
f31(r) is also the function that receives a MRA relation r and returns the multiset Q) of SPARQL mappings where
set(Q) = {u | there existt € r such that f31(t) = p} and the cardinality of mapping f31(t) in Q is the cardinality
of tuple tin r.

Lemma 14. SPARQL can be simulated by MRA.

Proof. This is a long but straightforward induction on the structure of SPARQL queries using as hypothesis that
(f13,&13, h13) is a simulation of SPARQL by MRA. The details of this proof are in the appendix (Claim 9). |
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8.3. MRA and SPARQL have the same expressive power

Putting together the simulations among MRA and SPARQL stated in this section, we get the following theorem:
Theorem 3. MRA and SPARQL have the same expressive power.

Proof. The claim is based on the simulation of MRA with SPARQL (Lemma 13) and the simulation of SPARQL
with MRA (Lemma 14). O

9. Conclusions

We studied the algebraic and logic structure of the multiset semantics of the core SPARQL patterns, and compared
it to the classical and well-studied formalisms of multiset relational algebra and multiset Datalog. Our motivation
was to shed light on the underlying theoretical structure of the multiset features of SPARQL that could help improve
future designs and implementations. In this regard, the main discoveries of this research are: (1) the core fragment
of SPARQL patterns matches precisely the multiset semantics of Datalog as defined by Mumick et al. [13]; and
(2) this logical structure corresponds to a simple multiset algebra, namely the Multiset Relational Algebra (MRA).
These correspondences, besides showing a nice parallel to the one exhibited by classical set relational algebra and
relational calculus, and thus transferring theoretical guarantees from these well-studied formalisms, could help to
give new insights on possible optimizations and future extensions of SPARQL.

We think there are a couple of lessons learned in the investigation of the multiset features of SPARQL. First,
contrary to the rather chaotic variety of multiset operators in SQL, it is interesting to observe that the SPARQL
design comprises a more coherent body of multiset operators. We suggest that this asset should be considered and
curated by designers in order to try to keep this clean design in future extensions of SPARQL. Second, there is a
challenging goal for query language designers that work with multisets: existing a diversity of multiset extensions
for each of the classical set operators, it is not evident at all from a theoretical perspective how to develop a logically
coherent formalism that could integrate all or most of them.

Our study shows that there are fragments that behave coherently, but that operators that do not fit in this schema,
when available (not always), have to be accessed in a very ad-hoc manner. Last but not least, this study shows (and
adds evidence of) the complexities and challenges that the introduction of multisets brings to query languages, ex-
emplified here in the case of SPARQL. Much more use cases are needed in order to match the theoretical restrictions
and recommendations (e.g. as studied in this paper), and real-life use cases that to the best of our knowledge do not
have yet a good systematization.
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Appendix A. Variable renaming in SPARQL

This appendix section defines function subs(-, -), which renames SPARQL variables. This function is used to
simulate the MRA operator renaming p,,5 (see Table 6). Note that function subs(-, -) is not an additional algebraic
operation but an operation over expressions (i.e., a query rewriting). Intuitively, given a MRA query O, a SPARQL
pattern P that simulates Q, a renaming of MRA attributes A/B and a renaming of variables 7X /7Y where 7X and 7Y
are the corresponding variables for attributes A and B, the query rewriting subs»y,»y(P) simulates the MRA query
pa.5(Q). To this end, SPARQL variables are renamed in the pattern, instead of renaming query result attributes as
MRA does.

Definition 24 (SPARQL Variable Renaming). Given two SPARQL variables X and 1Y, we define the function
vexpy - TUL UV — TULUYV as the function such that vox2y(7X) = Y and voxpry(s) = s, for every s €
(IULUV)\{?X7}. Given a SPARQL pattern P and two SPARQL variables X € inScope(P) and Y ¢ inScope(P),
we write subszx 2y (P) to denote the pattern defined recursively as follows:

. If P is a triple pattern (s, p,0) then subszx;2y(P) = (voxs2v(8), vex 2y (p), vox 2y (0)).

. If P has the form (P1 AND P3) then subsqx; 7y (P) = subsex2y(P1) AND subsozx/7y (Pa).

. If P has the form (P1 UNION Py) then subssy 7y (P) = subssx/2y(P1) UNION subssx 2y (P2).

. If P has the form (P1 EXCEPT Py) then subsyx7y(P) = subsex;7y(P1) EXCEPT subsox7y (P2).

. If P has the form (P1 FILTER ¢) then subsox,7y(P) = (subsex/7y(P1) FILTER vox 2y (¢)) where, abusing
of notation, vox 2y (@) is the selection formula defined recursively as follows:

N B W=

(a) If ¢ has the form a = b, where a,b € VUI UL then vox 2y (@) = voxyov(a) = voxyov(b).
(b) If ¢ has the form bound(?x) then vox2y(¢) = bound(vox 7y (?7x)).

(c) If ¢ has the form yr1 A yra then vox 2y (@) = vexyoy (Y1) A vexyoy (Y2).

(d) If @ has the form Y1 \V W then vox 2y (@) = voxpey (Y1) V vexyey (W2).

(e) If ¢ has the form —y then vox 2y (@) = —vox oy (¥).

6. If P has the form (SELECT W WHERE P ) then:

(a) If?Y ¢ inScope(P1), then subsyx,7y(P) = (SELECT (W \ {?X} U {?Y}) WHERE P,).
(b) Otherwise, subsyx;7y(P) = (SELECT (W\{?X}U{?Y}) WHERE subssy,z(P1)), where ?Z is a fresh
variable. We rename variable 7Y as 7Z when is not in-scope of P to avoid a variable name clash.

Appendix B. Proof of claims
B.1. Error filter condition
Claim 1. For every SPARQL formula ¢, the formula Error(¢) can be expressed as a formula of the form \/ pec¥

where C is a non-empty set of conjunctions of formulas belonging to one of the following types:

1. positive or negative literals (i.e., formulas of the form false, X = a, =(?X = a), =(?X = ?Y), bound(7X),
or = bound(7X)),
2. formulas ¢', —¢', or Error(¢’) such that ¢' occurs in ¢ and ¢' is strictly smaller than ¢;

and for every mapping p, u(¢) = error if and only if there exists a unique formula € C for which u() = true.

Proof. We next show this result by induction on the structure of the query.
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Table 8

37

Truth values for the error formula of a conjunction. According to Definition 5, given a formula ¢ of the form ¢1 A @2, the formula Error(y) is
the formula ¥ V ¢2 V 3 where 1 is the formula (¢1 A Error(g2)), 2 is the formula (Error(¢1) A ¢2), and ¢ is the formula (Error(p1) A
Error(yp2)). Given an arbitrary mapping y, this table shows the possible truth values for formulas ¢, Error(yp), and its components.

ulpr)  ulp2) (e u(Error(e1))  p(Error(ez)) H(y1) u(y2) H(ys) u(Error(p))
true true true false or error false or error false or error  false or error  false or error false or error
true false  false false or error false or error false or error false false or error false or error
true error  error false or error true true false or error  false or error true
false true false false or error false or error false false or error  false or error false or error
false false  false false or error false or error false false false or error false or error
false error  false false or error true false false or error  false or error false or error
error true error true false or error false or error true false or error true
error false  false true false or error false or error false false or error false or error
error error  error true true error error true true

Table 9

Truth values for the error formula of a disjunction. According to Definition 5, given a formula ¢ of the form ¢ V @2, the formula Error(y)
is the formula ¥1 V ¢¥2 V ¢3 where ¢ is the formula (—¢1 A Error(¢z)), ¢2 is the formula (Error(¢1) A —¢2), and ¢3 is the formula
(Error(¢1 ) AError(p2)). Given an arbitrary mapping u, this table shows the possible truth values for formulas ¢, Error(¢), and its components.

ulpr)  ulp2) (e u(Error(p1))  p(Error(pz)) u(¥1) u(¥2) u(¥s) u(Error(¢))
true true true false or error false or error false false false or error false or error
true false true false or error false or error false false or error  false or error false or error
true error true false or error true false false or error  false or error false or error
false true true false or error false or error false or error false false or error false or error
false false  false false or error false or error false or error  false or error  false or error false or error
false error | error false or error true true false or error  false or error true
error true true true false or error false or error false false or error false or error
error  false error true false or error false or error true false or error true
error error  error true true error error true true

1. If ¢ has the form bound(?X) then Error(yp) is the formula false. Formula ¢ satisfies the claim. Indeed, C =

{false} and p(Error(y)) = false for every mapping u because formula ¢ does not produce error.

. If ¢ has the form 7X = a then Error(y) is the formula —bound(?X). Formula ¢ satisfies the claim. Indeed,

C = {=bound(?X)} and u(Error(¢)) = true if and only if variable 7X is unbound in y, that is the unique
case when formula ¢ produces error.

. If ¢ has the form ?X = 7Y then Error(y) is the formula y1 V yo V 3 where y; is the formula

(=bound(?X) A bound(?Y)), ¥ is the formula (bound(?X) A —bound(?Y)), and 3 is the formula
(= bound(?X) A—bound(?Y)). Formula ¢ satisfies the claim. Indeed, C = {1, {2, ¥3}, and by construction,
only one formula in C can be true, and u(Error(¢)) = true if and only if u(¢) = error.

. If ¢ has the form —¢; then Error(yp) is the formula Error (g1 ). In this case C = {Error(¢;)}. By the induction

hypothesis, u(Error(¢;)) = true if and only if u(¢1) = error. Because —error is error, we conclude that
u(Error(p)) = true if and only if u(¢) = error. Hence, formula ¢ satisfies the claim.

. If ¢ has the form @1 A @2 then Error(e) is the formula 1 V o V i3 where y; is the formula (¢; A Error(ps)),

Yo is the formula (Error(¢;) A ¢2), and 3 is the formula (Error(¢;) A Error(gs)). The validity of the claim
for formula ¢ is shown in Table 8. There are three cases where u(¢) = error:

Case ET: u(¢1) = error and u(ps) = true,
Case TE: u(¢1) = true and u(p2) = error,
Case EE: pu(p1) = error and u(ps) = error.
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Note that if (1) = error and u(ps) = false then u(p) = false (because error A false is false).

The values in the remaining columns can be computed using the inductive hypothesis. We next present case
ET as an example. The other cases follow the same reasoning. In case ET, u(¢1) = error and u(ps) = true.
By the induction hypothesis, p(Error(p1)) = true and u(Error(g2)) is either false or error.

(a) If u(Error(ps)) = false then:

u(¥1) = uler) A p(Error(e2))
= error A false

= false.

p(2) = p(Error(e1)) A pule2)
= true N\ true

= frue.

u(s) = u(Error(e1)) A u(Error(p2))
= true N false

= false .

Hence, u(Error(p)) = pu(1 V Yo V ¢b3) = false V true V false = true.
(b) If u(Error(¢s)) = error then:

1) = p(e1) A u(Error(e2))
= error N\ error
= error.

u(2) = p(Error(e1)) A pule2)
= true N\ true
= true.

p(¥3) = u(Error(p1)) A p(Error(¢2))
= true N\ error

= error.

Hence, u(Error(¢)) = pu(y1 V 2 V 3) = error\V true \ error = true.

6. If ¢ has the form ¢1 V @2 then the validity of the claim for formula ¢ is shown in Table 9, following the same
reasoning as for the previous case where ¢ is a conjunction ¢; A ¢o.

O
B.2. Reduction of complex filter conditions

To prove the following claims, we introduce the notion of reduction and reducible filter condition. Section 6.1.2
presents three equivalences to transform a pattern with complex filter conditions into a pattern where all filter con-
ditions are atomic. In this appendix, we show that these equivalences can be used to this end. For each equivalence
(PFILTER¢) = P’, we define a function that maps the filter condition ¢ to the set ¥, of filter conditions in
pattern P’.

Consider the following equivalences:

(PFILTER 1 A ¢s) = ((PFILTER y ) FILTER ),
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(PFILTER ¢, V ¢5) = (PFILTER y; A ¢2) UNION
(PFILTER y1 A —f2) UNION
(PFILTER — A 5) UNION
(PFILTER ¢/, A Error(y,)) UNION

(

PFILTER Error(¢1) A ¥s),
(PFILTER ~y) = ((PEXCEPT (PFILTER ¢)) EXCEPT (P FILTER Error())).

These three equivalences define the following functions, called reduction rules:

[ {y1, ¥2} if ¢ has the form 1 A o,
Iale) = {¢} otherwise;

Fole) = {Y1 Ao, Y1 A=, Y1 A Error(ya), =1 A s, Error(y1) Ao} if ¢ has the form ¢ V o,
Vi) = {¢} otherwise;

[ {y. Error(y)} if ¢ has the form —y,
) = {¢} otherwise;

Note that if the filter condition ¢ does not have the form of filter condition on the left side of the identity, we return
the set {¢}. This captures the fact that the equivalence cannot be applied to reduce filter condition ¢.

For convenience, we also define the reduction function that eliminates atomic formulas f, and a reduction that
composes fi, with fx, called f .

ol = {¢} if ¢ is a complex filter condition,
=1 0 ifgisan atomic filter condition;

[ {1, 92, 1, Y, Error(yq), Error(ys)}  if ¢ has the form 1 V o,
funlp) = {o} otherwise.

For r € {A,V,—,0,VA}, let F, be the function that receives a set of filter conditions 3 and returns the set of filter
conditions F,(X) = Uger f+(). Given two sets of filter conditions ¥; and X5 we write X 5 o5y if F.(%) =
9. In this case, we say that 3 Ly 35 is a reduction. We said that a filter condition ¢ is reducible if there is a
finite sequence of reductions {¢} 2 % 2 oo I 0. Intuitively, reductions are applied until all complex filter
conditions are eliminated. It is not difficult to see that we can apply the aforementioned equivalences to transform
every pattern P; to a pattern P with no complex formulas if and only if every filter condition ¢ is reducible.

We next prove that every filter condition is reducible by induction on the structure of the filter condition. For
this induction, we define the components of a filter condition ¢, denoted comp(¢), to be the set of filter conditions
defined as follows: If ¢ is atomic, then comp(p) = 0; if ¢ = ¢1 V ¥ or ¢ = Y1 A Yo, then comp(p) = {1, ¢¥2} U
comp(y1) U comp(¢2); and if ¢ = = then comp(p) = {¥} U comp(y).

Claim 2. Every filter condition ¢ is reducible.

Proof. We prove this by induction using the following hypothesis: if ¢ is a filter condition where for each filter
condition ¢ € comp(¢), ¢ and Error(y) are reducible, then the filter conditions ¢ and Error(¢) are reducible.

1. If ¢ is bound(?X) then

{e} = 0.
{Error(¢)} = {false} = 0.
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2. If pis 7X = a then

{} =0,
{Error(¢)} = {~bound(?X)} = {bound(?X), Error(-~bound(?X))} = {bound(?X), false} = 0.

3. If ¢is 7X = 7Y then

{} = 0.
{Error(¢)} = {=bound(?X) V —=bound(?Y)}
225 {bound(?X), bound(?Y), = bound(?X), = bound(?Y),
Error(—bound(?X)), Error(—bound(?Y))}
= {bound(7X), bound(?Y), =bound(?X), —bound(?Y), false}
2 {=bound(?X), ~bound(?Y)}
— {bound(?X), Error(bound(?X)), bound(?Y), Error(bound(?Y))}
= {bound(?X), false, bound(?Y), false}
0.

\Lo

4. If p is —y; then

{¢} = {¥, Error(y)},
{Error(¢)} = {Error(y)}.
Since ¥ € comp(y) and by inductive hypothesis, the filter conditions ¢ and Error(y) are reducible. Hence,

the filter conditions ¢ and Error(y) are reducible.
5. If pis ¢y Ao then

{o} & {v1, va},
{Error(p)} = {Error(y) v Error(y2)}
~2 { Error(y), Error(ys),
~ Error(y1), - Brror(ys)
Error(Error(¢1)), Error(Error(¥s))}
= {Error(y1), Error(¢2), - Error(y¢1), — Error(y2), false}.

Since y1, 2 € comp(yp) and by the induction hypothesis, the filter conditions Error(psiy) and Error(y2) are
reducible. To show that ¢ is reducible, we have to show that — Error(y) and — Error(is) are reducible.

{=Error(y1)} = {Error(¢), Error(Error(2))} = {Error(y), false}.

By the induction hypothesis, Error(y) is reducible. Hence, = Error(y1) is reducible. Similarly, — Error(yy)
is reducible. Then, Error(yp) is reducible.
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6. Let ¢ be Y1 V ¢o. First, we show that ¢ is reducible.

{e} R {¥1, 02, ~r1, ~rp, Error (¢ ), Error(y2) }

By the induction hypothesis on 1 and ¥, ¥1, Yo, Error(y ), and Error(y2) are reducible. To prove that ¢ is
reducible, suffices to prove that —¢; and —5 are reducible.

{=v1} = {y1,Error(yq)}.

By the induction hypothesis in 1, ¥; and Error(y) are reducible. Hence, — is reducible. Similarly, -
is reducible. Hence, ¢ is reducible.
Second, we show that Error(yp) is reducible.

{Error(¢)} = {Error(¢1) A Error(ys)} 25 {Error(y;), Error(ys)}.

By the induction hypothesis in ¢ and @9, Error(y;) and Error(y2) are reducible. Hence, Error(y) is re-
ducible.

Hence, for every filter condition ¢, the filter conditions ¢ and Error(p) are reducible. ]
B.3. Normalization of NRMD™ queries
Claim 3 (Normalized NRMD™). Let (p(X),I1) be a NRMD™ query, and R be a rule in T1 with form

p(X) < Ay,...,Ap,—B1,..., 7B,

where Ay, ..., A, are positive literals, and —B1, . ..,—B, are negative literals. For 1 < i < m, let Y; be the set of
variables that consists of the variables atoms A1, ..., A;. Consider the minimal set of rules 1lg that includes the
following rules:

1. Rules RA,for 2 < i < m, defined recursively as follows:
)

(a) R2 —‘12@2 — A1, Aa.
(b) R} =g (Y) gt 1 (Yi1), As

2. Rules Rf for 1 < j < n, defined recursively as follows:

@ RE = (Vo) = ah(Ta)
(0) R} = rf(Yn) & rf_y (Yn), = B)(Yon),

The NRMD™ query (p
to query (p(X),10).

X), I') that results from replacing rule R in query (p(X), I) with the rules in Il is equivalent

Proof. We next prove this claim by induction on the numbers m, of positive literals, and n, of negative literals, in
a rule R. The hypothesis of induction states that the query (g(X),{R}) and its normalized query (g(X),IIz) are
equivalent. Since we assumed that every literal in the body of a rule must have at least one variable (see Section 4),
to guarantee safeness, the body of the rule cannot include a negative literal without having at least a positive literal.

1. If m = 1 and n = 0, rule R is already normalized because it is the projection rule p(X) < A;.
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(p(X))
R’ /R”/ ™ R"
] T ~
0(p(X)) 0(q5(Y2)) 6(As) 0(An)
R/R/ IL \R RA/ \RA
s \ ~ ) “
0(A1)  0(A2) 6(As) 0(Am) 0(A1)  0(A2)

Fig. 5. Derivation trees for the ground literal 6(p(X)) regarding query (p(X), {R}) (on the left), and query (p(X), {R4,R"’}) (on the right). The
children of the nodes labeled with the positive ground literals §(A;) are omitted.

2. If m > 1 and n = 0 then the normalization of rule R consists of a set I of rules Rf‘, for 2 < i < m, defined

recursively as follows:

RS = 49(72) +— A1, Az,
R =g} (Vi) g (Yio1) A for2<is<m,
Rg:”o(irn)F n(Ym)’

R = p(X) « r§(¥,).

By the induction hypothesis, the query (p(X),{R4,...,RA, RE R'}) is equivalent to the query (p(X), {R"})
where R” is the rule p(X) < q¢5(¥2),As,...,A,. Hence, the query (p(X),IIz) is equivalent to the query
(p(X),{R4,R"}). To show that these queries are equivalent to query (p(X), {R}), we need to show that they
have the same answers, and each answer has the same cardinality.

Assume that a substitution @ is an answer to query (p(X),{R}). Then, program {R} has a derivation tree
whose root is labeled with the ground literal (p(X)), has m children labeled with the ground literals 8(A;), for
1 < i < m, and the edges from the root to the children are labeled with rule R, as is shown in Figure 5 (on the
left). Then, for 1 < i < m, there is a derivation three whose root is labeled with the ground literal 8(4;). The
existence of the ground literals 6(A;) as labels of derivation tree roots proves that the ground literal 8(p(X)) is
inferred using the rules R4 and R”, as is shown in the Figure 5 (on the right). Then, if 6 is an answer to query
(p(X), {R}) then 6 is an answer to query (p(X), {R4,R"}). The same argument can be used in the contrary
direction to prove that if 6 is an answer to query (p(X), {R3,R"}) then 6 is an answer to query (p(X), {R}).

Finally, the cardinality of §(p(X)) is, for both queries, the product of the cardinalities of §(A;), for 1 < i < m.
Hence, both queries are equivalent.

. If m > 1 and n > 0 then the normalization of rule R consists of a set Il of rules Rj‘, for 2 < i < m, defined

recursively as follows:

Ry = ¢4 (Ya) = A, As,

R =g} (Y)) < g} 1 (Yie1). A for2 < i< m,
Rg: g(YM) « m(Ym),

Rf - rf(i’”) < rffl(ym)’ﬁBlj(?m) forl <j<m,
RY = Bi(¥) ¢ rf 1 (V). By,
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0(p(X))
\
R"7
0(ry (Y))
R
_ - N
0(p(X)) 0(1(Y)) —0(B,,(Yn))
R/R/ \R \R Ry/Ry/Ry\Ry
/ / \ \ / / \ \
0(Aq e 0(An) —0(B1) -~ —0(By) 0(A1) e 0(A,) —0(By) --- —0(B,—1)

Fig. 6. Derivation trees for the ground atom 6(p(X)) regarding query (p(X), {R}) (on the left), and query (p(X), {R3.R"'}) (on the right). The
children of the nodes labeled with the positive ground literals 6(A;) are omitted. Nodes label with the negative ground literals =6(B;) have no
children and do no derivation tree include the positive literal 6(B;) as the root label.

The rules above are equivalent to the following rules:

Ry = q5(Ya) Ay, Ag,

R =g} (V) ¢ (Vi) A; for2 <i<m,
RE = 16(Y) < g (V)

R? = rf(l?m) — rffl(f/m),ﬂB;-(Ym) forl<j<n—1,
RY = Bi(Y,) « 1| (V). B;,

By the induction hypothesis, the query (#(¥;,), (IIgU{R,})\ {RE, R'}) is equivalent to the query (¢#(¥,,), {R,})

where R, is the rule #(Y,,) <= A1,...,Am, B1,..., B,—1. Hence, the query (p(X), Ilg) is equivalent to the query
(p(X),{R,.Rs,R"}) To show that these queries are equivalent to query (p(X), {R}), we need to show that
they have the same answers, and each answer has the same cardinalities.

Assume that a substitution 6 is an answer to query (p(X), {R}). Then, program {R} has a derivation tree whose
root is labeled with the ground literal 8(p(X)), has m children labeled with the ground literals 6(A;), and n
children labeled with literals =6(B j), for1 <i< mand1 < j< n and the edges from the root to the children
are labeled with rule R, as is shown in Figure 6 (on the left). Then, for 1 < i < m, there is a derivation three
whose root is labeled with the ground literal 8(A;), and for 1 < j < n, there is no derivation three whose root
is labeled with the ground literal 6(B;). The existence of the ground literals 6(A;) and the non-existence of the
ground literals 6(B;) as labels of derivation tree roots prove that the ground literal 6(p(X)) is inferred using
the rules R,, Rg, and R”, as is shown in the Figure 6 (on the right). Then, if 6 is an answer to query (p(X), {R})
then 6 is an answer to query (p(X), {R,, Rg, R”}). The same argument can be used in the contrary direction to
prove that if 6 is an answer to query (p(X), {R,,Rg,R"}) then 6 is an answer to query (p(X), {R}). Finally,

the cardinality of 6(p(X)) is, for both queries, the product of the cardinalities of 8(4;), for 1 < i < m. Hence,
both queries are equivalent.

Hence, we have proved that the normalization method produces an equivalent NRMD ™ query. O
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B.4. Simulations between query languages

Claim 4 (SPARQL to NRMD™). The triple (f12, g12, h21) is a simulation of SPARQL in NRMD™.

Proof. To prove this claim, we show that, for every SPARQL query Q and RDF graph G, it holds that [Q]c =
h21([f12(Q)]¢,,) by induction on the structure of a normalized SPARQL query Q. In this proof, we assume that 6
is a NRMD™ substitution for the variables of the NRMD™ query fi2(Q), and u is the SPARQL mapping /21 (0). To
show then that [Q]¢ = ho1([f12(Q)]s:.), We have to prove that 4 € [Q]g if and only if 8 € A1 ([f12(Q)]¢:.), and
card(u, [Q]c) = card(6, ha1 ([f12(Q)]e1»))-

1. Let Q be a triple pattern (?X, p,?Y). In this case, there is a corresponding version of the triple pattern as a
NRMD™ literal triple(X, p, Y), where X and Y are the corresponding variables for 7X and ?Y. The NRMD™
query f12(Q) is then (g(X, Y),II) where II is the program with a rule ¢(X, Y) < triple(X, p, Y). Let 6 be the
NRMD™ substitution 6 = (X/s, Y/o) and u be the SPARQL mapping h2;(0) = {?X — 5, 7Y — o}.

(@) According to the NRMD™ semantics, 6 € [f12(Q)],,,(c) if and only if triple(s, p,0) € g12(G). By the
definition function gi2, triple(s, p,0) € g12(G) if and only if (s, p,0) € G. By the SPARQL semantics,
the SPARQL mapping 4 is in [Q] if and only if (s, p,0) € G. Hence, 6 € [f12(Q)],,,(c) if and only if
u € [Qc-

(b) By construction, card (0, [[le(Q)ﬂglz(G)) = 1 and card(y, [Q]¢) = 1. Hence, card(6, [[flg(Q)ﬂgw(G)) =
card (s, [0] ).

We have shown that we can simulate triple patterns of the form (X, p,Y) with NRMD™ queries. However, it
is not difficult to apply the same argument for the other forms of triple patterns (e.g., (X, p,0) or (s, X, ¥)).
Hence, SPARQL triple patterns are simulable with NRMD ™.

2. Let Q be a query (P; AND P5). Assume that inScope(Py) = {?X,?Y} and inScope(P2) = {?X,?Z}. The
NRMD™ query f12(Q) is then (¢(X, ¥, Z), IT) where II is the program that consists of the rules in the programs
of queries (p1(X,Y),II;) = fi12(P1) and (p2(X, Z),113) = f12(P2), the rule

4(X.Y.Z) < p1(X1,Y), p2(X2,Z), comp(X1, X2, X)
and the rules that define the compatibility between values (which may also included in 1I; and Il5)

comp(X, X, X) < term(X)
comp(X, ¥, X) + term(X), null(Y)
comp(Y, X, X) + term(X), null(Y)
comp(Y,Y,Y) < null(Y).
@ Ifo e | flg(Q)]]glz(G) then, by the semantics of NRMD™, there exists the NRMD™ solutions 6; =
{Xl/al, Y/b}, 6y = {XQ/QQ,Z/C}, and 03 = {Xl/al,Xg/ag,X/a} such that
{X1/a1,Y/b} € [(p1(X1,Y),111) ;.5 (0)
{Xz/az,Z/c} € [(p2(X2,Z),12)]g15(6)
{X1/a1,Xz/az, X/a} € [(comp(X1, X2, X), )], c)-
By the induction hypothesis in Py and P2, 6; € {Xi/ay,Y/b} € [(p1(X1,Y),11)],,.(c) and 62 €
{X1/a1,Y/b} € [(p2(X1,Y),13)],s,(c) if and only if mappings u; = ho1(61) and pz = ho1(62) hold
1 € [P1]g and po € [P2]g- By the rules defining comp, it holds that gy ~ po and gy U us = u. By the
semantics of the SPARQL operator AND, this it holds that u € [Q]. Hence, 6 € [fi12(Q)],.(c) if and
only if 4 € [Q]¢.
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(b) By definition,

card(u, [Qc) = Y card(ui, [P1]g) x card(us. [P2]c)-
ui€lP1]c
n2€[P2]c
H1~H2
p=p1Up2

By the induction hypothesis,

card(y, [Q]) = > card({X1 /a1, Y/bY, [fr2(P1)]s(6)) X card({Xe /a2, Z e}, [fiz(PV)]gra(a)-

{X1/a1,Y/b}E[(p1(X1,Y), 1) ]y 5 (6)
{Xz/az.Z|c}€[(p2(X2.Y).112)], 5 ()
{X1/a1.Xa/az.X/a} € [(comp(X1.X2.X).11)[,, 5 (6)

By the semantics of NRMD™, we conclude that card(u, [Q]¢) = card (6, [f12(Q)]¢..(6))-

We have shown that we can simulate queries of the form (P; AND Ps), where inScope(P1) = {7X,?Y}
and inScope(P2) = {?X,?Z}, with NRMD™ queries. However, it is not difficult to apply the same argument
for queries where P; and P, have different sets of in-scope variables. Hence, SPARQL queries of the form
(P1 AND P5) are simulable with NRMD™.

. Let Q be aquery (P; EXCEPT P5), and ?X be the list of SPARQL variables in set inScope(Q). The NRMD™

query f12(Q) is then (g(X),II) where II is the program that consists of the rules in programs of queries
(p1(X),II1) = f12(P1) and (p2(X), I2) = f12(P2), and the rule ¢(X) < p1(X), ~p2(X).

(a) By the semantics of NRMD™, 6 € [fi12(Q)]e.(c) if and only if 8 € [fia(P1)]g,(c) and 6 ¢
[f12(P2)]¢..(c)- By the induction hypothesis, the last condition is equivalent to u € [P1] and u ¢ [P2]c.
By the SPARQL semantics, this is equivalent to u € [Q]g-

(b) By definition, card(u, [Q]c) = card(y, [P1]c) and card(6, [f12(Q)]..(c)) = card(, [fi2(P1)]g1s(6))-
By the induction hypothesis, card(u,[P1]g) = card(6, [fi2(P1)]g.(c))- Hence, card(u, [Q]¢) =
card(6‘, Hle(Q)]]gm(G))’

Hence, SPARQL queries of the form (P; EXCEPT Ps) are simulable with NRMD™.

. Let Q be a SPARQL query (P; UNION P5). The NRMD™ query fi2(Q) is then (g(X), IT) where X is the list

with the variables in set inScope(Q), and II is the program that consists of the rules in program of queries
(p1(X),II) = fi2(P1) and (p2(X),II3) = fi2(P2), and the rules that correspond the operation UNION,
namely g(X) < p1(X) and ¢(X) < p2(X).

(a) By the NRMD™ semantics, 6 is a solution of (¢(X),II) if and only if 6 € [(p1(X).II1)],,,(c) or 6 €
[(p2(X),I2)],,,(q)- By the induction hypothesis, this is equivalent to that 4 € [P1]g or u € [P1]¢. By the
SPARQL semantics, this is equivalent to u € [Q]-

(b) By the NRMD™ semantics, card(6, [f12(Q)]g.(6)) = card(b, [fi2(P1)]g.(c)) +card(8, [fi2(P2)]ei ()
and card (6, [f12(Q)]¢1.(c)) = card(u, [P1]c) + card(u, [P2]c)-

By the induction hypothesis, card (6, [fi2(P1)];.5(c)) = card(u, [P1]c) and card(6, [fi2(P2)]e.(6)) =
card(u, [P2]). Hence card(8, [f12(Q)] e, (6)) = card(u, [Q]c)-

Hence, SPARQL queries of the form (P; UNION P3) are simulable with NRMD™.

. Let Q be the SPARQL query (P FILTER ¢) where is an atomic filter condition (i.e., a filter condition of the

form ?X = ¢, ?X = 7Y, or bound(?X)), and L, be a set of NRMD ™ literals defined as follows:

X = ¢, bound(X) ifeis?X =c,
L, =< X =Y, bound(X),bound(Y) ifpis?X =77,
bound(X) if ¢ is bound(?X).
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The NRMD ™ query fi2(Q) is then (¢(X), IT) where X is the list with the variables in set inScope(Q), and IT is
the program that consists of the rules in program of query (p(X),II') = fi2(P), and the rule that corresponds
the operation FILTER, namely rule g(X) <+ p(X), L,.

(a) By the NRMD™ semantics, 6 is a solution of (¢(X),II) if and only if 6 € [(p(X),II')],,,(G). and (L) C
812(G). By the induction hypothesis, 6 € [(p(X),II')],,(c) is equivalent to u € [P]g. By construction,
6(L,) C atoms(Il', g12(G)) if and only if u(¢) = true. By the SPARQL semantics, this is equivalent to
€ [Qc-

(b) By construction, every fact in 6(L,) occurs once in g12(G). For each fact in F € 6(L,) there is then
only one proof that F' € atoms(II, g12(G)). Hence, card(6, [f12(Q)]¢..(6)) = card(6, [f12(P)]g..(c))- By
the induction hypothesis, card (6, [fi2(P)]e,.(6)) = card(u, [P]c). According to the SPARQL semantics,
card(u, [Plg) = card(y, [Q]). Hence, card(6, [f12(Q)le.. () = card(u, [Q]c)-

Hence, SPARQL queries of the form (P FILTER ¢) are simulable with NRMD™.

. Let Q be the SPARQL query (SELECT X P). The NRMD™ query f12(Q) is then (g(X), II), where 11 is the

program that consists of the rules in the program of query (p(Y,Il') = fi2(P), and the rule that corresponds
to the operation projects, namely rule ¢(X) < p(Y¥),null(x;),...,null(x,), where x1,..., x, are the variables
that are in W but not in inScope(P1).

(a) By the NRMD™ semantics, 6 is a solution of (¢(X),II) if and only if there exists a solution & €
[(p(Y,11)],, () such that 6(x) = & (x) if x € inScope(Q)NinScope(P). Let u = ha1(6) and i’ = hay1 (6').
By construction u = ' |inscope(o)- BY the induction hypothesis, u” € [P]c. Hence, u € [Q]c.

(b) By construction,

card (6, [/12(Q)]¢12(6)) = > card(¢, [ fi2(P)]g1s(6))-
0’ |inscope(g) =0
0" €l fi2(P)g10(0)
By the induction hypothesis,

card(6, [fe12(Q)]g12(0)) = Z card(u’, [P]c)-

' |inScope(0) =0

w'=ha1(0")
W E[Plc
By construction,
card(8, [fe1.2(Q)1a(6)) = > card(i, [P]c)-
# linscope(g) =h21(6)
W elPle

Hence, card(6, [f12(Q)]e..(6)) = card(ha1(8), [Ql)-
Hence, SPARQL queries of the form (SELECT X P) are simulable with NRMD™.

Hence, the triple (f12, g12, h21) is a simulation of SPARQL in NRMD™. O

Claim 5 (NRMD™ to SPARQL). The triple (fo1, 821, h12) is a simulation of NRMD™ in SPARQL.

Proof. To prove this claim, we consider only normalized NRMD™ queries Q, that is, queries where rules consist
of projection rules, join rules and negation rules (see Section 6.2). This proof follows from induction on the struc-
ture of query QO = (¢(X),II) with inductive hypothesis § € [Q]p if and only if h12(6) € [f21(Q)],,,(p) and
card(6, [Q]p) = card(h12(6). [f21(Q)] ¢ (p))-
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1. If g is an extensional predicate, then f2;(Q) is the SPARQL query

(SELECT ?X;...7X, ((?Y. 0. p) AND (?Y,a1,7X1) AND - -- AND (?Y, . X)),

where the SPARQL variables ?X; ... ?X,, correspond to the n NRMD ™ variables in X.

(a) By construction, § € [Q]p if and only if h12(0) € [f21(Q)]e,,(p)- Indeed, each colored fact
(g(ai,...,a,),i)in coloring(D) corresponds to a subgraph { (u;, ao, p), (u;, @1,a1), - -, (Ui, @y, a,) } where
u; is a fresh IRI to identify the colored fact, and a; = 6(x;), for the i-th variable x; € X.

(b) card(0,[Q]p) is the cardinality of g(ai,...,a,) in multiset D. By construction, this is the number
of subsgraphs of the form {(u;, @o, p), (ui,@1,a1),- -, (Ui, @n,a,)} of g21(D). Hence, card(6, [Q]p) =
card(h12(0), [f21(Q) ez (p))-

. If g is an intensional predicate, then there are several rules in IT with head g(X), each one matching one of the

following forms:

- q(X) < p(Y), )
= q(X) < p1(11), p2(Y2),
- q(X) < p3(Y3), ~pa(Ya).

The function f51(Q) maps each of these rules to one of the following SPARQL queries:

- (SELECT X for((p(Y).10))),
= (f1((p1(X),1I)) AND fo1 ((p2(X),11))),
= (fa1((p3(X),M0)) EXCEPT fo: ((pa(X),11)).

If {Ry,...,R,} is the set rules in IT with predicate ¢ in the head, then the SPARQL query f2;(Q) has the form
(P1 UNION - - - UNION P,), where P; is the corresponding SPARQL query for the rule R;, for 1 <i < n.

(a) First we will prove that the SPARQL query and the NRMD™ query have the same answers. A substitution
6 is an answer of query Q if and only if at least one of the following conditions holds:

— For a rule R; of the form g(X) <« p(Y), there exists a solution & of query (p(Y),II) such that
6(x) = @'(x) for every variable x € X. Then, by the inductive hypothesis, there exists a solution
i € [for((p(Y),10))],,, (p) such that hy5(u') = ¢'. Let  be the solution mapping 4'|5. By construction,
W€ [£21(Q)]gsi (p) and hi2(u) = 6. )

— For a rule R; of the form ¢(X) < p1(Y1), p2(Y2), substitutions 6; = 6|y, and 6 = 6|y, are solutions
of queries (pl()_/l) 1) and (po(Y2),II). By the inductive hypothesis, there exist two solutions u; €
[f21 ((p1 (Y1), 11))] 0, (p) and g2 € [fo1((p2(Y2),I1))] gy, (p) such that hyz (1) = 61 and i (uz) = .
Let u be the solution mapping u; U 2. By construction, u € [f21(Q)],, (p) and k1o (u) = 6.

— For a rule R; of the form ¢(X) < p3(Y3), 7pa(Y4), substitution € is a solution of query (ps(Ys3),II)
and 6 is not a solution of query (p4(¥3),1I). By the inductive hypothesis, there exists a solution u €
[fo1((p3(Y3),11))],,, (p) such that g ¢ [fo1((pa(Y4),10))]e,, (p)» and hyz(u) = 6. By construction,
HEe [[le(Q)ngl(D)'

Hence, 6 € [Q]p if and only if there exists u such that fi2(u) = 6 and u € [f21(Q)]g., (D)-
(b) We next prove that the answers have the same cardinality in SPARQL and NRMD™. By definition,

card(6, [Q]p) = Y card(6. [(p(Y).ID)]p) +

o' |z=

card (01, [(p
(6,

1(Y1),10)]p) x card(ba, [(p2(Y2),I)[p) +
[(p3(¥3), ID)]p).

card(6
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By the inductive hypothesis,

card(6, [Q]p) > card(W, [far (p(Y), 1)) g0 (p)) +

o' |g=0
hi2(u')=6

card(u1, [[le((Pl(_l)7H))]]gzl(D)) x card(pz, [[le((PQ(Y2)’H))]]g21(D)) +
card(u, [ f21((p3(Y3),11))]¢sy (0))
card(u, [f21(Q)]gs: ())-

Hence, the triple (f21, g21,/h12) is a simulation of NRMD™ in SPARQL.

Claim 6 (MRA to NRMD™). The triple (f32, 832, h23) is a simulation of MRA in NRMD™.

Proof. We prove this claim for normalized MRA expressions where the condition of a selection formula is always an
equality atom (e.g., oa=g(R)). This proof follows by induction on the structure of a MRA expression E, assuming
that given a MRA database D, for every subquery E’ of E it holds that ¢ € [E']p if and only if there exists a

NRMD ™ solution & € [f32(E)] s, (p) such that hy3(6") =7

1. If E is a relation name R then f35(E) is the NRMD™ query (r(E), ) where r is an extensional predicate.

(a) By definition, t € [E]p if and only if 7 belongs to the multiset relation corresponding to the relation name
R in the database D. By construction, t € [E]p is thus equivalent to 6 € [f32(E)],,(p), Where h23(6) = ¢.

Indeed, t € R! if and only if r(as, . . .,a,) € gs2(D) and t = (a1, .. .,a,).

(b) The fact that card(z, [E]p) = card(8, [f32(E)]ss,(p)) follows by construction; the cardinality of 7 in the
multiset relation corresponding to the relation name R is the same as the cardinality of fact r(ay,...,a,) in

multiset gzo (D).

2. If Eis a query Ey U Ey, then By = E and E; = E, and fs5(E) is a NRMD™ query (q&f),l'[) such that

.

fs2(E1) = (q1(E),T0) and fia(Es)
q(E) < q2(E).

(a) By definition, ¢t € [E]p if and only if 7 € [E1]p or ¢t € [E2]p. By the induction hypothesis, ¢ € [Ez]p is
equivalent to say that there exists 6 such that sy 3(8) = 7 and 6 € [f32(E1)]gs,(p) OF 0 € [f32(E2)] 00 (0)-

That is, 0 € [[f32 (E)]]g32([)).
(b) Assume the respective answers ¢t and 8 described in (a). By definition,

card(s, [E]p) = card(z, [E1]p) + card(¢, [E2]p),
card(@, [[fSQ(E)]]g32(D)) = Card(97 [[fSQ(El)Hg32(D)) + Card(97 [[fSQ(E2)ﬂg32(D))'

By the inductive hypothesis, these two cardinalities are equal.

3. If E/I\S a query E1 X E2 then E\l ] E\Q = E,Afgg(E) = (q(E)l\H)’ f32(E1) = (ql(E\l),H), f32(E2) =

(g2(E2),1I), and program IT includes the rule g(E) < g1(E1), g2(E2).

(a) By definition, ¢ € [E]p if and only if there exists two tuples 7; and # such that t; ~ fa, t = £; U 1o,
t1 € [E1]p and t2 € [E3]p. By the induction hypothesis, ¢ € [E]p if and only if there exists two NRMD™
solutions 61 € [f32(E1)]gs,(p) and 02 € [f32(E2)]g,,(p) Where ha3(61) = t1 and ho3(62) = to. Let 6 be

61 U ;. By construction, 8 € [f32(E)].,,(p) and ha3(6) = 1.
(b) Assume the respective answers ¢, t1, t2, 8, 61, and 85 described in (a). By definition,

card(s, [E]p) = card(t1, [E1]lp) x card(t2, [E1]p),
card(6, [f32(E)]gs,(p)) = card(01, [f32(E1)] g0 (p)) % card (82, [f32(E1)]gs0(p))-

(g2 (E),H), and program II includes the rules ¢(E) + g¢1(E) and
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By the inductive hypothesis, these two cardinalities are equal.

4. If E is a query E; \ Ea then Ey = E, Ey = E, f2(E) = (q(E).1I), f32(E1) = (qu(E).T0), faz(E2) =

(g2(E),II), and program II includes the rule ¢(E) < g1 (E), ~¢2(E).

(a) By definition, r € [E]p if and only if ¢ € [E1]p and ¢t ¢ [E3]p. By the induction hypothesis, t € [E]p
if and only if there exists a NRMD™ solution 6 such that 6 € [f32(E1)]gs0(0), 0 ¢ [f32(E2)]gss(p)> and
h3(6) = 1. By construction, 8 € [f32(E)]gs,(p)-

(b) Assume the respective answers ¢ and 6 described in (a). By definition, card(z, [E]p) = card(¢, [E1]p) and
card(6, [f32(E)]gsa(p)) = card(d, [fz2(E1)]gs,(p))- By the induction hypothesis, these two cardinalities
are equal.

. If Eiis aquery 5 (E1) then E=SandS C Ey, and f35(E) is a NRMD™ query (¢(X), IT) such that f33(E1) =

(q1(E),1I), and program II includes the rule g(E) < ¢1(E1).

(a) By definition, t € [E]p if and only if there exists a tuple #; € [E1]p such that t;|z = 1. By the induction
hypothesis, #; € [E]p if and only if there exists 6 € [f32(E1)]g,,(p) Such that iy 3(61) = t1. Let 6 be 6, |.
By construction, ¢ € [E]p if and only if 6 € [f32(E)],,(p) and h23(6) = t.

(b) Assume the respective answers ¢t and 8 described in (a). By definition,

card(t, [E]p) = Z card(t1, [E1]p),

n€lE]p
ti|g=t
card(6, [f32(E)] g0 (p)) = Z card (@, [fs2 (E1)]s 0))
01€[f32(E1)]g0 (0

61 ‘I_A-ZH

By the induction hypothesis, these two cardinalities are equal.

If Eis aquery payp(Ey) then E = (Ey \ {A}) U {B}. fia(E) = (g(E).1D). and fis(E1) = (q(E1). 1D),

(a) By definition, + € [E]p if and only if there exists a tuple t € [E1]p where #(C) = #;(C) for every
attribute C € E \ {A}, and 1(A) = r,(B). By the induction hypothesis, r; € [E;]p if and only if there
exists a solution 8; € [[ng(El)ﬂgSQ(D) such that /15 3(61) = 1. Let 0 be the tuple with domain E such that
6(C) = 6,(C) for every attribute C € E \ {A}, and 6(A) = 6, (B). By construction, § € [f32(E)]gsspy if
and only if6; € [[fBQ(El)ﬂg:ﬁ(D) and hg,g(e) =1

(b) Assume the respective query answers t, t1, 6, and 6, described in (a). By definition,

card(t, [E]p) = card(t1, [E1]p).
card(6, [f32(E)]gq,(p)) = card(61, [f32(E1)]gan(p))-

By the induction hypothesis, these two cardinalities are equal.

. If E is a query ca—p(E1) then E = Ei, f32(E) = (q(E),II), and fs2(E1) = (g1(E1), 1) and program II

includes the rule g(E) < ¢1(E;),A = B.

(a) By definition, t € [E]p if and only if ¢ € [E1]p and #(A) = #(B). By the induction hypothesis, there is an
answer 6 € [f32(E1)]g,,(p) such that i 3(6) = t. By construction, §(A) = 6(B). Then, 8 € [f32(E)] g, (p)-
(b) Assume the respective query answers ¢ and 6 described in (a). By definition,

card(s, [E]p) = card(t1, [E1]p),
card(6, [f32(E)]gs0(p)) = card(01, [f32(E1)]gssm))-

By the induction hypothesis, these two cardinalities are equal.
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Hence, the triple (f32, g32,/h2.3) is a simulation of MRA in NRMD™. |
Claim 7 (NRMD™ to MRA). The triple (fa3, 82,3, h32) is a simulation of NRMD™ in SPARQL.

Proof. To prove this claim we consider only normalized NRMD™ queries Q, that is, queries where rules consist
of projection rules, join rules and negation rules (see Section 6.2). This proof follows from induction on the struc-

ture of query 0 = (¢ (X),H) with inductive hypothesis 6 € [Q]p if and only if /132(6) € [f23(Q)]g..(p) and
card 9 [[Q]]D = CaI‘d h32 [[f23 )ng.s(D))'

1. If ¢ is a extensional predicate, then fo1(Q) is the MRA query pa, /x, (- - - pa,/x, (R)), where the MRA attributes
X1, ..., X, correspond to the n NRMD ™ variables in X, and R is the relation name corresponding to predicate

q.

(a) Let r be the MRA relation associated to relation name R in the MRA database g2 3(D). Let 6 be a NRMD™
answer with domain {Xi,...,X1}, and ¢ be the MRA tuple where 7(4;) = 0(X;) for 1 < i < n. By
definition, 6 € [Q]p if and only if p(8(X1),...,0(X,)) € D. Because, by definition, each fact g(a, ..., a,)
in D corresponds to a tuple ¢ € r where #(A;) = a; for 1 < i < n, then § € [Q]p if and only if # € r.
Let s be a MRA tuple with § = {Xy,...,X,} where s(X;) = #(A;), for 1 < i < n. By definition, ¢ € rif
and only if s € [oa,/x, (- - Pa,/x,(R))]gs5(p)- By construction, s = h3(6). Hence, 6 € [Q]p if and only if

h32(0) € [f2.3(Q)]gs5(0)-
(b) The identity card(6, [Q]p) = card(hs2(6), [f2.3Q] 1. (p)) follows from the next identities:

card(6, [Q]p) = card(q(0(X1),...,0(X,)), D)

(
= card(t,r)

= card(s, [f23(Q)]gss(0))

= card(h32(6), [f2.3Qg.s(0))-

2. If ¢ is an intensional predicate then there are several rules in I with head g(X), each one has matches of the
following forms:

- q(X) « p(Y),
- q(X) < p1(1h), pa(Ya),
- q(X) < p3(Y3),~pa(Yy).

where X C Y, Y, UY, = X, ¥3 = X, and ¥; = X. The function f5 3(Q) maps each of these rules to one of the
following MRA queries:

- 7x(fs((p(Y),10))), -
= (f23((p1(X), 1)) ™ fo3((p2(X),11))),
- (f3((p3(X), 1) \ fo3((pa(X),11))).

If {Ry,...,R,} is the set rules in II with predicate ¢ in the head, then the MRA query f>3(Q) has the form
(E1U---UE,), where E; is the corresponding MRA expression for the rule R;, for 1 <i < n.

(a) First, we will prove that the MRA expression and the NRMD " query have the same answers. A substitution
6 is an answer of query Q if and only if one of the following conditions holds:

— There exists a solution &' of query (p(Y),II) such that §(x) = &'(x) for every variable x € X. By the
induction hypothesis, there exists a solution #' € [f25((p(Y),11))],,,(p) such that hsy (') = ¢'. Let ¢ be
the solution mapping #'|. By construction, ¢ € [f2,3(Q)],,(p) and h32(t) = 6.

— Substitutions 6, = 6|y, and 6, = 6|y, are solutions of queries (p1(Y1),II) and (po(Y2),II).
By the induction hypothesis, there exists two solutions #; € [f23((p1(Y1),11))]g,5p) and 2 €
[fo3((p2(Y2),10))] 0 4¢ D) such that hs2(t1) = 61 and hgo(f2) = 62. Let t be the MRA solution #; Ut,. By
construction, t € [f23(Q)],,,(p) and 3z (1) = 6.

© W U s W N

[T T S e e Y N O N O O O R O O O O S N N N T e T e e e S S
B O W o 4 o U W N R O W o do oW N R O W doo s W N R O WV ®Jdoo U s W N o



© W U s W N

G s s s s s D R S W W W W W W W W W W NNNNDNNNNNN R B R R R R e e
B O W ® J & U W NP O L ® J oGS WP O VW ® Do U s W NP O L Jdo U s W N O

Angles et al. / The multiset semantics of SPARQL patterns 51

— 6 is a solution of query (p3(¥3),II) and 6 is not a solution of query (p4(Y3), H) By the induction
hypothesis, there exists a solution ¢ € [f23((p3(Y3),1I))],, 5(p) such that 7 ¢ [f23( (pa(Yy), 11 N gos(D)>
and K35 (1) = 6. By construction, ¢ € [f2.3(Q)]g.5(p)-

Hence, 6 € [Q]p if and only if there exists u such that fio(u) = 6 and u € [f21(Q)] ., (D)-
(b) We next prove that the answers have the same cardinality in MRA and NRMD™. By definition,

card(6, [Q]p) = Z card(¢, [(p(Y),T)]p) +

0'|3=0
card(6y, [(p1 (Y1), 11)]p) x card(6z, [(p2(Y2), I1)]p) +
card(6, [(ps(¥3),ID)]p).

By the induction hypothesis,

card(0,[Qlp) = Y card(?, [fos((p(Y). 1) ] o5 (m)) +
6'|x=0
hi2(1")=6'

card(ty, [f2a((p1 (Y1), T)go(p)) % card(tz, [fos((p2(Y2), ID)lgya(0)) +
card(z, ﬂf2,3((1’3(y3)7 ) ls(0))
= card(t, [2.3(Q)]gss(m))-

Hence, the triple (f2.3, 82,3, hi32) is a simulation of NRMD™ in MRA. O
Claim 8 (MRA to SPARQL). The triple (f31,g31,h13) is a simulation of NRMD™ in SPARQL.

Proof. We proof this claim for normalized MRA expressions where the condition of a selection formula is always an
equality atom (e.g., c4=g(R)). We proof this claim by induction on the structure of a MRA expression E, assuming
that given an MRA database D, for every subquery E’ of E it holds that ¥/ € [E']p if and only if there exists a
SPARQL solution y" € [f31(E)] s, (p) such that hy3(u') = 1'.

1. If E is a relation name R then f31(E) is the SPARQL query (SELECT ?7A; ---?A, P) where P is the ba-
sic graph pattern ((?X, up, ;) AND(?X,u1,7A41) AND - - - AND(?X,u,,?7A,))), and ?A4, ..., ?A,, are the vari-
ables corresponding to the attributes associated to relation name R.

(a) Letzbe an MRA tuple with 7 = R, and y be an SPARQL mapping with hy3(u) = . By definition, ¢ € [E]p
if and only if tuple ¢ belongs to multiset relation RP. By construction, ¢ € [E]p is thus equivalent to the
existence of an an IRI « such that the triples (u, up, u,), (u,u1,t(A1)), ..., (4, u,,t(A,)) belong to the RDF
graph gs1(D). By definition, there exists such an IRI u if and only if there exists a SPARQL mapping
K € [Plgs, (o) where i/ (?X) = u and u(?A;) = t(a;), for 1 < i < n. By construction, u'|24,,.. 24, = f-
Then, i’ € [Plg,, (py if and only if 4 € [f31(Q)] g5, (D)-

(b) The fact that card(z, [E]p) = card(u, [f31(E)]g,,(p)) follows by construction; the cardinality of ¢ in
the multiset relation RD is the same as the number of IRIs u such that such that the triples (u, up, u,),
(u,u1,t(A1)), ..., (u,u,, 1(A,)) belong to the RDF graph g3 (D).

2. If Eis aquery E1 U E5, then El =E, Eg =E, and f31(E) is the SPARQL query (f31(E1) UNION f31(E>)).

(a) Let  be an MRA tuple with 7 = E, and u be an SPARQL mapping such that h13(u) = 7. By definition,
t € [E]p if and only if t € [E1]p or t € [E3]p. By the induction hypothesis, ¢ € [E]p if and only if
1 € [f31(E1)]gs1(p) OF it € [f31(E2)]gs, (p)- By definition, r € [E]p if and only if u € [f31(E)]g,, (p)-
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(b) Assume the respective answers ¢ and p described in (a). By definition,

card(t, [E]p) = card(t, [E1]p) + card(t, [E2]p),
card(u, [f31(E)]gs: (p)) = card(u, [f31(E1)]gs, (p)) + card(u, [f31(E2)] g5, (p))-

By the induction hypothesis, these two cardinalities are equal.
3. If Eis aquery E1 X E5 then El U EQ =E, and f31(E) is the SPARQL query (f31(E1) AND f31(E32)).

(a) Let z be an MRA tuple with 7 = E, and 1 be an SPARQL mapping such that h13(u) = t. By definition,
t € [E]p if and only if there exists two tuples #; and # such that ty ~ fo, 7 = #; Uta, t1 € [E1]p and
t2 € [E2]p- By the induction hypothesis, #; € [E1]p and t2 € [E3]p if and only there exist two SPARQL

mappings u; and pg such that hy3(uy) = 11, his(uz) = t2, 1 € [f31(E1)]gsr (p)> and g1 € [f31(E1)] g5, (0)-
By construction, uy ~ po, py Upe = p, and g € [f31(E)]g,, (p)- Hence, t € [E]p if and only if u €

[f31(E)] s, ()
(b) Assume the respective answers ¢, t1, t2, i, i1, and ps described in (a). By definition,

Card(t, [[E]]D) = card(tl, HEl]]D) X card(tg, HEl]]D)a
card(g, [f31(E)] gy, (p)) = card(ua, [f31(E1)] gy, (p)) % card(ua, [f31(E1)] gy (0))-

By the induction hypothesis, these two cardinalities are equal.
= E, and f3,(E) is the SPARQL query (f1 (E;) EXCEPT f3; (Es)).

1

(a) Let t be an MRA tuple with 7 = E, and 1 be an SPARQL mapping such that /13(1) = ¢. By definition,
t € [E]p if and only if t € [E1]p and ¢ ¢ [E2]p. By the induction hypothesis, r € [E]p if and only if
M E [[fSl(El)ﬂggl(D) and u ¢ IIf31(E2)]]g31(D)' Hence, t € [[EHD if and only if u € IIf31 (E)HSSI(D>'

(b) Assume the respective answers  and p described in (a). By definition, card(z, [E]p) = card(t, [E1]p) and
card(u, [f31(E)]gsy (p)) = card(u, [f31(E1)]gs, (p))- By the induction hypothesis, these two cardinalities
are equal.

~ o~
s

4. If E is a query E \ Eo then El =F

5. If Eis a query 75 (Ey) then E = S and S C E7, and f31(E) is a SPARQL query (SELECT W f31(E1)) such
that W is the corresponding set of SPARQL variables for the set of attributes S'.

(a) Let  be an MRA tuple with 7 = E. By definition, 7 € [E]p if and only if there exists a tuple #, € [E;]p
such that ;| = . By the induction hypothesis, #; € [E]p if and only if there exists u1 € [f31(E1)]g,, ()
such that hiy3(u1) = t1. Let u be 1 |w. By construction, t € [E]p if and only if u € [f31(E)],, p) and

his(u) =1t.
(b) Assume the respective answers ¢ and y described in (a). By definition,

card(t, [E]p) = Z card(ry, [E1]p),

t€[E1]p
fl‘E—:t
card( [fn(Eeww) = D, card(ur. U (B1)] ).
1 E[f31(E1)]eq, (0)

p1lw=n

By the induction hypothesis, these two cardinalities are equal.

6. If Eis aquery pa;g(E1) then E = (E;\{A})U{BY}, fs1(E) is the SPARQL query that results from consistently
renaming variable ?A as variable 7B in f31(E1) (i.e., subsza/75(A)), and ?A and 7B are the corresponding
SPARQL variables for atributes A and B.
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(a) By definition, t € [E]p if and only if there exists a tuple r; € [E1]p where #(C) = #(C) for every
attribute C € E \ {A}, and 1(A) = r,(B). By the induction hypothesis, r; € [E;]p if and only if there
exists a solution 1 € [[f31(E1)],s, (p) Such that hy3(u1) = ;. Let u be the SPARQL mapping with domain
(dom(u’) \ {?A}) U {?B} such that u(?C) = u;1(?C) for every variable ?C € dom(u’) \ {?A}, and
u(?A) = u1(?B). By construction, h13(u) = t. Hence, t € [E]p if and only if 4 € [f31(E)]g,, (p)-

(b) Assume the respective query answers t, t1, 4, and p; described in (a). By definition,

card(t, [E]p) = card(t1, [E1]p),
card(g, [f31(E)] gy, (p)) = card(ua, [f31(E1)] g5, (0))-

By the induction hypothesis, these two cardinalities are equal.

_If E is a query oa—p(E;) then E = E, fs1(E) = (q(E),I0), and f3;(E;) is the SPARQ query

(P1 FILTER ?A = 7B) where 7A and 7B are the corresponding SPARQL variables for the MRA attributes
A and B.

(a) By definition, r € [E]p if and only if r € [E1]p and #(A) = #(B). By the induction hypothesis, there is an
answer u € [f31(E1)]g,, (p) such that hy3(u) = t. By construction, u(A) = u(B). Then, t € [E]p if and

only if 4 € [f51(E)]gs1 (0)-
(b) Assume the respective query answers ¢ and 6 described in (a). By definition,

card(t, [E]p) = card(t1, [E1]p),
card(u, [f31(E) s, (0)) = card(ur, [f31(E1)]g50 (1))

By the induction hypothesis, these two cardinalities are equal.

Hence, the triple (f31, g31,A13) is a simulation of MRA in NRMD ™. O
Claim 9 (SPARQL to MRA). The triple (fi13, 813, h31) is a simulation of NRMD™ in SPARQL.

Proof. To prove this claim we show that, for every SPARQL query Q and RDF graph G, it holds that [Q]c =
h31([f13(Q)]g,s ). For simplicity, we write D instead of D. We next show this identity by induction on the structure
of a normalized SPARQL query Q. In this proof we assume that 7 is a MRA tuple with the attributes of the MRA
expression f13(Q), and u is the SPARQL mapping £3; (¢). To show that [Q]¢ = h31([f13(Q)]es), We prove that

u € [Q]g if and only if ¢ € [f13(Q)]p and card(u, [Q]c) = card(s, [f13(Q)]p)-

1. Case Q is a triple pattern.

(a) By definition, every triple pattern is translated to a MRA expression consisting of operations o, p, and 7
over the relation name Trip. For example, if Q is the triple pattern (?X, p, 7X), then f15(Q) is the expression
Ix (ps/x (0 p=prs=o(Trip))). It can be shown that the triple pattern Q = (?X, p, 7X) is equivalent to the
SPARQL query Q' = (SELECT ?X ((?X,?P,?0) FILTER(?P = p A 7X =70)). Then, u € [Q]¢ if and
only if there exists a solution u’ € [(?X, ?P,?0)]g such that u = p'|;xy, ' (?P) = p and i/ (?X) = 1/ (?0).
Without loss of generality, let u’(?X) = a. Such mapping 4’ is a solution of the triple pattern (?X, 7P, 70)
if and only if (a, p,a) € G. By construction, (a, p,a) € G if and only if (a, p,a) € Trip?, where D is the
MRA database D. If (a, p,a) € Trip” then t € [f13(Q)]p. Hence, u € [Q] if and only if r € [f13(Q)]p-
So far, we showed that the claim follows for a particular triple pattern. This result can be extended for all
the triple patterns following the same procedure.

(b) By construction, card(u, [f1,1(Q)],, ,(c)) = 1 and card(u, [Q]c) = 1. Hence, card(t, [f1,1(Q)],.. () =
card(u, [Q]o)-
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2. Case Q is a query (P; AND P5). Without loss of generality assume that inScope(P;) = {7X,?Y} and
inScope(P2) = {?X, ?Z}. By definition, the MRA expression for query Q is:

f13(Q) = fis(P1) * fiz(P2)
= mxyz(Pa, /x, (Pas/x, (Pax (Comp))) X pxx, (fi3(P1)) X px/x, (fi3(P2)))-

(a) If r € [f13(Q)]p then, there are MRA tuples t; € [fi3(P1)]p, t2 € [fi3(P2)]p, and t5 € [Comp]p such
that t(X) = fg(A), t(Y) = IQ(Y), I(Z) = tg(Z), and tl(X) = tg(Al), tQ(X) = tg(AQ). Let M1 = hgl(ll),
ta = h31(r2), and p3 = hg1(t3). By the induction hypothesis in Py and Ps, f; € [fi3(P1)]p and 12 €
[f13(P2)]p if and only if 41 € [P1]c and ua € [P2]c. By the definition of Comp®, it holds that u; ~ wo
and u; U po = p. By the semantics of the SPARQL operator AND, it holds then that 4 € [Q]g. Hence,
t € [f13(Q)]p if and only if u € [Q] .

(b) By definition,

card(u, [Qc) = Y card(uy, [P1]c) x card(uz, [P2]c),
ui€P1]e
u2€[P2]c
H1~H2
p=p1 Uz
card(t, [13(Q)]p) = Y card(ta, [Comp]p) x card(t1, [P1]p) x card(tz, [P2]p),

n€lfiz(P1)]p

t2€[f13(P2)]p

t3€[Comp]p
@(t1,12,13)

where ¢(11, 12, 73) is a condition coresponding to the compatibility, that is true if and only if the following
statements hold:

i n(Y)=1Y),

ii. 12(Z) = 1(Z), and

iii. either
A. (n(X) =#(X) and 12(X) = #(X)
B. (11(X) = #(X) and £2(X) = #(X), or
C. (11(X) = t(X) and £2(X) = t(X).

By the induction hypothesis, card(uy, [P1]l¢) = card(t1, [ fi3(P1)]p) and card(uz, [P2]c) = card(zz, [[flg(Pg)]]ﬁ}*.

By construction, card(ts, [Comp]p) = 1. Hence, card(u, [Q]¢) = card(t, [f13(Q)]bn)-

3. Case Q is a query (P; EXCEPT Py). Let ?X be the list of SPARQL variables in set inScope(Q). The MRA
query fi3(Q) is then fi3(P1) \ fiz(P2).

(a) By definition, t € [f13(Q)]p if and only if t € [f13(P1)]p and 7 ¢ [f13(P2)]p. By the induction hypothe-
sis, the last condition is equivalent to u € [P1]c and i ¢ [P2]lc. By the SPARQL semantics, # € [f15(0)]c
if and only if u € [Q]c.
(b) By definition, card(u, [Q]c) = card(u, [P1]c) and card(s, [fi3(Q)]p) = card(t, [fi3(P1)]p). By the
induction hypothesis, card(u, [P1]¢) = card(t, [f13(P1)]p)- Hence, card(u, [Q]¢) = card(s, [fi13(Q)]p)-
4. Case Q is a SPARQL query (P; UNION P3). The MRA expression f13(Q) is then f13(P1) U fi3(P2).

(a) By definition, t € [f13(Q)]¢ if and only if t € [fi3(P1)]p ort € [fi3(P2)]p. By the induction hypothesis,
t € [f13(Q)]c if and only if 4 € [P1]c or u € [P1]c- By the SPARQL semantics, ¢ € [f13(Q)] if and
only if u € [Q]e.

(b) By definition,

card(t, [ f13(Q)]p) = card(z, [fis(P1)]p) + card(r, [ fi3(P2)]p)-
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card(u, [Q]c) = card(u, [P1]c) + card(u, [P2]c)-
By the induction hypothesis, card(t, [ f13(P1)]p) = card(u, [P1]c) and card(z, [fi13(P2)]p) = card(u, [P2]c).
Hence card(s, [fi13(0Q)]p) = card(u, [Q]c)-

5. Case Q is a SPARQL query (P FILTER ¢) where ¢ is an atomic filter condition (i.e., a filter condition of the
form 7X = ¢, 7X = 7Y, or bound(?X)). The MRA expression f13(Q) is then o, ( fi3(P)) where ¢ is the MRA
selection condition defined as follows:

X=cA-(X=1) ifpis?7X =c,
=S X=YA=(X=1)A=(Y=1) ifgis?X="7Y,
-(X=1) if ¢ is bound(7X).

(a) By definition, 7 € [[f13(Q)]p if and only if 7 € [ f13(P)]p and ¢ satisfies condition . It is not difficult to see
that 7 satisfies condition y if and only if u satisfies condition ¢. By the induction hypothesis, ¢ € [f13(P)]p
if and only if u € [P]g. Hence, u € [fi3(Q)]p if and only if u € [Q]c.

(b) By definition, if # and y satisfy the respective conditions, then:

card(t, [f13(Q)]p) = card(t, [fi3(P)]p).
card(u, [Q]g) = card(u, [P]c).

By the induction hypothesis, card(t, [f13(P)]p) = card(y, [P]c). Hence, card(z, [ f13(Q)]p) = card(u, [Q]c)-
. Case Q is a SPARQL query (SELECT ?X P). The MRA expression f13(Q) is then 7ig(f13(P) x Ay), where

X is the corresponding set of attributes for the variables ?X and Y is the correponding set of attributes for the
variables in set inScope(P) \ inScope(Q).

(a) By definition, ¢ € [f13(Q)]p if and only if #(¥) = L for every attribute name ¥ € ¥ and there exists
a solution ¥ € [f13(P)]p such that '(A) = t(A) for every attribute A € X \ Y. Let &/ = h31(¢'). By
the induction hypothesis, ¥ € [fi3(P)]p if and only if i/ € [P]g. By construction u = p'|-5. Hence,

t € [f13(Q)]p if and only if r € [P]g.
(b) By construction,

card(t, [Ai3(Q)]p) = > card(, [fis(P)]p),

’
1 |inscope(0) =1

e[ fis(P)Ip

card(u, [Q]g) = Z card(i, [Pe),

# |inScope(0) =H
1 €lPle

By the induction hypothesis, card(¢,[fi3(P)]p) = card(y,[P]c). Hence, card(s, [f13(Q)]p) =
card(¢’, [Q]6)-

Hence, the triple (f13, 813, h31) is a simulation of SPARQL in MRA. O
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