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Abstract. Retrieval-Augmented Generation (RAG) enhances Large Language Models (LLMs) by enabling access to external
knowledge without retraining. While effective, traditional RAG methods—typically reliant on vector-based retrieval—face lim-
itations in understanding complex semantics, connecting dispersed information, and supporting user-centric search workflows.
Graph Retrieval-Augmented Generation (Graph RAG) addresses these challenges by incorporating knowledge graphs into the re-
trieval process, enabling semantically enriched and structured query handling. This paper explores the application of Graph RAG
across seven real-world domains, including legal compliance, customer support, enterprise knowledge management, finance, ed-
ucation, data protection enforcement, and time series analytics. For each use case, we outline the distinct challenges, solutions,
and design decisions made. In addition, we introduce a modular Graph RAG Engine to support ingestion, graph construction, hy-
brid retrieval, and LLM orchestration. We present empirical evidence demonstrating improvements in accuracy, latency, and user
trust, and offer a practical design playbook for making schema choices, selecting retrieval strategies, and constructing prompts.
Additionally, we address cross-domain challenges such as graph drift and evaluation strategies. These contributions aim to guide
researchers and practitioners beyond traditional RAG and to inspire further research at the intersection of generative Al and
knowledge graphs.

Keywords: Graph RAG, Knowledge Graph, Large Language Model

1. Introduction

Retrieval-Augmented Generation (RAG) is an established technique [22] for enhancing the capabilities of Large
Language Models (LLMs). RAG allows LLMs to access external knowledge without the need for costly retraining.
By using an external knowledge base, RAG refines the output of LLMs, helping to mitigate problems such as hal-
lucinations, a lack of domain-specific knowledge, and outdated information. However, traditional RAG approaches
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[43], which rely on retrieving text fragments based on vector similarity, struggle to connect scattered information,
understand complex semantic concepts in large datasets, and answer questions that require a holistic understanding
of the information [1, 101]. Furthermore, contemporary RAG architectures are often limited to document-centric
applications and do not fully cover a user’s typical search process.

Graph Retrieval-Augmented Generation (Graph RAG) [29] has emerged as a novel solution to overcome the
limitations of traditional RAG. Graph RAG improves on RAG by integrating knowledge graphs into the retrieval
process. Instead of relying solely on semantic similarity between queries and text fragments, Graph RAG leverages
the structured nature of knowledge graphs, where data are organized as nodes (entities) and relationships between
them. By constructing knowledge graphs from the data and querying these graphs, Graph RAG can retrieve relevant
information more efficiently and accurately [29, 75], providing LLM-based systems with a semantically enriched
context for query processing. Graphs are well-suited to connecting different pieces of information through their
relationships, making them ideal for performing complex analytical tasks, unlike flat, unconnected data [29]. Graph
RAG has been found superior to traditional RAG approaches in many applications and domains. In Xu et al.’s
work [96], the customer support question answering task employed a two-level graph architecture. It integrates
Intra-Issue Trees for modeling ticket content in fine detail and Inter-Issue Graphs for connecting tickets based on
both explicit and implicit relationships. Through the combination of semantic similarity-based search and LLM-
based subgraph extraction, the system effectively retrieves the correct subgraphs. Notably, the method has been
deployed by LinkedIn’s customer support team and has yielded substantial reductions in issue resolution time. In the
biomedical domain, rather than constructing knowledge graphs from scratch, some applications directly use open-
source medical knowledge graphs (KGs) such as CMeKG, CPubMed-KG, and Disease-KG in Graph RAG systems.
For instance, HyKGE [39] utilizes existing graphs as high-quality fact sources in the graph-based generation and
retrieval pipeline to enhance output accuracy and credibility.

This paper investigates the application of Graph RAG in seven real-world scenarios from Fraunhofer partners. The
scenarios span legal compliance 4.1, consumer support 4.2, enterprise knowledge management 4.3, education 5.1,
data protection enforcement 5.2, finance 5.3, and time series analytics 5.4. In the legal compliance domain, our EU
Regulation Q&A Agent (Section 4.1) addresses complex questions about the Digital Operational Resilience Act
(DORA). Our Car Owner Manual Assistant (Section 4.2) organizes manual pages into a knowledge graph in a cus-
tomer support scenario, allowing drivers to query specific details such as torque specifications and troubleshooting
steps. Our WFW Assistant (Section 4.3) enhances search capabilities across Fraunhofer Institute websites, providing
better enterprise knowledge management by revealing connections among projects, publications, and people. In ed-
ucation, our ABEL Learning Buddy (Section 5.1) provides personalized explanations and quizzes by linking course
materials within a learning object graph. To improve data protection, our GDPR Enforcement Tracker (Section 5.2)
combines fine-enforcement ontology with sanction data to answer compliance questions and identify trends across
EU jurisdictions. In finance, our Financial Report Agent (Section 5.3) transforms financial filings into a KPI-centric
knowledge graph, producing accurate, context-rich narrative reports in response to detailed questions about cor-
porate financial performance. Finally, our Data Science Agents (Section 5.4) convert raw time-series information
into knowledge graphs for data analysis, enhancing automated forecasting and anomaly detection through natural
language queries. Each application has its challenges, requirements, and constraints, forcing to take different Graph
RAG design decisions. By sharing the experiences, we aim to contribute the following:

1. We propose a Graph RAG Engine for probing Graph RAG’s versatility. This engine is a modular reference
implementation that handles ingestion, graph construction, hybrid retrieval, and LLM orchestration.

2. We present and discuss empirical evidence across seven domains, reporting measurable improvements in ac-
curacy, user trust, and latency compared to traditional RAG approaches.

3. We provide a design playbook, by distilling trade-offs in schema design, hybrid lexical/graph retrieval, context
budgeting, and prompt templating.

4. Finally, we share cross-cutting insights and remedies. We discuss graph drift, data freshness, and evaluation
challenges, and outline pragmatic mitigation strategies for production.

By sharing these findings, we aim to support researchers and practitioners who seek to move beyond traditional
RAG approaches and inspire further exploration at the intersection of generative Al and knowledge graphs.
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2. Background 1
2
Building on the existing literature on LLMs and RAG, we present a comprehensive background covering current
applications and limitations of LLMs in Section 2.1 and Section 2.2, followed by an overview of how RAG enhances
the capabilities of LLMs in Section 2.3. We then highlight the challenges associated with traditional RAG systems
in Section 2.4 and introduce the Graph RAG framework in Section 3, detailing how it addresses these limitations.
7
2.1. Large Language Models 8
9
Foundation Models have led to a paradigm shift in the eld of Natural Language Processing (NLP) [2, 107] and
Computer Vision (CV) [3, 66]. They are highly effective at learning generalized representations, facilitating their
adaptation to diverse downstream tasks [107]. Foundation models are based on transformer models, a class afzma-
chine learning models originally developed for machine translation [88]. They use the attention layer, which alloves
the transformer to model the relations between input words in detail. There are three different types of transformers:
(i) Encoder modelsise bi-directional attention to model the relation of each input token to all tokenBe@dder 15
modelsor autoregressive models use masked attention, so that each token can only be modeled in relation tosall
previous tokens up to itself. (iilencoder-Decoder modelsse both of these types, combining them by feeding the 17
encoder's result into the decoder. Since the transformer model lacks recurrent or convolutional capabilities, it uses
positional encoding to model the position of tokens in the input sequence. Additionally, the transformer model pre-
cesses data in the form of tokens, which are numeric representations of letter combinations. A tokenizer creates a
nite vocabulary of known letter sequences that the transformer can recognize as a single token. 21
Large Language Models (LLMs) are transformer-based models that are scaled up to large model sizes and trained
on massive amounts of data, hence the name. LLMs were rst developed by OpenAl, with GPT-2 [65] and evertt-
ally scaled the size of the model for GPT-3 [7], followed by the release of ChatGPT [56] and GPT-4 [57]. Due 2@
their model sizes, LLMs have several capabilities beyond mastering text processing, known as emergent capabil#es.
This includes general pattern recognition abilities, tool use, and reasoning capabilities [8, 51, 64, 92]. Additionathy,
LLMs have shown that they can adapt to multiple speci ¢ use cases via ne-tuning [35]. 27
LLMs can be divided into two types: Dense models use all their weights for inference and training. This is how trans-
former models do inference and is the older architecture of the two. This is still primarily used for open weights aaxd
smaller models, such as the LLama series of models [86], [85], or smaller DeepSeek-R1 [15] models. Mixture-of-
Experts [14], or sparse models, train all their weights but only use a subset of these weights during inference, where
the subset differs depending on the input. As the name suggests, experts are activated for speci ¢ types of requests,
while those unrelated to the request are not. This reduces inference time without signi cant loss of quality. 33
Reasoning models [15] are a novel ne-tuning of large language models (LLMs) that focus on generating long,
thoughtful responses or chain-of-thought outputs to analyze requests better and accomplish tasks. Reasoninganod-
els can be both dense and sparse. These models have the most expensive inference, as they tend to 'think' @bout
any given input for a long time before reaching a de nitive answer, producing lengthy outputs. These models have
achieved good results on many dif cult benchmarks but can be overquali ed for simpler tasks, where 'norma#
LLMs often outperform them. 39
40
41
2.2. Limitations of LLMs 42
43
Despite their remarkable emergent capabilities, large language models still have inherent limitations. As LLMs
are never retrained, their inherent knowledge is limited to the information they were initially trained on [28, 414
LLMs also suffer from a language barrier. Most of the datasets for pretraining large language models (LLMs) ase
in English text. This results in the capabilities of LLMs to process other languages being impeded[58, 76, 94].4in
addition, LLM tokenizers optimize their tokens by quantity, meaning that non-English languages also need mare
tokens to represent texts [40, 74]. The most signi cant limitation of LLMs is hallucination. Due to the pretraininge
process, which only predicts the next token in the text, LLMs have no inherent connection to real-world truth,
beyond the fact that the correct answer is often the most likely next token. Because of this, LLMs usually generate
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text that reads well and sounds accurate, but can sometimes contain factual errors [44, 97]. In addition, the inherent
nature of LLMs' knowledge makes it more challenging to explain their answers, which is related to the black bex
issue in deep learning models [47, 103]. 3

4

2.3. Retrieval-Augmented Generation (Traditional RAG) 5
6

To mitigate the drawbacks in LLMs described in Section 2.2, Retrieval-Augmented Generation (RAG) has béen
posed as a solution [43]. Here, the retrievable component is a non-parametric memory (source), which is subje€t to
regular updates, additionally accommodates extensive information, and can easily incorporate con dential data $20,
22, 105]. A typical RAG process consists of two stepsR@trievaland (ii) Generation In the retrieval step, given 10
an input, the retrieval system scouts and identi es the most relevant source, assuming the source is indexed'fto
smaller units. Currently, the retrieval step is more complex, as it depends on factors such as retriever type, retrigver
granularity, and type of enhancement (pre-retrieval and post-retrieval) [20]. For simplicity, we classify RAG into tvid
types (i)Naive RAGand (ii) Advanced RAGFor a comprehensive list of methodologies, consider the surveys [2014
22,77, 105].

Naive RAG The method follows the simple method process of indexing the sources rst, followed by retrieval and
generation conditioned on the input question [43]. During indexing, sources, typically documents, are segmeﬁfed
into smaller chunks. Each chunk is then encoded into a vector representation using an embedding model and stdred
in a vector database. When a user query is provided, it is transformed into a vector representation using the 8me
embedding model. Retrieval is then performed by calculating similarity scores between the query vector andthe
stored chunk embeddings. The tidchunks with the highest similarity scores are selected and utilized as expandezé
context for generation. In the generation stage, the retrieved chunks and the original user query are combined m%o a
coherent prompt, which is then used as input to a large language model tasked with producing an answer. Though
useful, naive RAG encounters limitations in retrieval accuracy and generation quality [22], which are addressed ‘by
advanced RAG methodologies.

Advanced RAGWhile the general framework of Advanced RAG closely resembles that of Naive RAG, it ené7
hances each of its core components. To address indexing limitations, Advanced RAG re nes indexing techni les
by employing a sliding window approach, ne-grained segmentation, and incorporating metadata [11, 22]. Retrievgal
quality, which is a signi cant bottleneck in Naive RAG, is improved through the introduction of both pre-retriev:
and post-retrieval strategies. Thee-retrieval stageims to optimize indexing structures and enhance query formu-31
lation by re ning data granularity, index optimization, metadata augmentation, alignment optimization, and mixgg
retrieval methods [72, 106, 108]. As the initial ranking of retrieved chunks may not be entirely accurate in t
post-retrieval stageit focuses on re-ranking methods to position the most relevant chunks prominently within thg,
context prompt [91, 100]. Additionally, since retrieved chunks often exceed the context length constraints of largge
language models, efforts here focus on selecting essential information, highlighting critical sections, and reduging
context length [22, 89]. 37

38
2.4, Limitations of Traditional RAG 39

40

Despite the success of RAG in various applications [20, 77, 105] and its signi cant role in enhancing the capa-
bilities of large language models (LLMs) as discussed in Section 2.3, traditional RAG systems continue to exhipit
the following critical limitations. 43

Multi-hop Query Traditional RAG systems primarily rely on dense vector-based retrieval [43]. While this apas
proach is effective for simple queries that require locating speci ¢ information within a single passage, its perfas-
mance degrades when responses must be synthesized from multiple sources. For instance, in the legal comphance
use case discussed in Section 4.1, a typical user query necessitates not only retrieving multiple relevant sections,
which leads the LLM to infer incomplete information and causel documents. 48

Contextual MisalignmenRetrieval in RAG often acts as a bottleneck by restricting the information available taie
LLM, which can result in disjointed and redundant responses [1, 22]. For example, in the use case discussed in $ec-
tion 5.1, where a query seeks to understand the economic cond&ffsadbf trade policies in Country A for Country 51
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B, traditional RAG may retrieve isolated passages about each country's trade policies but fail to capture causal rela-
tionships or intermediary factors. The inherent limitation is due to standard dense retrieval methods, which prioritize
dot-product similarity over conceptual coherence, leading the LLM to generate incomplete responses and increasing
the risk of hallucinations. 4
Reliability Challengesin real-world applications, user interactions with data are often complex to simulate ac
curately within controlled evaluation settings. For instance, in the use case discussed in Section 4.2, a custemer
service chatbot trained on car owners' manuals might perform well during evaluation but fail to retrieve accurate
troubleshooting information when faced with non-standard user queries. For example, a user may describe an ssue
asThe car is making a weird noise when | turn the wheel, rather than using the owner's manual phrasingmablem 9
due to low power steering uid . 10
These limitations can be addressed by using structured approaches such as Graph RAG, which organizes knowl-
edge into graphs to enable more nuanced retrieval and reasoning [101]. In the next section, we provide a detailed
discussion of the Graph RAG framework. 13
14
15
3. Graph RAG Engine 16
17
Knowledge Graphs (KGs) are an alternative to commonly used vector databases [59] for storing factual knowl-
edge. Although Graph RAG is a relatively new concept, modern knowledge graphs have evolved since the 90s with
the rise of semantic web technologies. Several notable knowledge graphs, including YAGO [79], DBpedia [42], apd
Wikidata [90], were developed to structure and store factual knowledge. Among them, Google's Knowledge Graph,
which was introduced in 20%2vas pivotal in bringing KGs into mainstream industry applications, signi cantly 2,
in uencing search engines and Al-driven information retrieval. Graph RAG utilizes knowledge graphs to improye
the storage and retrieval of knowledge, enabling more advanced reasoning and query answering, to overcomg; the
limitations of traditional RAG. Based on the framework presented by Peng et al. [61], we propose a novel Gragh
RAG engine comprising three modular stages, namel@@ph-based Indexindii) Graph-guided Retrievalnd 26
(iif) Graph-enhanced Generatip(cf. Figure 1). In the following subsections, we outline each stage along with they
design decisions to be made and the potential implementations. In practice, our Graph RAG Engine is developed as
a family of possible implementations. 29
30
3.1. Graph-based Indexing (KG-Indexing): 31
32
The main goal of the rst stage is to identify or create a KG that aligns with the use case and associated tagks.
Thus, therst decision is whether to self-construct or link to an existing KG. Self-construction means populat- 5,
ing the KG with entities and relations extracted from a text corpus, such as EU regulations. The KG utilized in this
stage can be an existing knowledge graph, such as one derived from the Data Protection vocabulary. The decigion
depends on several factors, including the existence of a suitable KG for Graph RAG adaptation. Leveraging exis{ing
KGs can reduce development time and resource expenditure, but the KG's suitability depends on its scope, domain
coverage, and alignment with the use case requirements in terms of granularity. Resource allocation constittes
another decision factor. The construction and maintenance of large-scale KGs, particularly those derived from jgxt
corpora, is a resource-intensive endeavor that requires signi cant time, computational power, and nancial invegt-
ment. Data quality plays an essential role in this design decision. KGs, when built from reliable, structured metadata
sources, serve as a high-quality source for knowledge-based text generation. However, KGs generated automatjgally
from text using LLMs are prone to errors. Finally, maintaining a KG at scale is a persistent challenge, necessitatjng
strategies and resources for continuous updates, evolution, and adaptation, such as dynamic graphs. A longzterm
commitment to Graph RAG requires ongoing maintenance, which leads to a consideration of building a new KGg
Constructing an effective KG from a text corpus traditionally involves methods such as information extractign
(IE) [18], entity linking [13], and relation extraction [50]. These techniques are designed to extract structured data
from unstructured text, which facilitates the development of KGs. Recent work has explored the potential of LLMs

50
“https://blog.google/products/search/introducing-knowledge-graph-things-not/ 51
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Fig. 1. We divide our Graph RAG engine into three main stages. First, KG-Indexing prepares the graph database, using existing KGs or builting
one from text corpora, creating indexes for ef cient searching. Next, using various types of retrievers, the KG-Retrieval stage extracts releygnt
context from the graph, such as triplets or subgraphs, based on the user's query. After re ning the retrieved results, this data is transforme%&ﬁto

formats compatible with LLM generation, which is integrated into the KG-Generation stage to produce the nal response. o1

in supporting IE tasks. For instance, Trajanoska et al. [87] proposed using LLMs like ChatGPT to facilitate joifft
entity and relation extraction from unstructured text, improving the accuracy of knowledge graph construction. 23
With the emergence of LLMs, new end-to-end approaches for building KGs have become possible. Cartd%et
al. [10] introduced an iterative zero-shot prompting strategy that guides LLMs at multiple stages of entity afiti
relation extraction, without requiring training samples or external knowledge, offering a scalable method for tfe
automatic construction of knowledge graphs (KGs). Similarly, the advanced approaches presented by Buehlef’[9]
demonstrate the application of LLMs in iteratively distilling scienti ¢ papers into organized knowledge graphs b¥?
extracting triples from generated raw contexts, again indicating the robustness of generative knowledge extfac-
tion methods in scienti ¢ domains. In the same vein, KGGen [52] introduced a text-to-KG generation framewofR
that mitigates graph sparsity by clustering related entities. This approach outperforms existing extractors and pro-
vides both a Python package and a new benchmark, MINE, for evalu@tigding the LLM-based KG creation 82
process using an Ontologys the second design decision. For applications where reliability, precision, structuraf
coherence, and explainable reasoning are critical requirements, using a well-de ned, human-validated ontolog/as
the foundational schema for the KG is highly recommended. More powerful LLMs can function as tools to assist
in the KG construction process, for example, by automatically extracting the semantics of entities and relatioi§s.
Consequently, the decision requires weighing the initial effort and cost associated with developing and maintairihg
an ontology against the long-term bene ts in terms of quality and trustworthiness. 38
Unlike traditional RAG, which stores an embedded version of text chunks, Graph RAG embeds structured kno#l-
edge using triples in the subject-predicate-object (SPO) format. Thuthitelesign decision is how to prepare 40
the node properties to assist the LLM i.e., the embedding representation of entities and relations from the KG#!
During the KG-Indexing process, we prepare node properties designed to enrich the LLM's context. We de ne tBe
following assisted elds: (1) Entity Summary, (2) Relations Summary, and (3) Community Summary. 43
44
3.2. Graph-guided Retrieval (KG-Retrieval): 45
46
After the graph is constructed, the next crucial step is to retrieve pertinent information from the knowledge gragh
to address the input query. This step plays a pivotal role in Graph RAG systems, as it determines the quality @nd
relevance of the generated responses. Since Graph the introduction of RAG, many researchers have proposed various
retrieval methods to improve the ef ciency and accuracy of information retrieval from graphs. Among them, oew
engine focuses on the following approaches: 51
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1. Entity Focus retrieval: This method retrieves relevant nodes or subgraphs based on lexical or semantic sim-
ilarity between the input query and components of the knowledge graph. It commonly leverages embedding
models (e.g., sentence transformers) and similarity metrics (e.g., cosine similarity) to align query intents with
semantically related entities or triples [33, 36, 95]. Alternatively, some approaches adopt keyword-baged
matching [48, 81], a simple yet effective technique for identifying anchor entities within the graph. Once
these anchor points are located, traditional graph traversal algorithms such as depth- rst search (DFS) cas be
employed to explore local neighborhoods and form candidate subgraphs for downstream processing. 7

2. Graph Querying retrieval: A unique technique to Graph RAG involves the automatic translation of users
queries, initially posed in natural language, into formal, structured graph query languages such as SPARQL
or Cypher. An example is Fact Finder [78], which uses LLMs to translate natural language questions into
executable Cypher queries. These queries are run against a graph database to retrieve precise subgraphtinfor-
mation, combining LLMs reasoning with the power of structured graph querying. It is also possible to useia
set of prede ned advanced queries linked to the KG. The goal is then to execute them against the underlying
KG to retrieve relevant subgraphs, entities, relationships, or aggregated data. 14

3. Semantic Clustering retrieval: This approach leverages LLMs' robust understanding, interpretation, ands
processing capabilities in natural language to dynamically guide the retrieval process. For example, Graph
RAG [16] uses LLM to generate intermediate responses from the pre-built community summaries, with each
point rated by importance. Then, the top-rated points are aggregated to form the context for developing the

nal response. A requirement for this style of retrieval is a preexisting knowledge graph that contains at least
some of the entities relevant to the task at hand [53, 63, 93]. Based on these graph-entities, subgraphgoare
compiled, for example, through k-hop-neighborhood retrieval [53, 93], or the retrieval of relevant ancestar-
nodes [63]. These subgraphs serve as the basis for the additional information provided to the LLM. The exact
characteristics of this additional input depend on the speci ¢ approaches, as intermediate processing steps
might be applied to the subgraphs before they are passed to the LLM as a whole or iteratively, part by part4
25
3.3. Graph-enhanced Generation (KG-Generation) 26
27
After gathering relevant information from the KG, this stage focuses on integrating the retrieved data into tise
generation process. A general method is to convert the retrieved graph data into a text format along with the irzput
query, which is then fed into the LLM for response generation. As the prompt format can signi cantly impact the
performance of LLMs [32, 73], it is crucial to design the prompt carefully to guide the model toward generatireg
faithful, coherent, and context-sensitive outputs. This includes keeping textual representations concise to aoid
overloading the input and mitigating the “lost in the middle” phenomenon [45], where models tend to overlock
information placed in the middle of long contexts. Peng et al. [61] classify graph formats into ve categories: @)
Adjacency/Edge Table, (ii) Natural Language, (iii) Node Sequence, (iv) Code-like Forms, and (v) Syntax Tree.
Several studies exemplify the use of these formats in graph-based generation tasks. For instance, Fatemi et akq21]
use adjacency tables and edge tags to represent entity connections, which facilitates structural reasoning. Ye®t al.
[98] convert nodes, edges, and their relational structure into human-readable natural language descriptions. Ggm et
al. [27] explore how LLMs interpret code-like graph formats, such as Graph Markup Language (GraphML) [
These formats vary in their expressiveness, which affects how well large language models (LLMs) can understand
and generate information from graph-structured data. This underscores the importance of format selection in graph-
enhanced language modeling. 42
Effective KG generation hinges on three interlocking design decisions. First, the model selection and pronmpt
engineering must align with the application's goal, e.g., multiple-choice QA versus open-ended text productian
and language dependency. Second, graph serialization balances completeness, brevity, and LLM interpretalility.
For example, natural-language renderings preserve semantic nuance, while code-like formats leverage the maedel's
code comprehension abilities. The chosen representation directly affects context-window usage and the risk of
information loss. Finally, generation quality can be boosted through staged enhancements: pre-generation tastics
(e.g., deduplication, salience-based pruning) re ne the input; mid-generation controls, such as constrained decoging
or multi-step prompting, steer reasoning paths; and post-generation aggregation reconciles diverse outputs. Baese
implementation choices establish a principled work ow for reliable, graph-aware natural-language generation. 51
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4. Schemaless Use Cases 1

2
In several applications, either an ontology does not exist or the process of building one is prohibited by the time.

In this section, we present applications that do not have a prede ned ontology but build the semantics on the,y.

Using LLMs during the KG creation process, we let the semantics be automatically extracted. 5

6

7

8

4.1. EU Regulation Question and Answering Agent (CRR)

4.1.1. Motivation and Challenges
The complex regulatory landscape in the EU poses signi cant challenges for nancial institutions. For instance,
all banks are required to implement the EU Digital Operational Resilience Act (DORA) by? 2U0&ditional 10
guestion-answering systems often struggle to retain structured information and fail to address the logical compI]éX|-
ties of these regulations [12]. As a result, institutions face intricate and multifaceted issues that necessitate both I%gal
and technical expertise. Consider the following questi@an the risk weight of 65% also be applied to companies !
in the nancial sector that are to be reported in the exposure class “corporate¥@ answer this question, QA 14
systems require understanding how different pieces of a regulation t together. The answer depends on how cbim-
panies are classi ed and whether the regulation includes or excludes them from this speci c rule. All the necessja?ry
information is available in the legal text, but it is spread across different sections and not stated in a single senteHce.
Traditional RAG fails to answer such a question correctly because instead of connecting the dots, it simply retrie¥es
various risk weights from the regulation. In domains such as nance and law, connecting relevant concepts dhd
implicit rules is crucial. Without these connections, RAG systems generate incomplete or misleading answers. z‘i

4.1.2. Realization of Graph RAG 22

To address the challenges of a complex question answering system on regulatory documents, we explorgsthe
application of a Graph RAG solution. Tanstruct the knowledge graph we selected four key regulatory texts 4
critical to banking compliance in the EU: CRRCRR II°, CRD V¢, and CRD V. We apply a self-constructed, ,5
without ontology, LLM-assisted method to build the graph. We processed these documents using the open-soygce,
instruction-tuned LLM Gemma-2-2#8guided by detailed prompts to extract structured knowledge. The hierar-,
chical chunking technique was employed to break up the regulatory text into contiguous and consistent pieces.,ghe
method was applied to enhance upon naive token-based chunking, which is known to yield disjoined informatig.
Once chunked, an LLM served as the knowledge extractor, generating triplets in the form of (subject, predicage,
object). The result is an attributed knowledge graph, in which each entity and relation is enriched with a descriptipn
concisely summarized by the LLM, based on their unique attributes and semantic roles within the regulation. Affer
populating the KG with entities and relations, we also identity communities creating summaries out of them. 5,

For knowledge retrieval, we operate on the constructed knowledge graph and support two specialized retrievgl
modes: (1) Similarity-based retrieval, designed for entity-speci ¢ queries. This mode navigates the graph to retrigve
information about particular entities and their direct relationships. (2) Semantic Clustering aimed at addressjng
broader, more complex queries; this mode synthesizes information from pre-generated community reports. In gon-
trast, the traditional RAG module focuses on straightforward queries, which can be effectively addressed using
dense retrieval to fetch semantically relevant chunks from the vector store.

Foranswer generation the EU Regulation Agent rst classi es each query and routes it to the appropriate Graph0
RAG retrieval mode. Once relevant subgraphs or community reports are retrieved, the system generates an answer
by composing information from the underlying graph, explicitly referencing the involved entities and relations. A
validation module then checks the result against thresholds for faithfulness and relevance. If the answer doeg ot
meet quality standards, the system automatically reroutes the query to an alternative retrieval path. This iterafiye,
self-correcting process continues until a satisfactory answer is produced or all retrieval options are exhausted. ,.

46
Shttps://www.eiopa.europa.eu/digital-operational-resilience-act-dora_en, Apr, 2025 47
“4https://eur-lex.europa.eu/elilreg/2013/575/0jleng 48
Shttps://eur-lex.europa.eu/eli/reg/2019/876/0jleng 49
Shttps://eur-lex.europa.eu/eli/dir/2013/36/ojleng
"https://eur-lex.europa.eu/eli/dir/2019/878/ojleng 50
8https://huggingface.co/google/gemma-2-27b-it 51
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Fig. 2. Graph RAG for EU Regulation Question Answering: The left visualization shows how Graph RAG connects relevant regulatory noggs
to construct a coherent answer, combining information across sections. Compared to traditional RAG methods, Graph RAG enables dééper

Query

Can the risk weight of 65% also be applied to compa-

nies in the nancial sector that are to be reported in t|
exposure class 'corporates'?

ne

RAG

Traditional

The risk weight of 65% cannot be applied to compj
nies in the nancial sector that are to be reported in t|
‘corporates' exposure class under the standardised
proach of the Capital Requirements Regulation (CR

According to Article 122 of the CRR, exposures to car-

porates without a credit assessment are typically
signed a risk weight of 100% or the risk weight of e;

posures to the central government of their jurisdictign,
whichever is higher. Furthermore, Article 131 speci gs

the risk weights for exposures with short-term credit gs-

sessments, but it does not mention a 65% risk wei
for nancial sector companies reported as ‘corporate|

ght
5'.

Therefore, the standard risk weights as outlined in the

regulation apply, and no provision for a 65% risk weig
is mentioned for these exposures.

Graph RAG

nt

The risk weight applied to exposures in the corporate

class, including those in the nancial sector, is deter-

mined by credit assessments from External Credit As-

sessment Institutions (ECAIs) and the Credit Qual
Step classi cation system. These assessments in ue
the risk weight applied to various nancial instrumen

and entities, including corporates. While speci ¢ risk

weights such as 65% are not directly mentioned, the 1
weight re ects the associated risk levels and is cruc
for calculating risk-weighted exposure amounts, impa|
ing capital requirements and nancial stabilifpata:
Reports (256, 218, 236, 254, 114, 226)]hreshold ex-
emptions may also affect the capital structure and r
management strategies, allowing certain items to be
empt from deduction under speci c conditior{®ata:
Reports (191, 114, 256, 218, 236)Therefore, the ap-
plication of a 65% risk weight would depend on th
credit assessment and classi cation of the speci ¢ cq
porate exposure.

reasoning over complex regulatory texts, as illustrated in the example query and answer on the right.

Local Global Hybrid
Metric RAG | G-RAG | Tie RAG | G-RAG | Tie RAG | Hybrid | Tie
Comprehensiveness 34.83 | 61.69 3.48 | 35.82 | 60.7 3.48 | 48.76 | 48.26 2.99
Diversity 18.91 | 77.61 348 | 16.42 | 78.11 5.47 | 26.87 | 63.18 9.95
Empowerment 29.85 | 62.19 7.96 | 28.86 | 67.16 3.98 | 37.81 | 50.25 11.94
Overall Winner 31.34 | 65.17 3.48 | 28.36 | 67.16 448 | 41.79 | 53.23 4.98

Table 1
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28
29
30
31
32
33
34
35
36

37
LLM-As-A-Judge votes (%) comparing Graph RAG (local and global) and Hybrid variants against traditional RAG across three qualitati\slg
dimensions. Higher values indicate more evaluations favouring the method.

4.1.3. Evaluation and Conclusions

39
40
41

To evaluate the performance of our Graph RAG solution, we use the LLM-As-A-Judge method. We use RAGAS
for automatically generating a test dataset. We evaluate the Graph RAG versus Traditional RAG using three metjics:

— Comprehensivenessi.e, how much detail does the answer provide to cover all aspects and details of tHé

question.

— Diversity, i.e., how varied and rich is the answer in providing different perspectives and insights on the qu%-

tion.

— Empowerment i.e., how well does the answer help the reader understand and make informed judgments abjcgut

the topic.

45

50

Table 1 shows the results. Graph RAG outperforms Traditional RAG in all metrics. However, these results should



© 0O N O U~ W N P

a g b B b D DB B D DB D DWW WWWWWWWWNDNDNDNDNDDNDNDNDNDNERERPRPRRERPRRPRRERPRPRP B
P O © 00 N O O h W NP O O 0 N O O B~ WNP O O 0N OO O M WNERP O O 0NO O MWNDNPRP O

10 Collarana et al. / Graph RAG: Insights from Real-World Applications

© 0O N O U~ W N P

I T e N~ i« i =
P O © 00 N o o b W N P O

Fig. 3.0n the left, a user interacting with the car owner's manual assistantthe right, the knowledge graph is automatically generated from
the Volkswagen VW-ID 3 manual.

N
N

23

be taken carefully, as the LLM-As-A-Judge is sensitive to many con gurations, like prompting. We discuss th#$
limitation in subsection 7.1. In practice, we developed an Agentic Hybrid RAG solution for this use case. \¥&
design an agent, the EU Regulation Agent, to control the retrieval process intelligently and compensate for4he
weaknesses of traditional vector-based RAG systems. Vector search is ef cient and fast for simple queries, bdf is
likely to fail to produce accurate or contextually complete answers for complex regulatory queries. The agentis
tasked with classifying user queries and selecting the appropriate retrieval strategy—either vector-based RA& or
one of the Graph RAG modes (local or global). It also contains an iterative self-correction mechanism based®®n
two evaluation metrics: faithfulness and relevance of the answer. If the created response does not meet the dedired
thresholds for these metrics, the agent will automatically rework the question through other retrieval paths untifa
satisfactory answer is reached. This approach ensures an optimal equilibrium between cost, performance, an(:f’ the
high precision needed in handling EU regulations. Column Hybrid from Table 1 shows the evaluation results of our

hybrid con guration. The results favor the combination of RAG and Graph RAG in all metrics. a6

37
38

39
4.2.1. Motivation and Challenges 0

Modern owner manuals, on average, exceed 300 pages. Survey data shows drivers need around seven minytes to
locate a single maintenance instruction [23]. Critical safety warnings, such as airbags, jack points, and high-voltage,
are scattered across multiple chapters, creating “information fragmentation” that hampers quick retrieval in roadside
or workshop scenarios. Keyword search fails when terminology varies, such as central locking, power door lock, and
Zentralverriegelung. It also fails when users ask procedural questions rather than exact phrase matches, like "HHow
do | reset the TPMS?" Traditional RAG systems built for manuals struggle to handle highly complex and ambiguasis
queries [67]. In this use case, we create an assistant designed to answer questions in natural language through awoice
interface. Graph RAG grounds questions in structured entities, including Vehicle Parts, Warnings, and Proceduges.
This capability allows the assistant to reason over part hierarchies (for instance, whieel TPMS sensor) and 49
manage prerequisite relationships, such as the need to remove the battery cover before disconnecting the negative
terminal. 51

4.2. Car Owners Manual Assistant (VW)
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Local Global Hybrid 1
Metric RAG | G-RAG | Tie RAG | G-RAG | Tie RAG | Hybrid | Tie 2
Comprehensiveness 15.84 79.21 4.95 | 20.79 77.72 1.49 | 43.56 51.98 | 4.46 3
Diversity 6.93 88.12 | 495 | 6.44 91.09 | 248 | 33.17 | 59.41 | 7.43 4
Empowerment 14.85 78.71 6.44 | 16.83 81.19 1.98 | 41.58 52.97 5.45 5
Overall Winner 12.87 82.18 495 | 15.84 | 83.17 0.99 | 4257 | 55.45 | 1.98 6
Table 2 7
LLM-As-A-Judge votes (%) comparing Graph RAG (local and global) and Hybrid variants against traditional RAG across three qualitatige
dimensions. Higher values indicate more evaluations favouring the method. 9
10
4.2.2. Realization of Graph RAG 11

We built a Proof of Concept (PoC) by instantiating our Graph RAG Engine using the Volkswagen VW-ID &
manual, which has over 600 pages. A notable challenge in this use case is including technical images across muitiple
pages, using concise bullet points, and presenting the content in German. We used LlafhaPaxs@ct the text 14
from the PDF correctly. LlamaParser is capable of extracting images and short texts properly, providing compleéte
metadata about the information. We exported the text as Markdown for the stage of creating the knowledge graph.
We apply a self-constructed, without ontology, LLM-assisted method to build the graph. We processed the manaal
page by page using GPT-40, guided by detailed prompts to extract structured knowledge, i.e., identifying entities
and relationships. We keep the page number as a reference for each entity and relation. After populating thelXG
with entities and relations, we also identify communities and create summaries. 20

Similar to the previous use case, we employ two retrieval modes for knowledge retrieval: similarity-based ee-
trieval and Semantic Clustering. Similarity-based retrieval covers entity-focused questions such as "Does this2zar
have a CO2 emission sensor?". The semantic clustering retrieval method covers questions that require a gtdbal
understanding of all car characteristics, for example, "What are the car's safety measures?" 24

Based on the retrieved subgraph or community summary, the assistant formulates a response by synthesizing
information from the knowledge graph. Each answer is grounded in speci c entities and relations and includes dirsct
references to the original manual pages where the information was found. This ensures factual accuracy and allows
users to verify the content within its original context. Especially for safety-critical topics, this page-level citatiot®
enhances reliability and transparency, making the assistant a trustworthy companion for in-vehicle or mainten&ace

scenarios. 30

31
4.2.3. Evaluation and Conclusions

To evaluate this use case, we use the same settings as in the previous use case 4.1.3. We use RAGAS tozfguto—
matically generate two types of test datasets: local and global. We use GPT-40 as a judge to evaluate three mejjics:
Comprehensiveness, Diversity, and Empowerment. The experimental results favor Graph RAG outperforms ansyers
in all metrics, as shown in Table 2. Due to the limitations of LLMs as judges, we emphasize that these results gre
preliminary and more ablation studies are needed to draw conclusive conclusions. We discuss this limitation in syb-
section 7.1. This Graph RAG use case integrates with Fraunhofer IDMT audio components, allowing for interactign
with the system using voice commands. Figure 3 (The gure has been anonymized for privacy reasons) shows a

user interacting with the system in a real setting. 0

4.3. Wenn Fraunhofer Wisste - Was Fraunhofer Weil3 (WFW) j;
4.3.1. Motivation and Challenges ji

Ef cient enterprise knowledge management is a pressing issue for fostering innovation and gaining a competitiye
advantage. In Fraunhofer's case, there are 76 institutes located throughout Germany. Each institute managgg its
web portal, PDF repository, and press release, resulting in a large, decentralized information landscape. Enterprise
surveys report that 67% of organizations struggle with knowledge silos, and researchers spend 20-30% of their
time project scoping trying to identify prior work and potential partners [citation]. Conventional keyword searchgg

50
https://www.llamaindex.ai/llamaparse 51
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Local Global 1

Metric RAG | G-RAG | Tie RAG | G-RAG | Tie 2

Comprehensiveness 12.87 84.16 297 | 33.17 65.35 1.49 3

Diversity 4.95 91.58 347 | 2574 | 7178 | 2.48 4

Empowerment 1436 | 68.32 | 17.33| 33.17 | 5842 | 8.42 5

Overall Winner 11.39 85.64 2.97 | 30.20 67.33 2.48 6

Table 3 7

WFW Use Case Evaluation:LLM-As-A-Judge votes (%) comparing Graph RAG (local and global) variants against traditional RAG across
three qualitative dimensions. Higher values indicate more evaluations favouring the method. 9

10

cannot resolve synonym drift ("graph analysis" versus "network mining") or complex questions involving multlpilé
entities, such as "Which institutes collaborate on AR for maintenance?" Missed connections have tangible costs
For example, Fraunhofer cites duplicate proposals on AI/AR w82 M because teams were unaware of paraIIeI
efforts [citation]. Graph RAG literature highlights that structured retrieval halves hallucination rates and boosts

factual precision in enterprise QA. 16

4.3.2. Realization of Graph RAG 1

Similar to the previous use cases, we applied our Graph RAG methodology to extract structured knowledge fiém
the websites of three Fraunhofer institutes: ¥)TAO!, and IDMT'2. The content—such as team pages, project 1°
descriptions, and research areas—was parsed using a custom web crawler and processed page by page witfGPT-
40, guided by detailed prompts to extract structured knowledge in the form of (subject, predicate, object) triplés.
We retained the source page URL as a reference for each extracted entity and relation to ensure traceability. After
populating the graph, we identi ed semantic communities and generated summaries for each cluster to supz)’ort
higher-level understanding and reasoning.

To retrieve information from the graph, we support both entity-level and thematic query handling. Speci 2
lookups, such as “Who works on edge computing at Fraunhofer 1AO?”, are handled using similarity-based 7e-
trieval, which navigates the graph to fetch relevant nodes and their direct relationships. For broader, explora fary
queries—such as “Which institutes collaborate on Al for smart factories?”—we initially applied semantic cIu§§
tering over community summaries. However, due to the high computational cost of traversing large clusters,s\{)ve
introduced a lightweight alternative using Hypothetical Document Embeddings (HyDE). This method generates a
synthetic query representation and uses it to quickly rank and select the most relevant summaries before compgsing
the full answer.

In the generation step, responses are constructed from either the retrieved subgraph or the selected comrrggmty
summary. As in the car manual assistant, all generated answers are explicitly grounded in the graph and inclyde
references to the source web pages from which entities and relations were extracted. This ensures transpatgncy,
enables veri cation, and makes the assistant reliable for both factual lookup and higher-level knowledge discoveyy.

4.3.3. Evaluation and Conclusions 38

We evaluated the WFW use case using the same LLM-As-A-Judge setup and RAGAS-based test genera?on
process described in Section 4.1.3, covering both local (entity-level) and global (multi-hop) queries. As shown‘dn
Table 3, Graph RAG consistently outperforms traditional RAG across all qualitative metrics: ComprehensweneASS,
Diversity, and Empowerment. The most signi cant gains were observed in exploratory questions involving m“'£'§
entity reasoning, where traditional methods often fell short. One limitation is the reliance on public website daja,
which may omit internal or unpublished collaborations. Future work will integrate additional data sources and scgle
the graph to include all 76 Fraunhofer institutes. In summary, the WFW assistant showcases how Graph RAG gan
streamline knowledge discovery in large organizations by surfacing connections across institutional silos. 47

48

LOnhttps:/iwww. t.fraunhofer.de/ 49
Uhttps://www.iao.fraunhofer.de/ 50
L2https:/iwww.idmt.fraunhofer.de/ 51
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5. Schema First Use Cases 1
2

In several applications, a formal ontology exists or can be built. In this section, we present applications thatsdo

have an ontology as a core element of the Graph RAG setup. 4
5
5.1. Arti cial Buddy for Effective Learning (ABEL) 6
7
5.1.1. Motivation and Challenges 8

The relevance of technical topics such as Arti cial Intelligence (Al) and Data Science is rapidly expanding beyoad
traditional technical elds, becoming essential for professionals from a wide range of backgrounds. In particular,
training is reaching a more diverse target group, which creates a need for scalable solutions that can addressipar-
ticipants with varying levels of domain knowledge. Modern educational settings require more individualized ard
asynchronous learning, with a strong emphasis on personalized learning experiences where expert knowledgeimust
be conveyed effectively [25, 38]. The growing demand for micro-credentials re ects a preference for learning in
small units and the ability to demonstrate achievements in a modular way [83]. Micro-credentials are short, targeted
learning programs that certify speci c skills or knowledge. 16

Technologies—especially Al—have the potential to meet these requirements and transform traditional learnirig.
However, in the context of knowledge transfer, the accuracy of information remains critical. Technologies suchtas
chatbots based on large language models (LLMs) often suffer from hallucination, and interactions with them fre-
quently lead to information overload due to verbose and overly detailed responses. To address hallucination issaes,
Retrieval-Augmented Generation (RAG) offers a promising solution by allowing an LLM to access external domain-
speci ¢ knowledge. However, traditional RAG approaches are limited by their text understanding capabilities [623,
indicating the need for improved methods in this area. 23

5.1.2. Realization of Graph RAG 2
To address these challenges, we propose ABEL—the Arti cial Buddy for Effective Learning—a prototype for 2‘%
personalized learning app. ABEL is a joint project of #raunhofer Institute for Applied Information Technology
FIT*3 and theFraunhofer Institute for Intelligent Analysis and Information Systems'fA&h the overall goal of
contributing to the further development of modern educational technologies. The ABEL app offers a hybrid Iearn%g
concept that combines instructor-led training with personalized and self-guided learning. ABEL is based on a Graph
Retrieval-Augmented Generation (Graph RAG) approach, realized with an LLM augmented by a knowledge gr
Graph RAG outperforms traditional RAG in many text understanding tasks [61]. The LLM augmented with know]-
edge acts as an interactive learning assistant, and the graph-based representation of the learning material makgs the
interrelations between the subject areas accessible. 3
The knowledge graph is built from existing Fraunhofer internal learning materials. The material consists of v
ous types of documents, including PowerPoint presentations, PDF les, and manually generated pairs of Frequeptly
Asked Questions (FAQs) with the corresponding answers. The documents contain text, tables, and pictures.Jhe
graph follows the prede ned conceptual model in Figure 4, which is adapted to the structure of the provided dgta
to cover different document and data types. The graph is realized as a property graph; information is organizegas
nodes, relationships, and properties. The nal graph is stored in the graph databas®.Neefjable ef cient se-
mantic search within the knowledge graph, each node representing a text entity is augmented with its correspongding
vector embedding. These embeddings are then stored directly in the Neo4j graph database, utilizing Neo4j's ngfive
support for vector indexing and similarity search. This indexing approach allows for rapid retrieval of semantica!llél
similar nodes based on cosine similarity. The graph data is accessible via a REST API, accessed by an LLM ch%bot

which answers a user query with one of the following RAG mechanisms: 45

— FAQ-Based Retrieval: The system identi es the top FAQs that most closely match the query. These FAQs 46

are then used as context for the LLM, which generates an answer that is informed by this information. a7
48

Bhttps:/iwww. t.fraunhofer.de 49
Lhttps:/iwww.iais.fraunhofer.de 50
15https://ineodj.com 51
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Fig. 4. (a) Chat interface of the ABEL application and (b) Conceptual model of the ABEL knowledge graph. The model represents differgpt
document types, including their components and frequently asked questions (FAQs), which are related to speci ¢ topics. The current ABEL
graph is based on the colored nodes. Including images will be the next step. In concept-centric retrieval, RAG mechanics utilize the relat|onsh|p
between Topic and Concept nodes for multi-hop retrieval.

23
— Concept-Centric Retrieval: The system selects the concept most relevant to the query and retrieves the cbi-
responding learning material, including the most pertinent text chunks. This context is provided to the LLM %o

produce a context-aware response. 7

These RAG mechanisms leverage the structure of the knowledge graph to improve the accuracy and relevanee of

the generated responses. Currently, the chatbot responds only based on the external knowledge it has been praded.

If there is no match for a query, the chatbot will not respond. We achieve this behavior with the following prompt
"Use the given pieces of context to answer the question. If you don't know the answer, just say that you don't kreaw,
don't try to make up an answer.” 32
33
34
35
36
37
— Context Recall: How many of the relevant documents were successfully retrieved? 38

— Faithfulness:How factually consistent is a response with the retrieved context? 39
40

5.1.3. Evaluation and Conclusions

The performance of our Graph RAG system was assessed with the Ragmesi-source evaluation framework.
As an LLM scorer, we decided on OpenAl's GPT-40 with a temperatu@ @ evaluate our retrieval quality, we
focus on a collection of evaluation queries and de ne the following LLM-based metrics:

Using the Ragas evaluation framework, we obtain a context-recallB@66 and a faithfulness score 66763 .
A context recall of> 0:8 con rms that the retriever is surfacing most of the key facts. In contrast, the faithfulness,
is only moderate; tighter grounding—such as enforcing inline citations or adding a post-generation veri catign
pass—should mitigate this shortcoming.

These limitations highlight the need for more robust grounding mechanisms, but they also emphasize the po} n-
tial of graph-based RAG systems in our learning context. With a knowledge graph constructed from accurate gnd
relevant learning materials, learning ef ciency can be increased. LLMs often suffer from hallucinations, and askipg
questions to an LLM usually results in an information overload due to long and detailed explanations. In contragt,
graph-driven retrieval narrows the context, helping to reduce noise and improve answer relevance. Moreover, the

50
18https://docs.ragas.io 51
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ABEL concept can be applied to other thematic content by replacing the knowledge graph. The approach is scalable
and allows for rapid market adaptation for educational training. 2
However, evaluating Graph RAG systems remains challenging. As shown in our earlier results, performance
depends on the quality of the prompt, and veri cation may be necessary. So far, our retrieval process includes
only textual and tabular data. For a comprehensive graph representation of our learning material, it is requires to
incorporate additional modalities, such as images. 6
With ABEL, we are addressing the broader goal of improving modern educational technologies. We aimo
demonstrate that modern technologies, such as knowledge graphs and LLMs, can make a signi cant contribution to
the education sector. 9

5.1.4. Future Work and Directions 10

Processing diverse learning materials poses signi cant challenges, especially when dealing with non-textual ééa\ta
such as images. In educational settings, images play a crucial role in illustrating complex concepts and methogds
making them interesting for users to ask questions. Therefore, developing robust techniques for accurately con-
verting visual information into text, without omitting essential details or misrepresenting the original content, is 2
promising area for future research. Such advances could enable LLMs to handle image-centric queries and i improve

the overall learning experience. 17

18
19
20

5.2. GDPR Compliance Veri er

5.2.1. Motivation and Challenges ”1
Since the General Data Protection Regulation (GDPR) came into effect in 2018, European data protectlonzgu—
thorities have issued over 2,000 monetary penalties, totaiagl8 billion as of March 2024 [19]. Providing an ”s
Al-assisted solution to help companies avoid common GDPR nes is crucial. Ideally, knowledge from preViOLZ,IE
cases should be used to enrich the Al-assisted solution, i.e., similar companies based on similar cases. Prior work
has explored knowledge-graph-based compliance tooling, but these systems either offer static SPARQL quenes [5]
or ad-hoc dashboards that require expert users. RAG promises natural-language access, yet vanilla vector S|mﬁar|ty
falls short in legal settings where answers depend on speci c articles, recitals, and cross-references [4, 109]. Graph
RAG integrates knowledge graphs to bridge this gap by enabling entity-level grounding, constraint reasoning, and

citation generation—capabilities highlighted by recent surveys [102]. 20

5.2.2. Realization of Graph RAG 31

In this use case, we build the knowledge graph around the W3C Data Protection Vocabulary (DPV) [60] andsits
GDPR extension (version 2.1) [60]. All 2,864 concepts and 196 object properties retain their canonical IRIs aad
multilingual labels, providing the graph with legal provenance and out-of-the-box interoperability with DPV-awana
tools. We use the documents store at the GDPRxiv [80] repository to create a knowledge graph. This repositery
contains cases from the of cial government websites of EU countries. Each case is linked to texts in multigke
languages. We perform a cleaning process of extracting the case text les for each case, using only the English
version, from the GitHub repository to maintain conformance. 38

To create the knowledge graph, we identify all DPV-GDPR terms in the text. We then carry out the entity linkirsg
process, using complex regular expressions (regex) to match only terms that are similar to the provided text. Sub-
sequently, we lter out irrelevant terms by revalidating them against the quoted article columns in the enforcement
database. During this process, we also extract subsections of select regulations to ensure precise results, whieh we
then add to the connected terms column. Following this, we construct a knowledge graph using the DPV-GDER
vocabulary. Based on the information provided in the vocabulary CSV le, we de ne superclass and subclass 4e-
lationships in ontology terms. Each node is categorized as a "Term" and is unique. We create a separate nods for
each case from the case.csv le, ensuring every node has a distinct ID. Using the '‘Connected terms' column,4sre
link the case-type nodes to the term-type nodes, thus completing the knowledge graph. Additionally, we estabiish
unigue nodes for countries, company names, and legal decisions, connecting them through relevant relationstsips.
Each country is assigned a URI from DBpedia. We also include a property assistive eld within the Case and Term
nodes, which are all textual elds. Furthermore, we create a structural assistive eld that captures information absut
immediate neighbors and the types of relationships in text form. The property and structural assistive elds together
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