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Abstract
This paper introduces CAAPT (Computational Approaches to Addressing Problematic Terminology), an ontological
framework for the representation of cultural heritage terminology guidance documents and the decision-making
practices involved in this domain as linked open data. The constituent ontologies—CAAPT-O, CAAPT-UC, and CAAPT-
DM—are trialed through the instantiation of a knowledge graph populated by the contents of three cultural heritage
terminology guidance documents and an institutional record that documents the use of guideline suggestions to make
decisions regarding critical cataloguing actions at the Victoria and Albert Museum. A linked open data vocabulary,
CAAPT-V, is also introduced in order to provide a set of reference values to be used in instantiations of the ontological
framework. The creation of this knowledge graph demonstrates the affordances of the ontologies and contributes to
validation of the methodology developed to create them, which is further evaluated through stakeholder consultation
and competency questions. Additionally, this paper proposes a novel approach to ontology engineering that is grounded
in critical theory, namely concepts from feminist and queer theories, thus aligning the theoretical framework of the
technical development work with that of the domain it is considering.
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Introduction

An ontological framework for the representation
of museum-based critical cataloguing

Catalogue records in cultural heritage institutions can con-
tain a wide range of offensive, biased, and outdated language,
ranging from explicit slurs and derogatory terminology to
cliches, euphemisms, objectification, dehumanisation, era-
sures, absences, and more. This is a well-documented issue
for museums and other kinds of cultural heritage institutions,
especially as the risk of harms associated with the use of this
language has escalated as collections data is published online
and may be encountered divorced from its original context
(23; 63; 64). Museums are responding to these issues of
problematic language in a number of ways: individually they
are reviewing their catalogues for problematic terminology
and updating the language used to describe objects, and
collectively they are working together to create industry
guidance that situates this work in the context of larger
goals.However, this work is not straightforward. There is lit-
tle sector-wide guidance on what institutions could or should
look for in these reviews, as well as what strategies they
could or should employ once instances are identified; the lack
of guidance and scarcity of resources available for museums
looking to engage in this work is well known (21; 28; 5; 6).
In fact, one emerging consensus is that guidance must take
context into account as there is no single strategy or response
that would be appropriate in all cases, even within a single
institution (28; 38). As a result, one of the challenges for
museums in this work is in determining how to begin: many

museums may be interested in addressing issues in their data
but are uncertain of what they should look for and what to
do when a problematic term is encountered. Museum staff
therefore spend significant time coming up with search lists
and possible actions, and determining criteria for when a
potential strategy may be considered the best fit solution.

There is an opportunity to address the lack of guidance
and scarcity of resources available for museums looking
to engage with this work through using of linked open
data to create a knowledge graph that links together
machine-readable versions of terminology guidance from
multiple sources and then further connects them to additional
lexicographical resources. The resulting knowledge graph
can then be leveraged to support critical cataloguing
tasks—namely confirming a term as problematic in a given
context and making a decision of how to proceed—by
providing cataloguers with the information they need to
perform their work. Furthermore, this could support inter-
institutional information-sharing and work towards the
development of domain best practices as it would shed
light on how different potentially problematic terms are
being understood by different institutions, and how different
museums are approaching critical cataloguing work.
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This paper describes the development of the ontology
that would be needed to structure such a resource, as well
as the development of a knowledge graph that uses that
ontological structure to link together the contents of three
terminology guideline documents: the terminology guidance
document produced by the Victoria and Albert Museum,
the glossary section of the publicationWords Matter,
and the Cultural Heritage Terminology Network Inclusive
Terminology Glossary (19; 78). This work builds off of
existing work in the linked open data cultural heritage and
linguistics domains in order to bring together communities
of academic interest as well as cultural heritage institutions
looking to engage in critical cataloguing.

The main contributions of this paper are: an ontological
framework comprising three linked open data ontologies
for the representation of museum terminology guidance
documents and the process of decision-making using
museum terminology guidance documents in the context
of the Victoria and Albert Museum; a linked open data
reference vocabulary for publishing datasets using the
described ontological framework; an analysis of where
existing domain ontologies are not adequate for representing
this emerging area of museum practice; a framing of
museum terminology guidance documents as community-
developed diachronic dictionaries, leading to the articulation
of language-related requirements of museums today; and
a demonstration of how concepts from bodies of critical
theory—namely feminist and queer theories—can inform
ontology engineering methodologies.

Research context
The research discussed in this paper took place as part of the
AHRC-funded Collaborative Doctoral Partnership project
“Applications of computational approaches for addressing
problematic terminology in Victoria and Albert Museum
catalogues”. This project seeks to examine the high-level
question of if and how computational approaches can support
the goals of, and work involved in, critical cataloguing.
This stage of the research seeks to engage in the research
questions posed by this dissertation research by using linked
open data to connect together the contents of terminology
guidance documents written by multiple sources, link them
to additional domain-relevant linguistic resources, and create
a data structure that supports critical cataloguing decision-
making in practice. The research detailed in this paper
engages in the following research questions:

• RQ 1. How can domain knowledge about the identi�-
cation and remediation of problematic terminology in
museum catalogues be structured as a data schema that
is actionable for use in a technical system?

• RQ 2. What might a methodology for the development
and application of computational methods informed
by the theoretical foundations and concerns of critical
cataloguing look like?

This paper describes a signi�cant expansion of the earlier
draft version of the ontology �rst proposed in (15) and
discussed as part of the research project proposal presented
at the 2024 Extended Semantic Web Conference Ph.D.
Symposium (14). It extends the source analysis, domain
analysis, and ontology description sections, and introduces

an ontology discussion section. It also introduces an
extension to the original model to consider the representation
of work�ow actions that builds on the recommended
actions covered by the original scope of the modeling
activities. Furthermore, it describes the current version of
the ontological framework which has evolved from a single
ontology to a modularized set of three and includes a number
of small but crucial differences from the version shown in
these two workshop papers.

De�nitions and namespaces
In this paper, “potentially problematic terminology” (“PPT”)
is used to refer to language that may be considered offensive,
harmful, biased, or outdated. There has been effort in the
�eld to de�ne what is meant by “problematic terminology”
and therefore what institutions could, or should, examine
in catalogue reviews (20; 26; 28; 53; 61; 6; 64; 70; 71;
72). For example, the above authors identify “problematic
terminology” as encompassing explicit slurs, euphemisms,
and derogatory, objectifying, and dehumanizing language,
as well as colonial and incorrect names of peoples, places,
and types of objects. For practical purposes within the
context of this paper, PPT is de�ned as the terms listed
in terminology guidance documents.1 This choice seeks to
emphasise the perspective of the domain experts who have
produced terminology guidance documents such as those
that are the subject of the present study, and follows a
similar approach as that taken by Nesterov et al. (63) in
their de�nition of “contentious” language in relationship to
the terms listed in the glossary section of the publication
Words Matter(78). The inclusion of “potentially” is intended
to highlight that terms listed in these documents are not all
considered to be problematic in all instances of use, but they
all have been identi�ed by domain experts as having the
potential to be used in problematic ways.

The acronym “CAAPT” is used throughout the paper
to refer to a shortened form of the research project
title: “computational approaches to addressing problematic
terminology”.

This paper will use the RDF syntax style Turtle
for representations of RDF, namespaces, and pre�x
abbreviations (9). The ontologies that will be referenced with
regularity in this paper are CIDOC CRM, CULCO, OntoLex,
RDF, RDFS, SKOS, and OA; details of these are listed in
Table 1 (10; 11; 25; 52; 59; 62; 75).

Table 1. Ontologies, namepsaces, and pre�xes.

Ontology Namespace Pre�x

CIDOC Conceptual
Reference Model (CRM)

https://cidoc-crm.
org/cidoc-crm/

crm:

Cultural Contexts
Concept Scheme
for Contentious
Terminology (CULCO)

https://w3id.org/
culco#

culco:

Ontology Lexicon
(OntoLex)

http://www.w3.org/
ns/lemon/ontolex#

ontolex:

Simple Knowledge
Organisation System
(SKOS)

http://www.w3.org/
2004/02/skos/core#

skos:

Web Annotation
Data Model (OA)

http://www.w3.org/
ns/oa#

oa:
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Background: situating the work

Critical cataloguing in museums
Domain-wide guidance. The approaches that museum
practitioners are exploring for addressing the presence of
PPT in catalogue records are discussed in the literature as
actions related to `critical cataloguing': “a social justice-
oriented style of radical cataloging that places an emphasis
on radical empathy, outreach work, and recognizes the
importance of information maintenance and care” (81).
These values come out of bodies of critical theory such as
feminist theory, queer theory, critical race theory, and de-
and post-colonial theory (18; 35). Critical cataloguing has
a relatively recent history in museum studies, although the
concept of interrogating museum collections data is not;
Turner (79) notes this history, and identi�es the digitization
and subsequent increase in attention to museum databases as
a motivating factor for contemporary interest. Furthermore,
Watson (82) identi�es an increasing interest in critical
cataloguing in cultural heritage institutions, as evidenced by
increasing literature in this �eld.

However, as noted above, despite this growing interest
there remains little domain-wide guidance available for
institutions who are seeking to engage in this work. In
2021, the Museums Association Decolonisation Working
group dedicated two pages of their report on supporting
decolonisation work in museums to the topic of cataloguing,
but do not provide actionable guidance: instead, they advise
readers to review the language used in catalogue records
in order to “ensure that it is accurate, inclusive, and up-to-
date” so that cultural heritage institutions “avoid reproducing
a vocabulary that excludes and discriminates” and provide
links to further resources (6). Two of these resources provide
more direct guidance: and the publicationWords Matter
(78) includes a glossary of PPT and suggestions for what
museum workers could do when encountering the terms in
their own catalogue data, and Chilcott (23) published a set of
recommendations for conducting critical cataloguing work.
Kennedy (45)—not listed in (6)—produced their own guide
for critical cataloguing in archives building on Chilcott's
recommendations. These are all examples of resources that
started locally but respond to a �eld-wide need and seek
to contribute to a collective effort. A recent contribution
to this �eld is the Cultural Heritage Terminology Network
Inclusive Terminology Glossary, a collaborative resource
intended to “promote cross-institutional collaboration on
inclusive description issues” (21). Like the glossary section
of (78), this resource includes PPT alongside explanations
and suggestions.

Institutional practice. Individual institutions are working
to put these guidelines into action, and museums are
forming internal terminology and cataloguing groups to
review and remediate their catalogue data. The scope
of this work includes controlled vocabulary terms as
well as a language used in free-text descriptions of
objects, exhibition labels, and more. Several museums have
written about developing—and implementing—terminology
guidance documents: these are glossary-like documents that
list terms that the institution is interested in looking for
in their cataloguing, often accompanied by a description
of the term and a history of use that may give context to

why the term was used when authoring catalogue records,
paired with suggestions for actions to take when the term
is found in the record. (42; 43) describe the development
of a “racial terminology guide” at the Victoria and Albert
Museum and the implementation of an online collection
content warning label that led from the implementation
of the recommendations in that guideline. (44) discuss
the Philadelphia Museum of Art's work to create a data
remediation guideline for how the institution wanted to
handle identi�ed instances of PPT, as well as how the
museum put that guidance into practice in a review of
artwork titles, geographic place names, and storage location
names. For both of these institutions, a key part of the
work discussed was the development and maintenance of
a staff discussion group that brought together employees
from across the institution to inform the development of
the guidance document and provide a space for ongoing
conversation (42; 43; 44). Zalm (83) provided insight
into the development and use of theWords Matter
terminology guideline document at the National Museum
of World Cultures, explaining that the history of this
seminal document goes back a 2011 exhibition text style
guide produced by Tropenmuseum, one of the member
institutions of the National Museum of World Cultures.
Interest from other Dutch museum professionals and the
growing recognition of a need for guidance in this area
ultimately led to the creation and publication ofWords
Matter as a museum resource (83).

Lastly, four institutions discuss the work they did not in
developing terminology guideline documents from scratch
but in localising existing resources from other institutions to
meet the needs of their local context. (29) and (7) discuss
how the Bristol Museum and Bristol Archives used the
Cultural Heritage Network Inclusive Terminology Glossary,
to guide their work; this same resource was also used as a
starting point by The National Museum of the Royal Navy
and the David Livingstone Birthplace Museum to develop
their internal terminology guidance documents (1; 13).
The acknowledgement of these institutions of the support
provided by the existence of widely-available resources,
along with Kennedy's (45) iteration on Chilcott's (23)
recommendations, demonstrate the value as well as the
demand for critical cataloguing guidance and resources that
cross institutional divides.

Critical cataloguing and linked open data.
While numerous lists of offensive, sensitive, and problematic
terminology exist, the most relevant related work is in
ontologies for the representation of critical cataloguing
and terminology guidance documents. In this space, two
main projects can be identi�ed: Cultural Contexts Concept
Scheme for Contentious Terminology (CULCO), and the
DE-BIAS project, which bases the ontological structure—as
well as, in part, the contents—of the PPT vocabulary
developed for the project off of CULCO (37; 63). CULCO,
which will be discussed further below, is an ontology
developed to represent the glossary section ofWords Matter.
The knowledge graph that the project team then developed
using this structure contains English and Dutch PPT sourced
from this publication, along with links between these
terms and matches from the Wereldculturen Thesaurus, the
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Getty Art & Architecture Thesaurus, Princeton WordNet
3.1, and Wikidata (63). The DE-BIAS project aims to
leverage this structure to develop a tool that is intended to
help large cultural heritage dataset aggregators to review
incoming and existing datasets for PPT and identify
which instances are problematic and which are benign,
using Europeana as its initial context and dataset (36).
The DE-BIAS project intends to focus on this task of
differentiating problematic and inoffensive instances of PPT
use, stating that “[t]he importance of disambiguation cannot
be emphasised enough” (77). As such, they are interested
in the critical cataloguing work�ow actions as well as
terminology guidance documents. There is no identi�ed
work taking place in museums to use computational methods
such as linked open data in support of critical cataloguing
initiatives.

Application context
The Victoria and Albert Museum (V&A Museum) serves
as the primary context for the development and evaluation
of this research. The V&A Museum contains approximately
1.7 million works of art and design objects acquired over
more than 170 years of collecting activity, and which
is still ongoing (80). The museum's catalogue records
represent objects from vast reaches of time and place,
and as such contain a wide variety of problematics,
making it an ideal context for the research described in
this paper. Furthermore, the V&A Museum is actively
involved in critical cataloguing activities: the museum holds
regular cross-departmental meetings (called the Terminology
Discussion Forum) to discuss terminology questions and
concerns, with the goal of coming to recommendations about
how to address general and speci�c cases. The museum has
also produced and maintains an internal critical cataloguing
guidance document, developed in collaboration between
the aforementioned discussion group, the Interpretation
Department, and additional staff-led internal advisory
groups, which is intended to support staff in making
decisions of how to proceed when they encounter instances
of PPT in catalogue records. These activities and the
documentation produced from them have in�uenced the
development of this research and will be discussed in further
detail below.

Developing an ontological framework for the
representation of museum-based critical
cataloguing

Methodology
Theoretical framework. The methodology used for this
research builds off of two ontology engineering approaches:
the approach to designing and adopting ontologies for use
in domain of cultural data from a feminist methodological
perspective discussed in (16), and the method of lean
ontology development (27). Feminist theory is one of
the �elds of critical theory that directly informs critical
cataloguing (82), and therefore this methodological approach
is foundational for this project. The lean ontology
development method discussed in (27) has also been trialed
in the setting of a feminist linked open data project which

validates the suitability of this approach for this project.
These approaches were used as the foundations for exploring
an ontology engineering methodology informed by the
theoretical foundations and concerns of critical cataloguing.

Eliciting knowledge. The task of modelling an ontology
for the representation of problematic terminology guidelines
was undertaken using three terminology guidance documents
as sources of truth for analysis: these are the Victoria and
Albert Museum Terminology Guidance Document (TGD),
the glossary section of the publicationWords Matter(WM)
(78), and the Cultural Heritage Terminology Network
Inclusive Terminology Glossary (ITG) (19). These three
documents were selected as representative of the types
of terminology guidance that exist in the museum �eld:
TGD is an example of an internal museum terminology
guidance document that has been written for the intended
use of cataloguers within the institution that created it;
WM is an example of a document that started out as an
internal reference but grew into a community resource while
maintaining its curatorial focus; and ITG is an example of
an expansive, community-sourced document that anybody
who is invested in critical cataloguing work can contribute
to. Furthermore, WM and ITG are both frequently cited
resources; their reuse and reference from other institutions
evidences the usefulness of the contents of these documents.
Modeling an ontology based on these three sources will
therefore validate the proposed schema as applicable beyond
the V&A Museum context.

In addition to document analysis, knowledge was elicited
in formal and informal ways from critical members of
the V&A Museum staff. Regular participation in the
Terminology Discussion Forum allowed for a deeper
understanding of the questions that staff have around PTT.
Formal, semi-structured interviews were also held with
a number of museum staff as part of a second aspect
of the larger project in which the research described
here sits, which involved semi-structured interviews with
critical cataloguers from cultural heritage institutions in the
UK, Canada, and USA.2 Key V&A Museum stakeholders
were also regularly consulted throughout the ontology and
knowledge graph development process, making space for
sustained engagement and input. Lastly, a workshop was held
with V&A Museum staff to elicit a series of competency
questions that informed the evaluation of the ontological
framework, discussed further below.

Modelling knowledge. Modelling was �rst done using the
TGD and V&A Museum resources, followed by integration
of WM and then ITG. Modelling of terminology guidance
documents was done �rst, followed by modelling of the
work�ow actions. This method followed the principles of
lean ontology development and allowed the researcher to
stay engaged with intended users and relevant stakeholders,
particularly those at the V&A Museum, throughout the
process.

Modelling was also done with an attention to the
theoretical framework of the project, acting on the conviction
that concerns from critical theory can inform what is
included in an ontology as well as how the selected concepts
are represented (16; 51; 68). Two areas of critical theory
that were introduced into the modelling methodology are
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Table 2. Modelling approaches informed by data feminism.

Data feminism principle (31) Modelling decisions

1. Examine power

Position the source documents and their contents as the products of people, institutions,
and particular sociocultural moments and contexts; highlight what language museums
have considered and are considering as PPT and how this language is being classi�ed
in this context.

2. Challenge power
Position elements as the results of actions taken by people at places and times as
opposed to objective facts; highlight what voices are informing current decisions as to
what language gets considered as “PPT” and what gets suggested as being preferred.

3. Elevate emotion and embodiment Highlight where knowledge from lived experience informs the contents of the guidelines.

4. Rethink binaries and hierarchies
Position PPT not as language that is “bad” or “good” but as evidence of historic and
ongoing relationships of power between people, cultures, and societies.

5. Embrace pluralism
Show the different meanings that a term has had over time and place, and how this
history and contemporary interpretation is understood by different creators of different
terminology guideline documents.

6. Consider context
Highlight how different �elds, and even differences in provenance of the same �eld, can
bring different considerations to the understanding of PPT (e.g. a title given by a maker,
a title given by an estate, and title given by a member of museum staff)

7. Make labour visible

Highlight who has contributed to the intellectual knowledge held in museum terminology
guideline documents and related resources, including ongoing contributions and
versions of documents; highlight who is taking action based on documented suggestions
and what the results of those actions are.

queer theory and feminist theory, both of which inform
critical cataloguing practices more generally (82). In regards
to queer theory, this project seeks to attend to the notion
of “queering” cataloguing and museum practice which
posits that, since data—as seen through the lens of queer
theory—is messy, rejects concepts of completion or �xity,
and constantly changing in form and meaning in relationship
to the evolving contexts in which it exists, then interventions
into this space must themselves invite resistance to normative
practices and the power relations they uphold (34; 69; 76).
The primary concepts from feminist theory that this project
seeks to incorporate are the concept of situated knowledge,
which posits that all knowledge is partial, situational, and
shaped by the context in which it is formed (40), and the
concept of an ethics of care in archival settings, which
highlights the relationships and affective responsibilities that
exist between stakeholders in archival settings and activities
(17) . This attention on individuals and relationships aligns
with the framing of critical cataloguing literature which
likewise stresses the importance of focusing on people:

The work of repairing description and imple-
menting inclusive descriptive terminology must
center on people. While process ef�ciency and
technology applications are part of the work of
replacing harmful terms with more appropriate
ones, shifting descriptive practice and infras-
tructure goes beyond building technical capac-
ity. (38)

In taking this approach, this research engages with
data feminism: a way of thinking about ways of working
with data that is driven by intersectional feminist thought
and a commitment to action (31). Therefore, in addition
to an attention on relationships and associated affective
responsibilities, this project aims to consider the seven
principles of data feminism within the modelling decisions
that are made, as summarised in Table 2. Two major
modelling decisions that come out of this methodology are
ensuring that the ontology focuses on data provenance and

acts of labour, and on the contextual and subjective nature
of all aspects of the knowledge graph, both its structure
and contents. The perceived trade-off is the creation of
a seemingly more complex model, but one that surfaces
information elements that are important to the context of
work and to the intended users of any tools that make use
of the developed knowledge graph.

Knowledge elicited from this process was used to enumer-
ate the requirements of the schema. These requirements were
then compared to the affordances of existing ontologies, a
gap was identi�ed, and a modelling solution was proposed.
The design approach taken intends to minimize the creation
of new classes and instead focus on ways to further bring
together existing linked open data resources and the com-
munities involved in their development, therefore bringing
this project into conversation with the data communities
most relevant to the work being undertaken on this project
and contributing towards the reuse of existing resources in
the linked open data domain. This approach also seeks to
recognise the labour that has already taken place and position
this research, and the researchers who have engaged in it, in
relationship with these other bodies of work and the people
involved in their creation and maintenance.

Source analysis and requirements elicitation
Characterising the domain: terminology guidance docu-
ments. Knowledge was elicited from the structure as well as
the contents of the three source documents (TGD, WM, and
ITG). An analysis of an example record from the sources
is shown in Figure 1. All three source documents contain
three main sets of information; the numbered list below
corresponds to the numbers shown in Figure 1.

1. Potentially problematic terms: in addition to a central
term, the document lists common variants and forms
that a cataloguer might encounter in object records.

1a. Terms and forms
1b. Terms de�ned as sub-terms of the main term
1c. Terms de�ned as a related to the main term
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Figure 1. Terminology guideline source documents example entry: `Aboriginal'.

2. Term description: a number of different ways that
the term has been used or understood across different
times and places.

2a. Descriptions of different meanings and recep-
tions (senses) that the term has had

2b. Speci�cation of different senses according to
time and/or place

2c. Explanation of why the term may be considered
problematic

3. Suggestions: one or more suggestions that could be
considered based on speci�cs of the term encounter,
such as who or what is being described, the original
intended use of the term in the record, and the �eld in
the record where the term is found.

3a. Suggestions of what to do when the term is
encountered

3b. Speci�cation of different suggestions according
to who or where is being described, or where in
the record the term is encountered

They also contain references to other terminology
guidelines (4a), style guides (4b, not pictured), and
documents such as articles, books, and blog posts on the
topic (4c, not pictured).

Not every element is present in every entry, and different
guidance documents emphasised different elements: as can
be seen in Figure 1, ITG prioritises information about
where and when the term has been used and pointing users
of the document to additional resources about the term
in the context of critical cataloguing. This information is
nestled within descriptive structures for TGD and WM,
and WM does not often include reference to other sources.
Furthermore, ITG includes descriptions of benign uses of
the term; WM includes this type of descriptive information
for some records, while ITG focuses almost exclusively on
descriptions of uses that could be considered problematic.

Lastly, there is metadata information for each of these
sources that can be found in the tracking logs, in the case
of the TDG and ITG, and publication details, in the case
of WM, associated with these documents. This is where
information about contributors and publication and edit dates
are located.

Terminology guideline documents as community-
developed diachronic dictionaries. A key �nding that
emerged from this stage of the work was that the descriptive
sections of museum terminology guidance documents
strongly resembled the structure and content of diachronic
dictionaries: dictionaries which focus on describing
how language has evolved throughout history. Unlike
synchronic dictionaries, reference dictionaries that provide
contemporary de�nitions of terms, diachronic dictionaries
capture the history of term senses: the different meanings,
interpretations, and receptions that a term has held across
different places and times (65). From the prevalence of
this kind of information across all three source documents
and the entries they contain, it is clear that access to
this speci�c type of information is essential for critical
cataloguers to make decisions regarding remediative
cataloguing practices. Furthermore, the context aspects of
suggestions that often link to these same concepts of people,
place, and time reinforce the importance of this perceived
relationship between terms, their different historical
and contemporary senses, and potential remediation
strategies. This framing is also supported by research on
the lexicographic treatment of offensive, problematic, and
sensitive terminology (57). Understanding terminology
guidance documents as domain-developed diachronic
dictionaries paired with suggestions offers the opportunity to
consider that modelling approaches to diachronic dictionary
structures from linguistics communities may meet the
information representation requirements of terminology
guidance documents, and thus the experiences of this related
academic domain could be leveraged to the bene�t of the
museum critical cataloguing community.

Characterising the domain: critical cataloguing decision-
making. In addition to a terminology guidance document,
the V&A Museum retains a spreadsheet of actions decided
on during discussion meetings. This document is used to
facilitate meetings as well as provide transparency and
a means of record-keeping: in advance of a discussion
meeting, staff are asked to add to the spreadsheet any records
they would like to discuss, and after the meeting, the outcome
of the conversation is recorded. This can also be used to
review decisions previously made and to check whether
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the recommended action had been implemented. This is
the primary document used to characterise terminology
guideline work�ows, and information from this source
was combined with the researcher's experiences regularly
attending Discussion Forum meetings and conversations
with members of staff about their experiences in order to
determine the information components required to represent
this area of museum practice.

This spreadsheet contains details necessary to identify the
object and the PPT that led to its inclusion in the spreadsheet.
There are �ve main areas of content:

1. Information about the record: identi�er and title.
2. Information about the PPT: name of the �eld in which

it is found, snippet of text where it appears with the
PPT highlighted.

3. Information about the identi�cation: name of the
person who has brought the record forward for
discussion; additional questions they have about the
case; additional notes about research or suggestions
that they feel is relevant.

4. Information about the meeting: date and topic (if
applicable).

5. Conclusion: details of the suggested action to take
determined during the meeting.

This document re�ects only a subset of possible cases:
if a member of staff does not feel that discussion is
required, they may take action based on their knowledge
of best practice and the information available to them,
such as through consultation of TGD. In these cases,
the object record would not be included in the source
document. However, as cases brought for discussion may
represent more complex situations, this resource offers
valuable insights into critical cataloguing work�ows that
require multi-step, collaborative approaches as well as more
straightforward solutions. Furthermore, this process re�ected
the importance of working with domain experts in addition
to consulting available documentation in order to come to
a clearer picture of the work�ow process and information
needs of critical cataloguers.

Domain analysis and gap identi�cation. Ontologies for the
representation of cultural heritage data, terminology, and
linguistics were identi�ed for review as the most relevant
domain areas to the subject under consideration. As noted
above, the design methodology of the project led to the
decision to reuse existing linked open data resources where
possible: if existing ontologies, either independently or in
collaboration, were deemed suf�cient for coverage of the
space, then there would not be a need to mint new ontological
concepts for the representation of the source materials. The
ontologies selected for this review are listed in Table 3.

CIDOC CRM. CIDOC CRM is an ontology for the
representation of cultural heritage data (10). It is a stable
standard widely used in the cultural heritage community and
has been an ISO standard since 2006 and last updated in
2023. The core ontology is made up of 80 classes and 159
properties (version 7.1.2), and numerous formal and informal
extensions exist to further extend this to accommodate
the representation of related domains such as library data,
archaeological excavation data, digital provenance data, and
more. The CIDOC CRM ontology is event-centric, meaning
that it positions all information as the result of events,
such as the moments of interaction between people and
physical and/or conceptual objects, at or during moments
in time and at locations in space (32). Because it was
designed for interoperability and extendibility, CIDOC CRM
is a generic model for cultural heritage data, and it is
recommended that vocabularies be used to specify concepts.
As a result of these design decisions, CIDOC CRM is able
to represent the information about cultural heritage data that
is needed for this research, as well as to provide coverage
of actions that are a necessary component. Furthermore,
CIDOC CRM has been used to represent decision-making
regarding conservation and restoration interventions (60).
However, the level of complexity that is required by CIDOC
CRM to model information about cultural heritage objects
exceeds what is required for the representation of the project
domain, and, as a model focused on cultural heritage data,
it does not include suf�cient coverage of the linguistic
elements identi�ed during the elicitation stage.

Table 3. Summary of ontologies reviewed for domain analysis and gap identi�cation.

Domain Ontology Affordances Limitations

Cultural heritage
data

CIDOC Conceptual
Reference Model (CRM) (10)

Core ontology and
extensions cover wide
range of concepts; event-
centric structure covers
actions.

Introduces greater level of complexity
in structuring of cultural heritage
elements than is required for this use
case; insuf�cient detail of linguistic
elements.

Linguistic data,
dictionaries

Ontology Lexicon (OntoLex) (25)
Core ontology and
extensions cover wide
range of concepts.

Introduces greater level of complexity
in structuring of linguistic elements
than is required for this use case;
insuf�cient coverage of diachronic
elements; no coverage of actions.

Terminology lists,
thesauri

Simple Knowledge Organisation
System (SKOS) (59)

Covers basic thesaurus
structuring; used by related
resources and projects

Only for relating terms and labels to
each other; insuf�cient coverage of
diachronic elements; no coverage of
actions.

Cultural heritage
terminology
guidance
documents

Cultural Contexts Concept
Scheme for Contentious
Terminology (CULCO) (63)

Direct representation of
domain: glossary section of
Words Matter (78)

Insuf�cient granularity of representation;
no coverage of actions.
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OntoLex. OntoLex is an ontology for the representation
of linguistic data, namely lexica and dictionaries. It is a stable
standard, and the most widely used model for publishing
these linguistic resources as linked open data (49). The
core OntoLex model, also called OntoLex-Lemon, centers
around the concept of a lexical entry such as a word or
expression, the forms that entry can take, the senses that have
been associated with it, and the concept that it is intended
to name or describe (25). Like CIDOC CRM, OntoLex
includes a core model (Lemon, consisting of 8 classes and
20 properties) and a suite of extensions for the representation
of additional domain-speci�c information. Also like CIDOC
CRM, the level of complexity that is required by OntoLex to
model information about its domain exceeds what is required
for the representation of the project domain: using OntoLex
to model term forms and descriptions would require the use
of classes such asontolex:LexicalConcept that, for
the purposes of this context, would be purely intermediary
and beyond the requirements.

However, despite this, OntoLex-Lemon provides only
one property to represent all different types of lin-
guistic variation: ontolex:usage has the range of
rdfs:Resource and is used to term senses to “usage
conditions or pragmatic implications when using the lexical
entry to refer to the given ontological meaning” (25). This
does not make it possible to differentiate between types of
conditions or implications such as those surfaced during the
elicitation stage discussed above. Furthermore, the OntoLex-
Lemon documentation showsontolex:usage only being
to connect to literals (strings in the form of instances of
rdf:value ) as opposed to other linked open data entities.
Using ontolex:usage would not make it possible to
include the kind of detailed representation that is present in
the source documents; moreover, usingontolex:usage
in the manner detailed in the OntoLex-Lemon documentation
would not support exploration of a knowledge graph based
on different types and values of “usage conditions or prag-
matic implications” that modelling these concepts as entities
would afford. Furthermore, Armaselu et al. have found that
there is no consensus in the linguistics linked open data
community about how to represent diachronic aspects (3; 4).

Additional possibilities are instead introduced by Lex-
Info, an extension to OntoLex which provides ref-
erence data categories and speci�ed subproperties for
the OntoLex-Lemon model (24). Of the several hun-
dred data categories and subproperties published in Lex-
Info, twelve are subproperties ofontolex:usage :
attitude , domain , geographic , hint , meaning
type , normativity , normative authorization ,
register , socio cultural , temporal quality ,
and text type (24). Four of these are relevant to the
requirements of representing information from terminology
guidance catalogues; these are listed in Table 4.

A second area of related work comes from Lex-0, a TEI3

schema for lexicographic data. As part of their work to de�ne
usage labels in Lex-0, Salgado et al. (73; 74) and Almeida
et al. (2) reviewed several usage typologies, including that
encoded in LexInfo, and proposed ten usage labels. Eight
of these matched in name and de�nition to those provided
in linked open data format through LexInfo, while two
were new: temporal, which re�nes lexInfo:temporalQuality
to from being a generic attribute about the term's use over
time to “mark[ing] the usage of a lexical item in a scale
from old to new”, and frequency, which “marks the relative
occurrence” of the use of the term (2). However, in the linked
open data implementation of the same dataset, the project
appears to leverage LexInfo for the representation of usage
labels (74). The usage types proposed by these researchers
that are relevant to the current project are also listed in
Table 4.

A search for further literature on modelling diachronic
dictionaries reveals that OntoLex is the model that is utilised
for this need and that the requirements introduced by this
project have not been a central focus in other work that has
looked at representing dictionaries or diachronic language
modelling in linked open data (8; 46; 48; 47; 49; 56; 55;
66; 74). As a result, analysis focuses on the Onto-Lex
environment and the affordances of solutions proposed by
LexInfo and Lex-O. In both of these cases, the ontology
authors are looking to represent usage labels present in the
source dictionaries that they are modelling as linked open
data. However, in the context of the present research, there

Table 4. Usage label property comparison.

Concept
CAAPT information
representation need

LexInfo property (24) Lex-0 usage type (2)

Diachronic
Identi�ed periods of time
in which the use was occurring.

temporalQuality : attribute of a term
or lexeme with respect to its use over time.

temporal : marks the
usage of a lexical item in
a scale from old to new.

Diatopic
Identi�ed places in which
the use was
occurring.

geographic : identi�es the place or
region where a lexical unit is mainly used.

lexInfo:geographic

Diaevaluative
Intended purpose of the use
in a given context.

attitude : identi�es the speaker's
subjective point of view, positive or
negative, regarding the object referred to
by a given lexical unit.

lexInfo:attitude

Diastratic
Group of persons intended to
be described by the use in a
given context.

socioCultural : identi�es the use of
a given lexical unit by particular social
groups (diastratic information) and/or in
certain types of communicative situations
(diaphasic information) where a lexical
item mostly occurs, depending on their
level of formality.

lexInfo:socioCultural
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are no usage labels included as part of the structure of
terminology guidance documents nor as part of the speci�c
entries within them. Instead, these nuances are elicited from
the contents of the entries. This may contribute to the lack of
alignment between existing solutions and current needs.

In two cases—diatopic and diaevaluative categories of
information—the information needs of the source documents
and the de�nitions of the properties published by LexInfo
and used by Lex-0 are very close but not exactly aligned.
For diatopic information, the need is not to express where
the term is mostly used but to specify the location where
a described sense has been applicable. For diaevaluative
information, the need is not only to identify the attitude of
the speaker but to connect that with the larger sociopolitical
context in which the term and the sense or use context
being described is taking place. For diachronic information,
although there is a consistent need to represent time-related
information, what precisely is required differs between
LexInfo and Lex-0, and between both of these and the
current project. In this case, more speci�city is required: it is
necessary to represent speci�c time periods or date spans, not
just an indicator of the age of term or the sense. Lastly, there
is a gap in the concept of diastratic information between the
need elicited from the source documents and the one present
in materials covered by LexInfo and Lex-0: in fact, what is
described here as a project need is not exactly `diastratic' at
all, as that is about who is speaking as opposed to who is
being spoken about, but this represents the closest category
for comparison.

Finally, neither the core OntoLex model nor its extensions
cover the representation of actions, a necessary element
identi�ed during the elicitation stage.

SKOS. SKOS is an ontology for the representation of
thesauri and terminology lists. It is a stable standard and is
widely used for publishing controlled vocabularies as linked
open data. It has been used to create LOD critical cataloguing
vocabulary resources such as Homosaurus, an international
LGBTQ+ linked open data vocabulary (41). The core SKOS
model is made up of 5 classes and 28 properties, and further
extensions exist to expand on notions such as relationships
between labels and representing statistical classi�cations.
The core model represents term lists, the existence of terms
within those lists, labels for those terms, and hierarchical
relationships between terms. The creators of Homosaurus
use SKOS to represent notions of preferred and nonpreferred
terms for a concept, what they describe as “use for” (41).
To accomplish this, an entity representing the preferred term
has properties ofskos:altLabel that connect to string
values of terms that they are recommending the main entities
be used for instead. However, as noted with OntoLex, this
does not support detailed representation of the concept nor
exploration of the knowledge graph that is required for the
context of this project. In order to address this, the SKOS-
XL declares the classskosXL:Label , which elevates a
label from string to entity (58). However, this extension
does not include additional types of relationships between
labels, instead focusing on extending existing SKOS label
properties to haveskosXL:Label as their domain. In
addition to this insuf�cient coverage of diachronic elements,
neither the core SKOS model nor its extensions cover the
representation of actions.

CULCO. As introduced above, CULCO is an ontology
developed in 2022 as part of the “Culturally Aware
AI” project to describe the glossary section ofWords
Matter (63). CULCO is made up of two classes and
six properties: individual terms are classed as instances
of culco:ContentiousIssue , which have labels
(skosXL:Label )—the way that they are written—and
one or more instances ofcuclo:Suggestion . CULCO
properties are used to relate terms to labels and suggestions,
and suggestions to labels and example uses. CULCO also
draws on SKOS and the extension SKOS-XL to represent the
rest of the information in its domain.cuclo:Suggestion
is the closest existing class of any of the models reviewed for
a suggestion as it is understood in the context of this project,
but it is too lightweight to be used for an accurate translation
of the conceptual model of the source documents as it does
not expand on the concept of labels, to which it is directly
connected, beyond using SKOS-XL directly. This is similar
to how Homosaurus usesskos:altLabel for their “use
for” concept (41). Furthermore, CULCO does not include the
representation of actions. Therefore, while it offers a strong
foundation, it is not suf�cient on its own.

Existing relationships in the domain. These ontologies
do not exist in isolation: points of connection link them
together into a base that can then be further developed.
CULCO, OntoLex and CIDOC CRM all assert relationships
to SKOS—albeit at different levels of formality—making
it key for bringing them together. OntoLex and CULCO
can be connected through encoded relationships to the same
SKOS class: culco:ContentiousIssueScheme
and ontolex:ConceptSet are both declared as
subclasses ofskos:ConceptScheme . OntoLex also
asserts a relationship toskos:Concep t by declaring
ontolex:LexicalConcept to be a subclass of this
class. CIDOC CRM can then be connected to OntoLex
and CULCO through relationships with SKOS, although in
the case of this ontology, the relationship is not formalised
but stated in the documentation for the conceptual model's
implementation as a linked data ontology (33). In this
case, the ontology authors assert thatskos:Concept is a
subclass ofcrm:E55 Type andskos:ConceptScheme
is a subclass of crm:E32 Authority Document ,
which would make the OntoLex and CULCO properties
further subclasses of these CIDOC CRM classes. A more
direct alignment between OntoLex and CIDOC CRM
has also been previously proposed, expressed through
the hypothetical creation of two new classes that would
inherit from existing classes within the CIDOC CRM
and OntoLex spaces (50). However, as the relationships
between CIDOC CRM and these other ontologies are not
formalised, any ontological structure that seeks to build on
these relationships would need to encode the proposed and
recommended relationships.

Ultimately, CIDOC CRM, OntoLex, SKOS, and CULCO
cover many of the periphery elements found in the TGD
conceptual model but did not provide adequate coverage
of the core elements of the domain, including the need to
provide a detailed level of representation about the history of
senses of terms included in these documents. However, due
to their existing formal and informal relationships, this set of
ontologies provide a robust foundation to build from.
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De�ning the CAAPT ontologies

Ontology implementation design decisions. The CAAPT
ontological framework, illustrated in Figure 2, builds off
of the connections already developed between OntoLex,
CIDOC CRM, CULCO, and SKOS in order to address the
gap identi�ed in representing the information of museum
terminology guidance documents. As the methodology
prioritises forging connections between existing ontologies

and their communities, the ontology design focuses on
the assertion of (sub)classes and (sub)properties that bring
together elements from these four ontologies. The decision
to propose new elements as having inheritance relationships
to multiple ontologies works to build a bridge between these
communities and is reminiscent of the approach taken in (50)
to propose connections between OntoLex and CIDOC CRM.
In total, eight classes and twelve properties are created across
three ontologies, as shown in Figure 2.

Figure 2. Simpli�ed overview of the CAAPT ontological framework. The key used here also applies to Fig. 3-5 and 7-8.
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The overall structure has three sections which are
declared as independent schemas: the representation of
terminology guidance documents is declared in CAAPT-
O, the representation of use context details is declared in
CAAPT-UC, and the representation of critical cataloguing
decision-making is declared in CAAPT-DM. They are used
together to represent the development and use of terminology
guidance documents covered by this research but are
published as three separate documents. This implementation
design decision was made in accordance with Gruber's
criteria for ontology design, which also guided �nal design
and implementation decisions discussed below (39). This
decision responds speci�cally the principle of minimal
ontological commitment: not all anticipated use cases for this
ontological framework require all of the elements depicted.
In particular, the desire to model speci�c details about term
use contexts or senses is not anticipated to be unique to
terminology guidance documents; making these concepts
available for re-use independent to the other classes and
properties that are speci�c to this context reduces the
ontological commitment that a potential user would have to
agree to in order to use these concepts to publish details about
term use contexts in their own domains. Furthermore, the
work of evaluating suggestions and making decisions is not
covered by terminology guidance documents, and therefore
separating those structures into their own documents allows
for the provision of an ontology focused only on the
contents of textual terminology guidance documents without
the ontological commitment of agreeing to how actions
around the use of them are carried out. These decisions
follow the patterns of large ontology communities such as
CIDOC CRM and OntoLex, in which a modular approach
to ontology design supports a wide range of users while
minimising ontological commitment.

CAAPT-O: an ontology for terminology guidance docu-
ments. The CAAPT-O ontology, illustrated in Figure 3,
consists of concepts necessary to represent guidelines doc-
uments and the terms and suggestions that are found within
them, as well as other documents which entries reference,
and data provenance information about the creation and use
of the information.

Guidance documents. The concept of a language
guidance document—instructional documents containing
written guidance on how language can or should be
used in a given context—is expressed in the ontology
as the classcaapt:Guide , which is declared as
a subclass of crm:E32 Authority Document ,
crm:E33 Linguistic Object , ontolex:
ConceptSet , and skos:ConceptScheme . This
builds on the encoded and proposed relationships between
SKOS, OntoLex, and CIDOC CRM discussed above,
while also introducing the characterisation of these types
of authority documents as ones that are expressed in
natural language or languages. The scope of this class is
narrower in de�nition than the combination of meanings
introduced by the classes from which it inherits, thus
meeting the requirement for a new class as opposed to
solely the use of multiple instantiation. In addition to the
parent classcaapt:Guide , a distinction is made between
general guidance documents, style guide documents, and

terminology guide documents: the latter two are expressed
in the ontology as the classescaapt:StyleGuide and
caapt:TerminologyGuide . This represents the need
to differentiate between documents detailing guidance
about language use in general, authoritative documents
for language style and use, and the terminology guidance
documents that are the central interest of this research.
caapt:TerminologyGuide is also a subclass of
culco:ContentiousIssueScheme (also a subclass
skos:ConceptScheme ) of as it is the only type of
guidance document that meets the additional criteria of
this class as being for the representation of contentious
terminology.

All guidance documents contain term entries, term
classi�cations, and term descriptions. Only terminology
guidance documents also contain suggestions; this is one
of the unique characteristics that necessitates them being
expressed as a unique class. The entry of a term is
differentiated from the concept of the term following
OntoLex's conceptual modeling of linguistics and will be
discussed below. Terms can be classi�ed in various ways:
any grouping of terms together can be modelled as a
classi�cation. For the purposes of the present research
context, the most notable classi�cation is whether or not
a term is classi�ed as PPT; other classi�cations include
what kind of demographic the term applies to. For example,
ITG is made up of 18 documents with titles such as
“Indigenous Peoples of Canada, Greenland, Siberia, and
the Russian Far East”, “Disability and Mental Health
History”, and “LGBTQIA+ History” (19); the inclusion
of a term entry in one of these documents indicates the
classi�cation of the term as relating to that topic. The
classi�cations of terms is expressed in the ontology as the
classcrm:E17 Type Assignment , the act of classifying
something according to some method of classi�cation.
Leveraging CIDOC CRM's event-centric structure for this
means that it is possible to highlight classi�cation as a
choice made by one or more persons, possibly within an
organisational context, that is then documented in a guidance
document, rather than as an inherent attribute of the term. In
addition to classi�ed term entries, guidance documents also
contain descriptions (crm:E33 Linguistic Object ):
pieces of written text which detail the different ways that the
term has been used, and which themselves can then come the
subject of use context descriptions, as described in CAAPT-
UC below.

Terms. The concept of an item of language, referred
to here as a term, is expressed in the ontology as
the class caapt:TermRoot , which is declared
as a subclass of crm:E33 Linguistic Object
and ontolex:LexicalEntry . ontolex:
LexicalEntry is the main class of the core OntoLex
model: as a meaningful unit of language, it can be expressed
as one or more words and can take more than one form
(ontolex:Form ), such as the singular and plural forms of
a word, while representing that those different forms share
meaning and are therefore listed together in lexicographic
resources such as dictionaries (25). The use of the CIDOC
CRM class connects this notion from linguistics with
CIDOC CRM's compatible, albeit broader, concept of
“identi�able expressions in natural language” (10).
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Figure 3. CAAPT-O, an ontology for terminology guideline documents.

Instances ofcaapt:TermRoot are not the entries in the
terminology guidance documents themselves, but instead
are the concepts of the terms. Following OntoLex's core
pattern, the classcaapt:TermEntry expresses the term
as an entry in a document: this class is declared as a subclass
of crm:E55 Type , ontolex:LexicalConcept ,
skos:Concept , and culco:ContentiousIssue .
This builds on the encoded and proposed relationships
between SKOS, OntoLex, CIDOC CRM, and CULCO
discussed above. Following OntoLex,caapt:TermEntry
is evoked bycaapt:TermRoot , and leveraging CIDOC
CRM, caapt:TermEntry is listed in caapt:Guide .
Bothcaapt:TermRoot andcaapt:TermEntry can be
connected to details about the various meanings, receptions,
and contexts of use that they have been associated with over
time, as discussed below in CAAPT-UC.

As with the case of the guidance document concept, the
scopes of these classes are narrower in de�nition than the
combination of meanings introduced by the classes from
which they inherit, thus meeting the requirement for a new
class as opposed to solely the use of multiple instantiations.

Suggestions. The �nal concept present in terminology
guidance documents is that of a suggestion that
is made as intended guidance for when PPT is
encountered. This is expressed in the ontology as the
class caapt:Suggestion , which is declared as a
subclass of crm:E29 Design or Procedure and
culco:Suggestion .

As with the cases above, the scope of this class is
narrower in de�nition than the combination of meanings
introduced by the classes from which it inherits, thus meeting
the requirement for a new class as opposed to solely the
use of multiple instantiations. Whilecuclo:Suggestion
is de�ned as “a suggestion gives recommendations
on how to use a contentious term” (62), inheritance
from crm:E29 Design or Procedure introduces the
speci�cation that suggestions as they are understood in this
context are, in fact, “documented plans for the execution

of actions in order to achieve a result of a speci�c quality,
form or contents” (10). Therefore, theSuggestion class
here is a type of documented plan for how to address
speci�c problematic terminology in a museum's catalogue
records; furthermore, “suggestion” as it is de�ned here
is more nuanced than CULCO's de�nition as it describes
propositions for actions to take upon encounter of PPT, not
just suggestions for how to use a PPT.

Suggestions are made for terms listed in termi-
nology guidance documents, and also reference other
terms as replacement or amendment language to be
used as part of a suggestion. The existing property
culco:hasSuggestion is used to relate a term with a
suggestion being made when it is encountered, and the two
new propertiescaapt:suggests replacement term
and caapt:suggests amending term are used to
identify terms that the suggestion has named as potential
replacement or amendment terms.

Instances ofcaapt:Suggestion can be related to each
other through the use of one of three properties that are
subproperties ofcrm:P69 has association with :
caapt:use along with , caapt:preferred , and
caapt:if not possible use , which is the inverse
of caapt:preferred . These three properties re�ne
the generic relationship between different instances of
the crm:E29 Design or Procedure class, of which
caapt:Suggestion is declared as a subclass, in order
to specify three ways in which Suggestions are related to
each other in the source documentation: two of these are
hierarchical, representing a preference order in the listed
suggestions, and the third indicates when two suggestions
should be used at the same time or as two parts of a
larger remediative cataloguing actions. For example, adding
contextualising text and adding a content warning are
often recommended together, as explaining the use of the
problematic term does not negate the need for a warning,
and adding a warning to a record does not negate the need
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to add text explaining what the term means in the context of
the record or why it was retained.

Suggestions can be further described according to what
type of database record �eld the PPT has been found
in and therefore what type of �eld the suggestion is
being considered for through the use of the property
caapt:encountered (range: skos:Collection ).
Initial values for instances of this class are “contemporary
context” (e.g. the current display label text for the object's
online collection page) and “historical context” (e.g. a Title
�eld) as this is the language used in the source materials
when suggestions are made according to the location of the
term in the record. This differentiation is used to indicate
when the suggestion or terminology guidance document
authors feel that it is possible or appropriate to make direct
changes to language in a �eld (“contemporary context”),
or when doing so would be considered an alteration to the
historical record (“historical context”). This represents when
those making decisions about critical cataloguing feel they
are able to make a direct change to the language in a record,
and when they feel they need to employ strategies such
as adding an explanation about the use of the term while
retaining the PPT in its present form. This is an important
element to consider as different suggestions are frequently
described with reference to wwhat kind of �eld the term
appears in.

Suggestions also be further described according to who
(crm:E74 Group ), where (crm:E53 Place ), and what
(crm:E55 Type ) the suggestion is referring to. This is
a necessary structure as suggestion texts frequently refer
to different solutions based on speci�cs of the text. For
example, the “Aboriginal” example shown in Figure 1 reveals
that all three terminology guidance documents suggest
different replacement terms depending on whether the text is
referring to a person or peoples living in Australia or Canada,
and further consideration on whether, if the geographic
context is Canada, the person or peoples are First Nations,
Inuit, or Métis. Other examples of conditions include if the
term is referring to a type of material or art style, or if the
term is being used with derogatory intent. This also builds
further connections between the CAAPT-O and CAAPT-UC
schemas as it enables instances ofcaapt:Suggestion to
connect directly to the same instances ofcrm:E74 Group ,
crm:E53 Place , andcrm:E55 Type that are connected
to instances ofcaapt-uc:UseContext .

Lastly, suggestions can refer to other texts, including
guidance documents and other publications. Representing
this information is important in the ontology as it supports
identifying a network of references and suggestions and
shows a growing community of practitioners. It makes
visible how resources being produced in�uence other
practitioners and the suggestions they end up proposing
(as written in terminology guidance documents) and
could point towards convergence on approaches and thus
potential best practice for the �eld. It also shows how,
just as these documents are the products of people
and action—as highlighted through the data provenance
information discussed below—they are also not produced in
isolation, but as part of an informal network of practitioners
seeking ways to develop and implement domain best
practice.

Data provenance. The CAAPT ontology also supports
the creation of data provenance information for the writing
and editing of the elements described by the model. This
does not require the proposal of unique classes or properties,
but instead reuses concepts from the CIDOC CRM and
Dublin Core Metadata Terms (30) ontologies. Adopting
classes and properties from these two sources, the CAAPT
ontology supports the ability to add information about who
wrote, edited, or contributed to guides, descriptions, and
suggestions, as well as who classi�ed terms, along with
date information for all of these actions. This promotes a
focus on the people and actions who produce and maintain
terminology guidance documents and allows for evolutions
as suggestions and guide documents get updated over time
as language changes and new strategies emerge.

CAAPT-UC: an ontology for describing use contexts. The
CAAPT-UC ontology, illustrated in Figure 4, consists of
concepts necessary to represent the details of use contexts
described in terminology guidance documents: these are
expressed as one class and six properties, all of which take
the proposed class as their domain.

Use context. The concept of the unique contexts in
which a term was used, and the meanings, senses, and
receptions that were associated with it during those
contexts, is expressed in the ontology as the class
caapt-uc:UseContext , which is declared as a
subclass of ontolex:LexicalSense . Use contexts
can be described by four attributes: when and where
they are described as having taken place, the intended
meaning that has been attributed to the use of the term
in the given context, and who the term was intended to
refer to when it was used in the context being described.
The properties that are declared in order to support this
representation—caapt-uc:diachronic mark (range:
crm:E52 Time-Span ), caapt-uc:diatopic mark
(range: crm:E53 Place ), caapt-uc:
diaevaluative mark (range: crm:E55 Type ), and
caapt-uc:intended target mark (range: crm:
E74 Group )—are all subproperties ofontolex:usage
as they re�ne the notion of the original predicate— to
“indicate[] usage conditions or pragmatic implications when
using the lexical entry to refer to the given ontological
meaning” (25)—to the speci�c kinds of use cases discussed
in the source materials, where an analysis of the descriptions
revealed four main considerations: where the use of the
term took place, when the use of the term took place,
who the term was intended to describe when it was being
used, and the intended purpose or use of the term. These
four properties therefore introduce these meanings to the
relationships they represent, and narrow the scope of the
range fromrdfs:Resource to speci�c classes according
to the needs of those relationships.

Use contexts are also connected to terms in two
ways not covered by OntoLex: descriptions of use
contexts include reference to the shift between terms
to describe the same group of people over time.
Two properties, caapt-uc:describes replacing
and caapt-uc:describes replaced by , are pro-
posed in order to express these relationships. These are not
subproperties of OntoLex properties, as the closest match
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Figure 4. CAAPT-UC, an ontology for describing use contexts.

would be ontolex:isSenseOf , but as this property
relates a lexical sense to the lexical entry it is a sense
of, declaringcaapt-uc:describes replacing and
caapt-uc:describes replaced by as subproperties
of ontolex:isSenseOf would mean asserting that they
represent a speci�c kind of sense relationship. This is not
intended, as what is being described in the use context
is not a shift of term meaning but a shift of term use.
These two properties are declared to have the range of
ontolex:LexicalEntry to support reuse of the con-
cepts beyond the scope of this project, and are implemented
in the project knowledge graph through reference to the
subclass detailed in CAAPT-O,caapt:TermRoot .

As use contexts can be described in the descriptions
of terms in terminology guideline documents,
the use of ontolex:reference (domain:
caapt-uc:UseContext , range:rdfs:Resource , of
which crm:E33 Linguistic Object is a subclass)
can be used to further connect the CAAPT-O and CAAPT-
UC ontologies by connecting instances of term descriptions
directly to the use contexts they detail. Suggestions can also
be connected through shared reference to the same instances
of people (crm:E74 Group ), places (crm:E53 Place ),
and things (crm:E55 Type ), as discussed above, which in
turn can further link together the CAAPT-O and CAAPT-UC
ontologies to make a single comprehensive knowledge
graph.

CAAPT-DM: an ontology for critical cataloguing decision-
making. The CAAPT-DM ontology, illustrated in Figure 5,
consists of concepts necessary to represent the steps involved
in decision-making within this domain: reviewing catalogue
records for PPT and deciding on reparative actions, in
particular by applying the suggestions documented in
terminology guidance documents. The central concepts of
CAAPT-DM are the instance of a term in a record and
the actions around selecting an approach or suggestion in
order to address the encounter. There is only one new class
proposed to meet the representation needs of this domain;

instead, this model draws upon OntoLex and CIDOC CRM
concepts, as well as classes and properties from the Web
Annotation Data Model (OA). Additionally, CAAPT-DM
draws on concepts already created as part of the CAAPT-O
and CAAPT-UC ontologies: as such, it is an extension of the
existing representation domain, but as it represents a broader
scope than solely the contents and structure of terminology
guidance documents, it is expressed independently. This
offers the opportunity for extendibility of this area without
requiring changes to be made to CAAPT-O or CAAPT-UC.

Encounter instance. The concept of the instance
of PPT in within a record that is then encountered
by a user is expressed in the ontology as the class
caapt-dm:EncounterInstance , which is
declared as a subclass offrac:Attestation ,
crm:E33 Linguistic Object , and
oa:Annotation . The pre�x frac indicates use of
the OntoLex-FrAC ontology, an extension to the core
OntoLex-Lemon model for information related to
frequency, attestation, and corpus-based information
(22). frac:Attestation asserts that this entity is “an exact or
normalized quotation or excerpt from a source document”
(22) and as such is corpus evidence of the use of a term in
a given context, whilecrm:E33 Linguistic Object
asserts that this evidence is being expressed as written
language (10). Lastly,oa:Annotation asserts that this
entity represents an annotation of an existing text specifying
the encounter of the form; the implications of this use
of OA will be discussed further below. The de�nition of
caapt-dm:EncounterInstance further speci�es that
the contents of this annotation are being understood as an
attestation of the form as expressed in written language,
and that it is the exact form of the term as it is encountered
in a catalogue record. Therefore, the scope of this class is
narrower in de�nition than the combination of meanings
introduced by the classes from which it inherits, thus
meeting the requirement for a new class as opposed to solely
the use of multiple instantiations.
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Figure 5. CAAPT-DM, an ontology for critical cataloguing decision-making.

Terms are connected to instances of encounter through
their forms, as it is a speci�c form of the term that
is present and being encountered in a catalogue record.
Records are connected to instances of encounter through
three levels: the encounter instance is a piece of text
that forms part of the total text of the �eld, which is a
component of the record. Records, as well as the objects that
they describe, are discoverable through unique identi�ers:
through this pattern, it is possible to start with the object or
record unique identi�er and navigate the knowledge graph
to get to encounter instances, forms, and use contexts.
In addition, record �elds are identi�ed according to their
type, such as “title”, “production date”, or “medium”,
and these labels are members of classi�cation collections
such as “contemporary context” or “historical context”.
This supports the connection of suggestions to encounter
instances, which will be discussed further below.

Identifying encounter instances in a linked open data
environment. A second layer of interpretation is present
in the CAAPT-DM ontology, visible through the use of
OA. As described above, the concept of the domain
is complete and navigable using concepts solely from
CIDOC CRM and OntoLex, after the addition of the
caapt-dm:EncounterInstance class. Introducing
OA, then, brings light to the process of identifying encounter
instances, particularly when considering the linked open
data environment that the development of these ontologies
directly enables. After all, a linked open data ontology is
not just a conceptual model of a domain, but the articulation
and encoding of that conceptual model using a particular

set of technology and for the use of knowledge graphs that
are then published using these ontologies and technologies
in a linked data environment. As such, the creation of
instances ofcaapt-dm:EncounterInstance —the act
of identifying the occurrence of a term form in a particular
record and �eld—is conceptualised here as an act of
annotation, resulting in annotations of source materials. In
incorporating OA into this model, CAAPT-DM makes three
assertions about OA concepts: that anoa:Annotation
is the text annotation resulting from the process of
annotation, thatoa:TextQuoteSelector is the text
string that is identi�ed, thatoa:FragmentSelector is
the structural section of the document that is identi�ed.
This position furthers the stance on alignment between
OA and CIDOC CRM proposed in (16), in which
oa:Annotation and oa:TextQuoteSelector are
positioned as text items and used in conjunction with
crm:E33 Linguistic Object .

This design decision to use OA to represent the process
of identifying encounter instances in a linked open data
environment also aligns with the strategy taken by the
DE-BIAS Project who use OA as the ontology layer
for representing the automated identi�cation of PPT in
Europeana records (54). However, there are three differences
in the application of OA between DE-BIAS and CAAPT-
DM. First, DE-BIAS consolidates all occurrences of a
bias term in a metadata record into a single instance
of oa:Annotation , while CAAPT-DM requires a new
instance ofcaapt-dm:EncounterInstance for each
occurrence of one form of a PPT in one �eld of catalogue
record, thus introducing a greater level of speci�city in the
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representation. Second, DE-BIAS uses the URI of the term as
the body of the annotation, while CAAPT-DM points to the
URI of the term form, resulting in a greater level of precision
of what is being identi�ed. Third, DE-BIAS types their initial
target selector asoa:RDFStatementSelector , while
CAAPT-DM usesoa:FragmentSelector to represent
that the selection of a speci�c �eld from a catalogue record
is the selection of a structural component of the document.
One notable point of alignment between CAAPT-DM and
the DE-BIAS use of OA is in the concept of motivation: the
OA model does not require a motivation to be present for
a valid annotation, it recommends doing so, and CAAPT-
DM aligns with DE-BIAS both in using this property
and selecting the OA motivationoa:highlighting as
the default value. While the inclusion of this information
is not necessary for any navigation of the model, it
is important for the purpose of transparency: adding an
oa:hasPurpose property creates space for users to be
clear about why the annotation was created, or in this case,
why the form was identi�ed in the encounter instance.
The default value ofoa:highlighting states that this
purpose is “to highlight the Target resource or segment
of it” (75), clarifying that the purpose of the task as it
has been conceptualised is to draw attention to the record
and the occurrence of the PPT in a speci�c form within
the text of that record. This makes explicit the connection
between identifying instances of encounter and other critical
cataloguing activities that may then be connected to the
record and instance of encounter through the concepts used
in CAAPT-DM to represent decision-making in this domain.

Suggestion selections and decision-making. The
representation of decision-making and selecting
approaches or actions to take centres on the use of
crm:E7 Activity . Different kinds of activities are
classi�ed using crm:P2 has type and connecting to
reference vocabularies: this allows for the representation
of new types of actions as they emerge without requiring
revisions to CAAPT-DM. All actions can be associated
with the people that are actively or passively involved in
them, as well as the dates and times when they were carried
out. Furthermore, CIDOC CRM offers a set of temporal
relationship properties to connect different activities to each
other over a period of time, which CAAPT-DM leverages:
activities can take place as part of larger activities, be
preceded or succeeded by other activities, and motivate
or be motivated by other activities. This allows for the
representation of multiple activities around the same
encounter instance that may happen progressively over a
period of time: for example, an encounter instance could
be identi�ed (caapt-dm:EncounterInstance ),
somebody could mark that instance being an occurrence
of a sense of the term that seems problematic
or in need of review (crm:E7 Activity 1
> crm:E13 Attribute Assignment >
caapt-uc:UseContext + crm:E55 Type ),
they could then be motivated to bring the record
to a discussion group (crm:E7 Activity 2 >
crm:E29 Design or Procedure ), the record and
encounter instance could then be discussed during a
meeting (crm:E7 Activity 3), resulting in a decision
to implement one of the suggestions for the term listed in a

terminology guidance document (crm:E7 Activity 4
> caapt:Suggestion ). Each of these activities took
place at different times, some motivated others, and some
involved different people, all of which is possible to
represent through CAAPT-DM. The representation of all of
the different people who are involved in this work, as well
as having a way to identify who led the actions regarding
a speci�c instance if such a role was present, is important
not just to recognise and elevate labour but also in response
to user needs identi�ed as part of the competency question
generation process described below. Although CAAPT-DM
shows the parent classcrm:E39 Actor for this, in
implementations of this model its subclasses will be used
to represent person(s) as individuals (crm:E21 Person )
or groups (crm:E74 Group ). Furthermore, although not
represented in the model, liberal use ofrdfs:comment
is recommended to ensure that details about actions and
decision-making are robustly captured.

Trialing the ontologies with an instantiated
knowledge graph of critical cataloguing

Populating a knowledge graph of critical
cataloguing

In order to validate the ontological framework and the
methodology that led to its creation, the ontologies were
instantiated with a knowledge graph using an OWL version
of the ontologies. Reference to the namespaces and �le
locations is provided in at the end of the paper. This
knowledge graph has been populated with the contents of
TGD and WM, and portions of ITG (integration of additional
segments of ITG remain in progress). While WM is a
published document, the contents of TGD and ITG included
in the knowledge graph represent snapshots of living
documents at a particular moment in time. Furthermore, only
a section of ITG was selected for population of the initial
knowledge graph: only the contents of one of the �fteen
subject-speci�c documents were analysed, and from this
document, only records containing at least one suggestion
or a full description were included. These scoping decisions
were made as the purpose of the exercise was to see if
the ontological framework being developed was capable
of representing a community-developed language resource
such as ITG and integrating only the scoped selection
would meet the requirements of this. Furthermore, the sheet
selected was the one with the greatest amount of anticipated
crossover with the contents of TGD and WM, and therefore
offered the greatest opportunity to explore inter-institutional
similarities and differences through the developed graph. The
V&A Museum's spreadsheet of tracking actions was used
to populate the section of the knowledge graph structured
with CAAPT-DM: this too is a working document and so
represents a snapshot of a moment in time.

The graph population was accomplished through a
combination of manual and automated methods: the source
documents were transformed by hand from their original text
document forms into sets of CSVs, which were then used
as the input for conversion scripts. The intermediary CSVs
produced as part of this work�ow were also a helpful artifact
in communicating to non-technical stakeholders how the
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source documents were being interpreted and transformed;
stakeholder review will be discussed in further detail below.

CAAPT-V: a reference vocabulary for critical
cataloguing knowledge graphs
Knowledge graph population emphasised the need to have
common reference values for the ontologies to draw on,
especially given early design decisions to separate the
vocabulary and ontology elements. The initial vocabulary
that accompanies the ontologies for this project, CAAPT-
V, represents the vocabulary needs of the documents
whose contents have populated the knowledge graph. It
is implemented in linked open data using SKOS: each
vocabulary item is an instance ofskos:Concept and
grouped under one of fourskos:ConceptScheme
headings.

Term types. Term types (caapt-v:term types ) are
vocabulary terms used to label the classi�cation of terms in
terminology guidance documents. There are two initial terms
within this concept scheme:caapt-v:search term ,
which classi�es a term as one that the guidance document
authors have �agged as PPT and thus recommend to
be searched for in critical cataloguing reviews; and
caapt-v:preferred term , which classi�es a term as
one that the guidance document authors have recommended
as a potential alternative to acaapt-v:search term ,
usually discussed as part of a suggestion.

Text types. Text types (caapt-v:text types ) are
vocabulary terms used to classify the types of descrip-
tions that are written in terminology guidance docu-
ments. There are three initial terms within this con-
cept scheme:caapt-v:description , which identi-
�es text describing the different meanings and uses
of term, including contextualised uses and de�nitions;
caapt-v:etymological , which identi�es text describ-
ing the linguistic origins and historical development of the
term as a linguistic item; andcaapt-v:sensitivity ,
which identi�es text describing the sensitivities and concerns
regarding the use of the term, particularly as it pertains to the
contemporary context.

Suggestion action types. Suggestion action types
(caapt-v:suggestion actions ) are vocabulary
terms used to categorise different types of suggestions
that are made in terminology guidance documents, such
as to reword the text in the record, add contextualising
text to the record, or add quotation marks around
the PPT. There are 12 initial terms within this
concept scheme: caapt-v:add context text,
caapt-v:consult, caapt-v:content-warning,
caapt-v:disclaimer, caapt-v:format,
caapt-v:quotes, caapt-v:rephrase,
caapt-v:remove, caapt-v:reword,
caapt-v:self identify, caapt-v:specific,
andcaapt-v:stet .

Use intention types. Use intention types
(caapt-v:intentions ) are vocabulary terms used
to identify different intended uses of a term, such
as to be derogatory or respectful, to communicate or
further discriminatory beliefs or aims, or to reclaim

language for an individual or community. There
are 15 initial terms within this concept scheme:
caapt-v:ableism, caapt-v:antisemitism,
caapt-v:classism, caapt-v:colonialism,
caapt-v:derogatory, caapt-v:empowerment,
caapt-v:homophobia, caapt-v:legal,
caapt-v:medical, caapt-v:misogyny,
caapt-v:political, caapt-v:racism,
caapt-v:reclaim, caapt-v:respectful,
andcaapt-v:xenophobia .

skos:Collections. CAAPT-V also includes two
skos:Collection terms in addition to the four
skos:ConceptScheme vocabularies. These terms
name the collection of types of object record �elds and
are used in the domain position of a triple that connects an
instance ofcaapt:Suggestion to the category of �eld
type that it refers to using thecaapt:encountered
property. There are two initial terms in CAAPT-V:
caapt-v:historical context , which names the
collection of types of �elds that contain text that the
terminology guidance document authors feel cannot
be changed without altering the historical record, and
caapt-v:contemporary context , which names
the collection of types of �elds that contain text that the
terminology guidance document authors feel can be changed
directly.

A knowledge graph of critical cataloguing
This stage of knowledge graph instantiation has resulted
in an initial graph describing 454 suggestions and 295 use
contexts for 274 terms related to 192 entries across the three
terminology guidance documents, along with decisions for
414 cases of PPT determined by members of the V&A
Museum. A summary of the counts of entries, terms, use
contexts, and suggestions is provided in Table 5.

Table 5. Terms, entries, use contexts, and suggestions.

Section (number of...) TGD WM ITG Total

Entries listed in source
documents

76 55 61 150

Terms listed or referenced
in source documents

123 108 109 274

Terms classi�ed as `to
search for'

78 63 96 193

Terms classi�ed as
`suggested as preferred'

46 52 19 98

Use contexts 139 137 85 295
Suggestions 324 106 24 454

As is evident from the summaries, there is crossover
of contents between the three sources. The overlap of
term entries and roots between the three source diagrams
is explicitly visualised below in Figure 6. For example,
there are 34 cases where an entry is listed in two source
documents, and four cases where it is listed in all three
(Table 5, row 1, “Entries listed in source documents”). There
are also 52 cases where an entry is listed in or referenced by
two source documents, and 13 cases where it is listed in all
three (Table 5, row 2, “Terms listed or referenced in source
documents”). In addition to the increased number of entries
represented in this calculation by looking at terminology that
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Figure 6. Overlap of entries and terms between terminology
guidance documents.

has been referenced as well as listed in the source documents,
the larger number of terms relative to the number of entries
hints at the affordances of the underlying structure which
allows multiple terms to be connected to the same entry. This
allows for an accurate translation of the source documents.
For example, while WM entries are labelled with a single
term, TGD entries can have a second term in the primary
column, and ITG may list several terms in the primary
column for a single entry. This structure is maintained in
the knowledge graph through the connection of multiple
instances ofcaapt:TermRoot to a single instance of
caapt:TermEntry , following the structural guidelines
introduced by OntoLex.

The knowledge graph also reveals that a term can be
classi�ed in multiple ways by the same guidance document:
this speaks to the highly contextual nature of language,
where a term may be considered problematic in some use
contexts and benign in others. This occurs for the case of one
term in TGD, for seven terms in WM, and for �ve terms in
the section of ITG incorporated into the knowledge graph.
To illustrate, one term, associated with the entry for “Black”,
appears in all three source terminology guidance documents
and, in all three, has been classi�ed as both a term to be
searched for and as a term recommended in a suggestion.
The knowledge graph contains records of 65 terms which
have been classi�ed by multiple source documents: 58 terms
have been classi�ed twice, and seven have been classi�ed
by all three. For all but eight terms, the classi�cation of
the term was consistent across the multiple sources: of the
outstanding eight, three were cases of partial agreement and
�ve were cases of non-agreement. In the cases of partial
agreement, one source classi�ed the terms with both labels
while the second selected only one. In the cases of non-
agreement, the two sources classi�ed the term differently.
This does not mean that the institutions who developed those
guidelines see those terms as only problematic or preferred,
but that the guidelines only discuss the problematic or
non-problematic use contexts for those terms. This also
points to how the different source documents take different
scopes and, as such, bring compatible strengths to the
knowledge graph. For example, TGD focuses largely on
describing problematic term senses and detailing suggestions
for how to address encounters of those use contexts. As
such, the document contains a large number of suggestions
but more speci�cally scoped descriptions. ITG, on the

other hand, contains descriptions of multiple use contexts
that have been associated with a term over time, but
includes fewer recommendations. WM is the most balanced
of the three, pairing descriptions that acknowledge non-
problematic use contexts while maintaining focus on the
problematic ones with concise sets of suggestions. A
knowledge graph containing multiple terminology guidance
documents, bringing in the different elements of focus taken
in the creation of each, thus is capable of providing users with
deeper understanding regarding use contexts and approaches
to addressing instances of different use contexts than they
would be able to get from a single source terminology
guidance document.

Illustrative example from the knowledge graph
To illustrate the ontological framework and instantiated
knowledge graph, an example from the V&A Museum
is described. Although meaningless URIs are used in the
knowledge graph, descriptive URIs will be used below to
facilitate readability. This excerpt shows some of the contents
of the knowledge graph regarding the term “Indian”, an entry
in TGD and WM. Both source documents describe different
uses of the term and their sensitivities. A total of eight
suggestions are elicited from these two documents:

:indian_entry culco:hasSuggestion
:indian_s1, :indian_s2, :indian_s3,
:indian_s4, :indian_s5, :indian_s6,
:indian_s7, :indian_s8 .

:indian_s1 a caapt:Suggestion ;
rdf:value "Consult Interpretation

Department" ;
crm:P2_has_type caapt-v:consult ;
dcterms:mediator :vam_interp_dept .

:indian_s2 a caapt:Suggestion ;
rdf:value "If used to refer to an

indigenous person of the
Americas: Any contemporary
use should be avoided. Where
possible, remove and/or
reword to be more specific,
e.g. Cherokee or Navajo, to
avoid the over-simplification
of a diverse group. Be aware
though that these are broad
umbrella terms and
sub-groups exist." ;

crm:P2_has_type caapt-v:remove,
caapt-v:specific .

:indian_s3 a caapt:Suggestion ;
rdf:value "If describing a person's

identity, check how they self-
identify and adopt the
terminology used and accepted
by the people themselves." ;

crm:P2_has_type caapt-v:
self_identify .
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:indian_s4 a caapt:Suggestion ;
rdf:value "If it's not possible to

identify a more specific term,
alternative options include
'Indigenous American' (in the
USA)." ;

crm:P2_has_type caapt-v:reword .

:indian_s5 a caapt:Suggestion ;
rdf:value "If it's not possible to

identify a more specific term,
alternative options include
'First Nations' (in Canada)." ;

crm:P2_has_type caapt-v:reword .

:indian_s6 a caapt:Suggestion ;
rdf:value "Where the term appears

in a historical context or in
a piece of text that cannot
be changed (e.g. a title),
the term should be given in
quotation marks in running
text with a caveat that this
is an outdated, and to some,
offensive, term." ;

crm:P2_has_type caapt-v:quotes,
caapt-v:disclaimer .

:indian_s7 a caapt:Suggestion ;
rdf:value "Adopt the terminology

used and accepted as respectful
by the people themselves." ;

crm:P2_has_type caapt-v:
self_identify .

:indian_s8 a caapt:Suggestion ;
rdf:value "In this entry Indian

does not refer to Indian as
used to describe people from
India/South Asia. In this
context Indian is correct." ;

crm:P2_has_type caapt-v:stet .

Furthermore, information can be elicited from these
suggestions about who or where is being described, as well
as where in the record the encounter is taking place. These
relationships are illustrated in the top section of Figure 7.
This visualises how three suggestions refer to the same
people and place, but one of them is speci�c for when
the context is a historical �eld whereas the other two are
speci�c for when the context is a contemporary �eld. It
also shows how the more speci�c suggestions are both
more specialised in terms of who and where they refer,
and also that relationships exist between them and their
broader counterparts: where it is possible to be speci�c, that
is the preferable solution to one that is intended for a more
generalised approach. There are also eight use contexts that
are described by TGD and WM for this term: four by TGD,
three by WM, and one by both. As illustrated in Figure 7,
these also show each of the use contexts relates to people
and place, as well as intention. Suggestions and use contexts

are then connected to each other through shared reference to
people, places, and things, also shown in the top section of
Figure 7.

These relationships are relevant for the example of
CAAPT-DM that represents the decisions made regarding
the use of the term “Indian” in the References �eld of a
catalogue record. This example is illustrated in the bottom
section of Figure 7. In this instance, the term is �agged by
a member of staff who brought the record to a Discussion
Forum meeting for review. It was decided at that meeting
that the wording should be changed to “Native American”.
That action was then carried out by a member of staff, and
the decision and action were later audited to ensure that the
approach remained desirable and that the edit had been made.

Discussion

Evaluating the ontological framework

Articulating and applying stakeholder-generated compe-
tency questions. V&A Museum staff were engaged in order
to formulate competency questions. As the goal was to
engage as many staff as possible, a form was sent out for
one month in June 2024, followed by a hybrid workshop
in September 2024. Following the workshop the form was
re-opened for another month, but no additional responses
were submitted during this time. In total, sixteen members
of V&A Museum staff contributed to the development of
competency questions.

In order to gather information about the kinds of questions
that museum staff had around terminology review work,
�ve prompt questions were developed: three to target
distinct stages of work—before looking at cataloguing
(when thinking about the general issue of PPT and
considering reviewing data), when looking at cataloguing
and encountering PPT, and when undertaking cataloguing or
editing records, such as when considering to make an edit to
a record as a result of encountering PPT—and two to surface
information-seeking behaviours. The responses provided by
staff members were gathered and reworded so that they �t
the structure of competency questions (67). In some cases,
multiple original questions were �t to a single competency
question; in other cases, a single original question was
used to articulate multiple competency questions. Forty-three
competency questions were generated using the methods
described. A representative list of �ve competency questions
and the corresponding SPARQL queries that provide answers
to them are shown in Table 6. and a reference to the full set
of competency questions and queries is provided at the end
of the paper.

Stakeholder review of the ontological framework and its
instantiation. The ontological framework and instantiated
knowledge graph contents re�ecting TGD have been
reviewed by key stakeholders at the V&A. These are
staff who are responsible for creating and maintaining
the museum's Terminology Guidance Document (TGD),
and therefore are best positioned to evaluate whether
the conceptual model matches their understanding of the
document and domain. A second validation review was then
carried out with the same staff to con�rm that the suggestions
had been accurately translated into the model. This was
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Figure 7. Suggestion, use contexts, and decision-making for an instance of :entry indian.
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Table 6. Five competency questions and corresponding SPARQL queries.

Ontology Competency question SPARQL query (example term = EG:TERM)

CAAPT-O
CQ 23. What are the
”preferred” terms
suggested for this term?

SELECT distinct ?prefTermLabel WHERE f
?entry ontolex:isEvokedBy EG:TERM ;

culco:hasSuggestion ?sug .
?sug caapt:suggests replacement term ?prefTerm .
?prefTerm rdfs:label ?prefTermLabel . g

CAAPT-UC,
CAAPT-O,
CAAPT-V

CQ 7. What explanations of
different meanings for this
term over place and time are
available for this term?

SELECT DISTINCT ?termUse ?termUseValue WHERE f
EG:TERM ontolex:sense ?termUse .
?termUse rdf:value ?termUseValue . g

CAAPT-UC,
CAAPT-O

CQ 20. What are the
suggestion details for the
different possible uses of
this term?

SELECT DISTINCT ?termUse ?sugValue WHERE f
EG:TERM ontolex:sense ?termUse .
?entry ontolex:isEvokedBy EG:TERM ;

culco:hasSuggestion ?sug .
?sug rdf:value ?sugValue .
OPTIONAL f ?sug crm:P129 is about ?contents g
OPTIONAL f ?termUse caapt-uc: diachronic mark ?when g
OPTIONAL f ?termUse caapt-uc: diatopic mark ?where g
OPTIONAL f ?termUse caapt-uc: diaevaluative mark ?why g
OPTIONAL f ?termUse caapt-uc: intended target mark ?who g
FILTER NOT EXISTS f

?sug crm:P129 is about ?c .
FILTER(?c NOT IN (?when, ?where, ?why, ?who)) g

VALUES ?prop f caapt-uc: diachronic mark
caapt-uc:diatopic mark caapt-uc:diaevaluative mark
caapt-uc: intended target mark g

FILTER NOT EXISTS f
?termUse ?prop ?v .
?sug crm:P129 is about ?c .
FILTER ( ?c IN (?when, ?where, ?why, ?who)

&& ?v != ?c ) g g

CAAPT-DM,
CAAPT-UC

CQ 41. Which meaning of a
term is most frequently used
when the term is found in a
record?

SELECT ?termUseValue WHERE f
EG:TERM ontolex:lexicalForm ?form .
?form frac:attestation ?encounter .
?assign crm:P140 assigned attribute to ?encounter ;

crm:P141 assigned ?termUse .
?termUse a caapt-uc:UseContext ;

rdf:value ?termUseValue . g
GROUP BY ?termUseValue
ORDER BY DESC (COUNT(?termUse) as ?termUseCount)
LIMIT 1

CAAPT-DM
CQ 37. Who has reviewed
records that contained this
term?

SELECT DISTINCT ?personLabel WHERE f
EG:TERM ontolex:lexicalForm ?form .
?form ?frac:attestation ?encounter .
OPTIONAL ?enActivity crm:P15 was influenced by ?encounter ;

crm:P14 carried out by ?p1 . ?p1 rdfs:label ?p1Label
OPTIONAL f ?enActivity crm:P15 was influenced by?encounter ;

crm:P14 carried out by ?p2 . ?p2 rdfs:label ?p2Label g
BIND(COALESCE(?p1Label, ?p2Label) AS ?personLabel) g

an important area for con�rmation as the “suggestion”
section is the core purpose of the TGD, and accuracy is
therefore critical for the validity of the knowledge graph.
Reviews were conducted using diagrams of the model and its
components as the stakeholders largely hold non-technical
roles and therefore an illustrative diagram was a better
artifact for communication than data �les or code for this
audience. In addition to the model itself, an example from
the TGD was shown in this structure in order to illustrate
how the ontological framework would be used to represent
a real-life example familiar to the V&A staff. An OWL �le
of the ontologies and TTL �le of the example record were
also made available so that interested parties would be able
to review these materials, but the review discussions were

driven by the diagrams. As the second review was focused
on contents as opposed to structure, a spreadsheet was used
as the primary artifact for consideration. These validation
meetings have been successful and the schema in both theory
and practice has been well received. The primary suggestion
to come out of the knowledge graph review meeting was
to include additionalcaapt:use along with properties
between a greater number of Suggestions: only relationships
that had been made explicit in the source document had
been included in the knowledge graph population, and this
review meeting revealed that this kind of relationship was
often implicit in the museum's documentation.

Prepared usingsagej.cls
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