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Abstract. Multilingual thesauri matching is a recent research topic concerning
the application of the traditional schema matching algorithms in conjunction with
the use of multilingual resources. In this paper, we present a multilingual match-
ing approach aiming at defining matches between terms belonging to multilingual
thesauri. The paper presents the approach as a variant of the schema matching
problem and discuss its evaluation on (i) domain-specific use cases and (ii) on
a standard benchmark, namely MultiFarm benchmark, used for measuring the
effectiveness of multilingual ontology matching systems.

1 Introduction

The alignment between linguistic artifacts like vocabularies, thesauri, etc., is a task at-
tracted considerable attention in recent years even if, with very few exceptions, research
in this field has primarily focused on the development of monolingual matching algo-
rithms. As more and more artifacts, especially in the Linked Open Data realm, become
available in a multilingual fashion, novel matching algorithms are required. Nowadays
such artifacts (namely ontologies and thesauri) are often used to tag resources (doc-
uments, or more in general media) in environments where these resources have to be
easily accessible. With the growth of interest in creating semantic artifacts for repre-
senting knowledge, the possibility of defining effective links between different artifacts
allows to spread knowledge not only for enriching the representation of the knowledge
itself, but also for breaking language barriers in accessing contents.

One of the most general benefit of this mapping definition is the possibility to enrich
original (“local”) artifacts with information coming from the external ones, without the
need of redefining such a knowledge.

In the case of a multilingual environment, there are some peculiarities that may be
exploited in order to relax the classic schema matching task:

– the use of multilinguality allows to reduce the problem raised when two different
concepts have the same label (ambiguity); indeed, the probability for two different
concepts to have the same label across several languages is very low;

– multilingual artifacts provide term translations that have already been adapted to
the represented domains; therefore, the human creators of a multilingual artifact
put a lot of their cultural heritage in choosing the right terms for the each concept.



In this paper, we present a work exploiting the two aspects described above in order
to build a multilingual term-based approach for defining mappings between multilin-
gual thesauri. Such an approach has been evaluated on domain-specific (agriculture and
medical) use cases, and also on a multilingual ontology matching benchmark (Multi-
Farm) in order to measure the feasibility of the approach with respect to state of the art
systems on multilingual schema matching.

We claim that, thanks to the peculiarities of the task, the technique we used shows
a good trade-off between effectiveness and simplicity of the approach.

The paper is structured as follows. Section 2 traces the work that has been proposed
in literature concerning multilingual ontology matching in the last years. Section 3 gives
the overview of the core of the proposed approach. Section 4 presents the results ob-
tained on the different datasets; while Section 5 concludes the paper.

2 Related Work

Literature about matching between different semantic artifacts (i.e., ontologies, vocab-
ularies, thesauri, taxonomies, etc.) is very large and different systems and algorithms
have been proposed. A survey offering different perspectives can be found in [1][2]. On
the contrary, research on schema matching taking into account multilinguality is quite
recent. In [3] the authors provide a precise definition of the distinction between multilin-
gual and cross-lingual schema matching in relation to monolingual schema matching,
and they quantify their effects on different matching algorithms by discussing several
learning matching function approaches between two schema using a small set of man-
ually aligned concepts. The authors show that multilingual information can indeed im-
prove the matching quality, even in cross-lingual scenarios.

It is important to highlight that in the case of multilingual schema matching, the
focus is to exploit existing multilingual resources for linking two or more ontologies
and not to face also the problem of defining the multilingualism (i.e. entities transla-
tion) in the resources that have to be linked. For instance, in [4] the authors present a
multilingual ontology mapping framework based on the use of a description logic (DL)
approach. Approaches like these suffer from the drawback that they are equipped with
self-built unsupervised machine translation system. Such systems, suffer of problems
like language coverage and the necessity of being adapted based on the domain. The
same problem affects also the system described in [5], where the authors present the
SOCOM Framework and its evaluation on two different scenarios.

First efforts on building and mapping multilingual ontologies started around the
beginning of the last decade. WordNet [6] was one of the first artifacts used for research
in multilingual alignment [7] and several projects focused on the creation of different
language versions of WordNet have been activated.

The two most important ones have probably been EuroWordNet and MultiWordNet.
These projects adopted two different models of multilinguality: the one adopted within
the EuroWordNet project [8] (EWN) consists in building language-specific WordNets
independently from each other, and trying in a second phase to find correspondences be-
tween them. The second model, adopted within the MultiWordNet project [9] (MWN),
consists in building language-specific wordnets while keeping them aligned as much



as possible to the synsets and semantic relations available in the Princeton WordNet
(PWN).

Multilingual ontology matching has been applied on several problems, as described
in [10], where the authors address the problem of building conceptual resources for gen-
eral multilingual applications. They selected as use case the construction of a Chinese-
English lexicon and they presented an approach for compensating the gaps in the ex-
isting resources. The resulting lexicon have been evaluated in multilingual applications
such as machine translation and cross-language information retrieval (CLIR). Another
application of multilingual ontology matching for CLIR has been described in [11]

By taking into account the Information Retrieval task multilingual ontology match-
ing has been proposed contextually to the use of folksonomies [12] and for the align-
ment of conceptual document hierarchies [13]. In the first work, the author proposes
a novel collective intelligence application for expanding and transforming queries for
searching for multilingual resources. Thereby, multilingual tags within a folksonomy
have been analyzed whether they have a significant relationship or not. In the second
work the authors presented a method based on self-organizing maps to organize docu-
ments into hierarchy and to align them for discovering the associations between entities
of different languages.

Recently, ontology matching platforms have been developed and made accessible
from external services. In [14] the authors describes an API for multilingual match-
ing that implements two different matching strategies: (i) a direct matching between
two ontologies, and (ii) a strategy based on composition of alignments. In [15] the
authors discuss several approaches for ontology matching by examining similarities,
differences, and identification of weaknesses. In addition to that, they propose a new
architecture for a multilingual ontology matching service.

Multilingual ontology matching has been used on specific domains for building
real-world applications. In [16] the authors present an analysis of the multilingualism
problems in a system aiming at the ontology-based integration of transnational web
services. The focus of their work is the development of a solution for the multilin-
gual request-service matchmaking depending on the language the service providers use
for the definition of their services. Other domain-based application using multilingual
matching are presented in [17] where a solution to a set of multilingualism requirements
in the geospatial context is proposed, and in [18] where as use case for evaluating their
approach, the authors selected two thesauri related to the Art & Architecture domain.
While, in [19] a multi-agent system for building indirect alignment between multilin-
gual ontologies has been described and it has been evaluated on a tourism use case using
ontologies written by English, Korean and Swedish languages.

Finally, other approaches on multilingual matching have been proposed in [20]
where a multilingual ontology matching approach exploiting databases based on Wik-
tionary is discussed; and in [21], where an approach for creating mappings between
multilingual Wikipedia infoboxes exploiting the link structure of Wikipedia pages is
presented.



3 An Approach for the Matching of Multilingual Thesauri

In this Section, we present our approach for facing the multilingual thesauri matching
task, and its implementation by using technologies allowing the deployment of such an
approach in a real-world scenario.

First of all, we want to define what a “match” (or align) is in the Semantic Web
context.

A match is a set of correspondences between entities. A correspondence between
two entities asserts that a certain relation holds between these two entities.

Formally, given two ontologies O1 and O2, a mapping M between O1 and O2 is a
5-tuple: 〈id, e1, e2, R, c〉 such that id is a unique identifier of the mapping, e1 and e2 are
entities of O1 and O2 respectively, R is the matching relation between e1 and e2 (for
example, equivalence (≡), more general (⊇), disjointness(⊥)), and c is a confidence
measure, typically in the [0, 1] range.

While the definition of concept matching is valid for any kind of schema matching
(or alignment) task, in our work we focused on finding matches between multilingual
thesauri. This way, we will be able to evaluate if the proposed approach may be extended
for addressing the general ontology matching problem.

3.1 Representation of Information

The proposed approach is based on the exploitation of the labels associated with each
term defined in a thesaurus. Where, with the term “label”, we mean a string identifying
the term associated with its language tag (i.e. “term label@lang code”) 4.

This way, we are able to exploit, for each thesaurus element, all its labels (preferred,
alternatives, and notes) in all languages.

This fact makes string-based solutions more effective, and more semantically sensi-
ble, than how they are in the general case. In fact, the choice of a particular label by the
experts in charge of building thesauri, inject into the thesaurus their knowledge about
the equivalence of meanings between different concept label translations.

Such an aspect, can not be exploited in the case of matching monolingual thesauri.
Indeed, even if the alignment between thesauri and ontologies is typically performed
on compatible domains ([22]), the use of approaches exploiting label-based techniques
arises a set of objections about their effectiveness: one for all is that different concepts,
especially in case of thesauri representing different domains, could have similar labels
without being similar in their meaning. For instance, given two thesauri T1 and T2,
where T1 describes the fruit domain T2 the fishery one; if we consider the Italian term
“pesca”, we can notice that such a term is polysemic because it can denote a fruit (the
peach) in the thesaurus T1 and the activity of fishing in the thesaurus T2. If T1 and
T2 are multilingual the difference between the two terms can be likely be caught by
considering different labels in different languages. Particularly, for the example cited,
the English terms “peach” and “fishing”. This is a fact our approach counts on.

4 The format used for representing the thesauri structures within the system is the SKOS
model5. In general, a SKOS concept is described by a preferred label skos:prefLabel and
by (optional) alternative labels, among which skos:altLabel, skos:hiddenLabel,
skos:scopeNote, and skos:definition).



3.2 The Implementation

Let us consider two thesauri: (i) a source thesaurus containing the elements that have
to be mapped, and a target thesaurus used as reference for creating the mappings. The
proposed approach has been built by taking inspiration from information retrieval tech-
niques and it exploits the creation of indexes for identifying candidate mappings.

Therefore, the entire approach may be split in two different phases: (i) in the first
one, we created the index containing information about the target thesaurus represented
in a structured way; while, (ii) in the second phase, we build queries using informa-
tion contained in the source thesaurus for retrieving a rank representing the candidate
mappings that we may define between the two thesauri.

Figure 1 illustrates how the approach works. First of all, the two thesauri are con-
sidered with two different roles: a source thesaurus that is used as starting point for the
creation of the mapping, and a target thesaurus that is considered as ending point of
the mapping. Firstly, we extract the whole set of labels from the target thesaurus and,
after a set of preprocessing activities (explained later in this section), each term of the
target thesaurus is transformed into a structured representation containing all its multi-
lingual labels and it is stored into an index. Then, in the second phase, from each entity
of the source index the set of its labels is extracted. A query containing such labels is
composed and performed on the index built during the first phase. A rank containing n
suggestions ordered by their confidence score is returned by the system and it is used
as input for the creation of the mapping.

Fig. 1: Overview of the proposed approach.



Indexes Construction For each thesaurus entity, we have a set of labels associated
with each available language (in case of synonymy, more than one label for each lan-
guage). Such labels are tokenized, stemmed, and normalized by using corresponding
language stemming algorithms 6. Therefore, given an entity E having a set of labels
T and expressed through a set of languages L, the structured representation R of the
entity may be formalized as follow:

R(E) =

n⋃
i=1

create(proc(Ti)) (1)

where create() is a function creating a new field in the index, proc() is a function
representing the preprocessing activities done on the natural language label, and n is
the number of available languages.

Let’s consider the following example, by supposing to have a concept with the fol-
lowing labels7:

[prefLabel] "Food chains"@en
[prefLabel] "Catene alimentari"@it
[altLabel] "Food distributions"@en
[altLabel] "Reti alimentari"@it

By starting from the list described above, we build an index record associated with
the analyzed entity structured as represented below:

prefLabel-en:food chain
prefLabel-it:caten alimentar
altLabel-en:food distribution
altLabel-it:ret alimentar

This way, we have a field for each different combination of kind of labels and lan-
guages. This fact allows, eventually, to boost the different label fields in order to analyze
if and how the behavior of the system changes.

Finally, records built from each entity defined in the target thesaurus are indexed
as documents by using the inverted index algorithm (specifically, the Lucene adapted
version of the TF-IDF algorithm8 index).

Mapping definition Once the index related to the target thesaurus is created, the def-
inition of new mappings is done by performing queries using multilingual information
of the source entities.

6 The list of supported languages contains Italian, French, German, English, Greek, Spanish,
Portuguese, Polish, Dutch, Norwegian, Hungarian, Swedish, Latvian, Turkish, Czech, Rus-
sian, Romanian, Bulgarian, Arabic, Hindi, Chinese, Japanese, Danish, Finnish, Armenian, In-
donesian, Thai.

7 We have considered in the example only English and Italian languages just for space reasons.
SKOS notation is used.

8 https://lucene.apache.org/core/

https://lucene.apache.org/core/


Such a request is creating by aggregating the list of labels of the source concept
that needs to be mapped. When the index receives the request, it searches through the
fields of the structured records built during the indexing phase. The request contains
also the language code of each term in order to perform the search on the right fields
of the structured record. As a result, a rank ordered by the retrieval score is produced
and returned by the system. The retrieval score of each query is computed by applying
the Lucene Practical Scoring Function9: such a formula already takes into account the
different number of fields contained in the query, as well as, the eventual boosts asso-
ciated with each field. Indeed, it is out of the scope of this work the investigation of the
optimal scoring strategy.

Concerning the query composition, the used strategy aggregates information con-
tained in the multilingual fields of each term in order to build a query composed by the
all possible combination of the source labels.

This means that the relationships between “prefLabel”, “altLabel”, and “hidden-
Label” fields are maintained during the search of the terms, i.e., that the content of
“prefLabel” fields of the source thesaurus are searched only of “prefLabel” fields of the
target thesaurus. This way, the query is built as a disjunction of the different labels.

Let’s consider the following example, if a term is described by:

prefLabel: "agriculture"@en
altLabel: "biology"@en

the corresponding created query is:

proc(prefLabel-en:agriculture OR altLabel-en:biology)

where proc() is a the function representing the preprocessing activities done on the
terms contained in the query.

We investigated also in the use of different boosts for the different type of fields (i.e.
“prefLabel”, “altLabel”, and “hiddenLabel”), and we have seen that the application of
boosting policies allows to achieve a further effectiveness improvement. Specifically,
we boosted “prefLabel” fields with a boost of 1.0, the “altLabel” field with a boost of
0.8, and the “hiddenLabel” field with a boost of 0.6.

4 Evaluation and Discussion

This Section presents the scenarios defined for measuring the effectiveness of the pro-
posed approach, how the system has been setup, and the discussion of the experiments
that were performed.

The approach has been evaluated on two sets of data that we called “contexts”:

– Context 1: a set of six multilingual thesauri for which gold standards containing
the mappings were available. Such thesauri belong to two different domains (three
thesauri to the agricultural and environment domain, while the other three to the

9 http://lucene.apache.org/core/4 0 0/core/org/apache/lucene/search/similarities/TFIDFSimilarity.html



medical one). For completeness, we provide below a brief description of such the-
sauri 10:
• Agrovoc: it is a controlled vocabulary covering all areas of interest of the Food

and Agriculture Organization (FAO) of the United Nations, including food,
nutrition, agriculture, fisheries, forestry, environment etc.. It is published by
FAO and edited by a community of experts. AGROVOC consists of over 32,000
terms available in up to 20 languages.

• Eurovoc: it is a multi-disciplinary thesaurus covering all the activity fields of
the European Union institutions, with a certain emphasis on parliamentary ac-
tivities. It is available in 23 languages.

• Gemet: it is a multilingual environmental thesaurus developed as support for
information access activities for the European Topic Centre on Catalogue of
Data Sources (ETC/CDS) and the European Environment Agency (EEA). It
contains more than 200,000 English labels translated in 32 languages.

• Medical Subject Heading (MeSH): it is the National Library of Medicine’s con-
trolled vocabulary thesaurus. It consists of sets of terms, naming descriptors,
and in a hierarchical structure that permits searching at various levels of speci-
ficity. The last version of MeSH contains 27,149 descriptors and more than
218,000 English labels. The thesaurus is available in 14 languages.

• Systematized Nomenclature of Medicine (SNOMED): it is a computer-processable
collection of medical terms, in human and veterinary medicine, to provide
codes, terms, synonyms and definitions which cover anatomy, diseases, find-
ings, procedures, microorganisms, substances, etc.. The thesaurus includes more
than 311,000 concepts and it is available in English and Spanish.

• Medical Dictionary for Regulatory Activities (MDR): it is a standardized medi-
cal terminology used for regulatory communication and evaluation of data per-
taining to medicinal products for human use. It has been designed for use in
the registration, documentation, and safety monitoring of medicinal products
through all phases of the development cycle. It includes more than 65,000 terms
available in 10 languages.

– Context 2: the MultiFarm benchmark dataset. Such dataset is composed by a set
of ontologies translated in different languages and the corresponding alignments
between these ontologies. It is based on the OntoFarm dataset, which has been
used successfully for several years in the Ontology Alignment Evaluation Initiative
(OAEI). By translating the ontologies of the OntoFarm dataset into eight different
languages they created a comprehensive set of realistic test cases. Based on these
test cases, it is possible to evaluate and compare the performance of matching ap-
proaches with a special focus on multilingualism. The effectiveness of the proposed
approach has been compared with the results of the five systems that obtained the
best performance in the multilingual track of the last two editions of the Ontology
Alignment Evaluation Initiative (OAEI). The reason why we took into considera-
tion only the last two edition is that the last MultiFarm benchmark has been used

10 All thesauri and related mappings may be download at
http://dkmtools.fbk.eu/moki/demo/thesauri mappings v1.zip. If the link is broken, please
contact the authors.



only in those editions. This second evaluation has been done in order to contextu-
alize the developed system with respect to the state of the art of the multilingual
ontology matching task.

4.1 Experimental Setup

The proposed approach has been evaluated from two different perspectives identified
by the following tasks:

– Task 1: we evaluate the system as a service supporting domain experts. Therefore,
we analyze the quality of the ranks containing the candidate mappings suggested by
the service. The evaluation has been performed by taking inspiration from the infor-
mation retrieval field: for each relevant mapping, we consider the labels associated
to the source URIs as a query to the system. On the other side, the items contained
in the produced rank are considered like documents, and each rank is evaluated by
using the classical Precision and Recall measures. The reported precision has been
measured after the analysis of the first X suggestions, respectively 1, 3, and 5, in
order to show how the effectiveness of the system changes by varying the number
of top suggestions considered.
Obviously, by considering that, for each concept, only one mapping is defined in
the gold standard, in each rank, at most one relevant “document” may be found. So
the recall is 1 if the right suggestion is returned (in whatever position), 0 if it is not
present.
Figure 2 shows the workflow related to the Task 1. After the execution of a query,
the produced rank is given to one or more domain experts that are in charge of
selecting which is the correct mapping.

– Task 2: we evaluate the system as an automatic ontology matcher. Therefore, only
the suggestion with the highest score is taken into account and it is compared with
the correct match. In this task both precision and recall count 1 if the “right” concept
is returned.
Figure 3 shows the workflow related to the Task 2. After the execution of a query,
the first suggestion of the produced rank is used for the creation of the new map-
ping.

In both cases, the tasks has been conceived as finding an alignment between two
concepts. Precision and recall for the whole alignment between two ontologies or the-
sauri are obtained as averages.

The rational behind this evaluation is to analyze the results in both cases where the
system is deployed as an automatic service, as well as, it is used as support for experts
in charge of manually define mappings between multilingual thesauri.



Fig. 2: Execution workflow of the Task 1.

Fig. 3: Execution workflow of the Task 2.



4.2 Results And Discussions

Here, we present the results obtained on the tasks described above on each context.
Firstly, we show the outcomes of the evaluation performed on the multilingual thesauri
set of the Context 1. Then, we compare the results of the proposed suggestion system
with state of the art multilingual ontology matching systems on the MultiFarm bench-
mark.

We want to highlight two important aspects concerning the evaluation: (i) for every
mapping request, the system produces a rank of 5 suggestions ordered by a confidence
score; and (ii) the evaluation of the Context 2 has been performed only for the Task 2
because, concerning the systems used for the comparison, only the accuracies of the
automatic mapping task (i.e. the Precision@1) are provided.

Context 1: Multilingual Thesauri Table 1 presents the results concerning the effec-
tiveness of the system measured on the set of multilingual thesauri about the agricultural
and the medical domains. The first column shows respectively the source and the target
thesauri, the second one the number of mappings described in the gold standard. The
third, fourth, and fifth columns show the precision of the system by considering respec-
tively only the first result of the produced ranks, the first three, and the first five; while,
the last column presents the recall.

Mapping Set # of Mappings Prec@1 Prec@3 Prec@5 Recall
Eurovoc → Agrovoc 1297 0.816 0.931 0.967 0.874
Agrovoc → Eurovoc 1297 0.906 0.969 0.988 0.695
Gemet → Agrovoc 1181 0.909 0.964 0.983 0.546
Agrovoc → Gemet 1181 0.943 0.981 0.994 0.740

MDR → MeSH 6061 0.776 0.914 0.956 0.807
MeSH → MDR 6061 0.716 0.888 0.939 0.789

MDR → SNOMED 19971 0.621 0.826 0.908 0.559
SNOMED → MDR 19971 0.556 0.760 0.855 0.519
MeSH → SNOMED 26634 0.690 0.871 0.931 0.660
SNOMED → MeSH 26634 0.657 0.835 0.908 0.564

Table 1: Results obtained on the multilingual ontologies used for the Context 1 evalua-
tion.

As it is possible to notice, concerning the thesauri built for the medical domain, all
combinations have been evaluated; while, for the ones built for the agricultural domain,
the mappings between the “Eurovoc” and “Gemet” thesauri have not been took into
account because they were not available in the used gold standard.

By considering only the values contained in the third column, we are able to ana-
lyze the effectiveness of the system used as an automatic mapping system (Task 2). On
the agricultural thesauri, the performances are very high, indeed, three out of four tests



return an accuracy higher than 90%, with a best value of 94.3%. Instead, lower results
have been registered for the medical domain where the accuracy for the Precision@1
values is always under 80%. In particular, this fact is evident when the SNOMED the-
saurus is used. The reason of the poor results obtained by using the SNOMED thesaurus
may be found in the number of available languages that, for SNOMED, are only En-
glish and Spanish. This confirms the fact that the exploitation of a rich multilingual
representation leads to solve disambiguation in automatic mapping activities. Indeed,
if we observe the Precision@3 and the Precision@5 values, the gap (value computed
by considering the average precision values of the agricultural combinations minus the
average of the precision values where the SNOMED thesaurus is used) with respect to
the cases of the agricultural domains decreases from around 26% for the Precision@1
to 14% for the Precision@3 and to 8% of the Precision@5. This means that ambigu-
ities are present in the thesauri, therefore, only with a rich multilingual representation
the probability of finding the right mapping in the top position of the rank increases.

On the contrary, by analyzing the accuracies values reported on the fourth and fifth
columns, that are related to the usage of the system as a service for supporting domain
experts (Task 1), we may observe that, excepting the cases in which the SNOMED
thesaurus is involved, the accuracy of the system goes from around 90% for the Pre-
cision@3 values to more than 95% for the Precision@5 values with a peak of 99.4%.
These results demonstrated the effectiveness of the proposed approach on addressing
the mapping problem between multilingual thesauri.

However, by considering that for the thesauri used above no comparable systems are
available, in the next Section, we show the results about the evaluation of our approach
on a multilingual ontology benchmark (as already presented early) in order to verify the
accuracy of our system compared with the state of the art ones.

Context 2: the MultiFarm benchmark In the OAEI campaign, different kind of eval-
uations are performed and, within the same evaluation, different kind of systems are
proposed. In order to be sure that our approach is compared in the right way, we eval-
uated our results with the one obtained by specific multilingual matchers. Indeed, not
all systems presented in the OAEI campaign apply specific cross-lingual approaches
for finding candidate matches making the comparison not reliable. Therefore, we have
selected only the systems implementing matching techniques based on the sole exploita-
tion of the multilingual content of the ontologies used in the benchmark.

Table 2 shows the results obtained on the MultiFarm benchmark by the proposed
system. In this Context, we did not make distinctions between source and target the-
sauri, therefore, the precision and recall values are obtained as average of the all com-
binations of them.

Here, we have compared our system only with the top five systems presented in the
last two editions of the OAEI multilingual campaigns. All systems that are not shown
in Table 2 performed with a precision under 0.40.

As we may observe, the proposed approach outperforms the top systems by obtain-
ing a precision of 0.68 versus a precision of 0.61 obtained by the best system presented
in the last two OAEI campaigns. But the most interesting result is the recall value ob-
tained by the proposed system with respect to the recall values of the other ones. Indeed,



System Name Precision Recall F-Measure
PROPOSED SYSTEM 0.68 1.00 0.81
WeSeE [23] (2012) 0.61 0.32 0.41
RiMOM2013 [24] (2013) 0.52 0.13 0.21
YAM++ [25] (2013) 0.51 0.36 0.40
YAM++ [26] (2012) 0.50 0.36 0.40
AUTOMSv2 [27] (2012) 0.49 0.10 0.36

Table 2: Results obtained by the proposed system on the MultiFarm benchmark com-
pared with the other systems presented in the OAEI campaigns.

in the other cases the recall values are all under 0.40 while, in our case, the system pro-
vide a match for the entire set of mappings available in the MultiFarm benchmark.
This fact is strongly shown by the F-Measure value. Finally, it is important to highlight
that the “WeSeE” system, having an accuracy that is closer to the one obtained by our
system with respect to the accuracy obtained by the system that follow it in the rank,
uses a matching strategy following the information retrieval inspiration. Therefore, in
light of such results, we may state that such techniques are suitable for addressing the
multilingual matching problem.

By summarizing the obtained results, we may state that the proposed approach is a
feasible way for creating multilingual ontology matching systems. However, it is impor-
tant to highlight that the results demonstrated that the quantity of knowledge available
significantly affects the accuracy of the system. Indeed, in the Context 1, when the
thesaurus defined with only two languages is used, the general accuracy is lower with
respect to the other cases. This lead to confirm what we claimed in Section 3 when we
discussed the impact of ambiguities during the automatic matching task.

5 Future Work and Concluding Remarks

In this paper, we have described a simple but effective approach for finding matches
between multilingual thesauri. Our approach exploits the use of information retrieval
techniques in order to candidates matches of concepts in a multilingual environment.
The approach, that it has been validated on both domain-specific use cases and on a
standard benchmark, provided promising results. The presented approach may be ex-
panded in several ways by focusing on different aspects.

By extending the search strategy: we considered to extend the search strategy with
faceted and phrase searches in order to investigate if it permits to achieve better results
in representing semantic information in case of multi-word labels.

By exploiting the concept hierarchy: so far our view of the thesaurus is local to each
term without considering any other kind of relationship between them. Therefore, we



planned to use, for instance, the terms hierarchy in order to improve the knowledge
available during both the indexing and searching phases.

By exploiting user feedbacks for improving matching approaches: in the presented eval-
uation, we have considered also the scenario in which the system suggests candidate
mappings in case domain experts are in charge of performing manual mappings. By
considering that it is very hard to have a system able to perform perfects suggestions,
we planed to exploit the mappings created by users as feedbacks that may be used for
improving the system’s capability of representing knowledge in a specific domain. This
way, in a scenario in which the same ontology should be used as target for other map-
pings operation, the suggestions of the system should be more precise due to the further
acquired “knowledge”.

By extending the proposed approach for addressing the multilingual ontology matching
problem: in this first version of the approach, we focused on the definition of mappings
between multilingual thesauri, that is a relaxed version of the multilingual ontology
matching task. The long term objective is to extend the approach presented here in
order to be compliant for addressing the multilingual ontology matching problem.
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