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Abstract. Public transport operators and transport authorities are increasingly using social media channels to disseminate rel-
evant information to travellers. Many operators utilise platforms such as Twitter to provide both customer service and real-time
passenger information - including details about service disruptions. However, for such reports to be useful to travellers, they must
first find the information, relate it to their travel plans to determine if their journey will be adversely impacted, and, if so, decide
how to adapt their plans. This paper describes the TravelBot intelligent system, developed to perform the first two of these tasks
and warn public transport users of potential disruptions to their journey. Developing TravelBot combined knowledge engineer-
ing processes with iterative user-led design activities culminating in a real-world user evaluation. Semantic Web technologies
are used to represent and integrate transport knowledge obtained from open data, social media posts, and users, and to support
reasoning processes that infer structured representations of events described in social media posts. Inferred events are assessed to
determine if they are are likely to disrupt the planned travel of TravelBot users, and, if so, users are sent personalised warnings.
Evaluations of the system based on data collected during a user trial found that social media posts are processed in an acceptable
length of time, and users generally considered the information provided by the system to be useful. Areas in which the event
inference capability could be improved are also identified and offer future research opportunities.

Keywords: Transport Disruption Ontology Network, Transport Knowledge Graph, Semantic Event Extraction, Twitter, Intelligent
System, Knowledge Engineering

1. Introduction

Improving transport is often a key objective of smart
city initiatives and is viewed as an important contrib-
utor to improving citizens’ quality of life [1–3]. Such
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visions anticipate that a variety of digital systems will
utilise data emerging from the integration of physical
and digital transport infrastructures to address citizens’
mobility challenges. One such challenge is minimising
the impact of transport disruptions - with road conges-
tion alone estimated to cost an average of 1% of GDP
across the European Union [4]. At the same time, the
absence of real-time information about the impact of
disruptions is often cited as a major factor in the re-
duced attractiveness of, and dissatisfaction with, pub-
lic transport [5–7].
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In response to this, public transport operators and
transport authorities use a range of channels to convey
information about disruption to users, such as smart-
phone apps, websites, RSS feeds, and, increasingly, so-
cial media [8]. The Twitter1 microblogging platform is
widely used both by users of public transport to com-
municate with transport operators, and by the operat-
ors themselves to provide customer service and pas-
senger information [8, 9]. In particular, the reliable,
low-cost information distribution channel provided by
Twitter has made it an important mechanism for pub-
lishing real-time updates about disruptions to the trans-
port network and services [9, 10]. However, to directly
benefit, passengers must first find such Tweet(s), which
can be published by a variety of Twitter users including
transport operators, local government authorities, me-
dia outlets, and other passengers. Travellers must then
have the necessary knowledge to evaluate the quality
of the information conveyed in terms of its veracity,
temporal and geospatial relevance to their journey, and
reliability of the provider. Finally, they must decide if
the disruption will adversely impact their journey and,
if so, whether any changes to their travel plans are ne-
cessary - a non-trivial task requiring knowledge of the
city through which they will travel.

In previous work we demonstrated the use of Se-
mantic Web and Linked Data technologies to sup-
port crowd-sourcing of transport information within
the GetThere real-time passenger information system
[11], and app-based reporting of transport disruptions
[12]. Linked Data [13, 14] uses HTTP URIs to identify
and integrate data described using RDF2, a graph-
based machine processable data model. RDF can also
be used to define data schemas in the form of ontolo-
gies, which describe the classes (types) of domain con-
cepts and relationships between them.

Inspired by the growth in social media usage by
public transport operators [9], the objective of the re-
search described here is to construct an intelligent sys-
tem using knowledge engineering methods that is cap-
able of utilising social media platforms to provide pub-
lic transport users with automated warnings of poten-
tial disruptions to their journey. This research was per-
formed within the context of the TravelBot system,
which monitors Twitter, identifying reports of events,
from which it extracts, classifies, and contextualises
a semantic representation of the event(s). Details of

1http://twitter.com/
2http://www.w3.org/RDF/

active (on-going) events are compared with the travel
plans of users, who are provided with personalised
travel information, including warnings of any disrup-
tions they may encounter.

The contributions of this paper are:

– a record of practical experience of combining
knowledge engineering and user-led design meth-
odologies to identify the requirements for an in-
telligent system to support provision of personal-
ised travel advice to public transport users;

– a knowledge model for transport information to
support provision of personalised travel advice to
public transport users;

– a practical demonstration of how transforming
existing transport and geo-spatial open data into
semantic formats can support discovery of travel
disruption events and fine-grained location men-
tions in social media content;

– the TravelBot software framework for automated
identification and warning of transport disruption
events designed to operate with limited amounts
of available social media content;

– evaluation of a real-world case study demon-
strating that the TravelBot system is capable of
providing users with useful personalised travel in-
formation, including warnings of potential dis-
ruptions.

The paper is structured as follows: section 2 dis-
cusses related work; section 3 describes an exploratory
case study performed to investigate the types of dialog
that would take place via Twitter between bus passen-
gers and a travel advice service, and to identify require-
ments for TravelBot; section 4 describes the Travel-
Bot system; section 5 describes the knowledge graph
of mobility information created to support TravelBot;
section 6 discusses how TravelBot extracts structured
representations of events mentioned in social media
posts; section 7 discusses how TravelBot warns users
of potential disruptions to their journeys; section 8
presents two system performance evaluations and a
user study of the TravelBot system; and section 9 con-
cludes with a discussion of lessons learnt and future
research opportunities.

2. Related Work

In this section, we discuss related approaches for
event and location identification from social media

http://twitter.com/
http://www.w3.org/RDF/
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data and the use of Semantic Web technologies in this
context. We also indicate the unique aspects of our ap-
proach and the challenges it aims to address.

2.1. Event Detection on Social Media Content

Event detection approaches for Twitter often rely on
the availability of large amounts of data and multiple
Tweets published by different individuals that discuss
the same event. To discover such Tweets, keyword fil-
tering approaches are used to produce datasets which
can then be processed using statistical and machine
learning methods to reveal interesting events (e.g. a
cluster of Tweets mentioning the phrase "car crash" in
a particular location).

For example, Ritter et al. [15] applied machine
learning techniques within an open-domain event iden-
tification and categorisation system that created a 4-
tuple description of events (consisting of a named en-
tity, event phrase, calendar date, and event type) from
Tweets. Gupta et al. [16] used an approach based on
the PageRank algorithm to evaluate the credibility of
events based on the number of Tweets describing the
event and the users authoring them. Sakaki et al. [17]
describe the use of Twitter for detecting earthquakes
in Japan. A domain specific classifier based on a sup-
port vector machine was developed, which categor-
ises Tweets as referencing an earthquake or not. How-
ever, supervised machine learning techniques (e.g. for
named entity recognition) require large training data-
sets which may be difficult to obtain.

In the transport domain, [18] collected Tweets con-
taining keywords related to traffic incidents (e.g. a
crash) and classified the Tweets based on their loc-
ation and content. This study revealed a correlation
between incidents reported via Twitter and official re-
ports, which suggests that Twitter may represent a
potential source of transport disruption information.
However, in the public transport domain context, fewer
Tweets may be reporting the same event [10]. For ex-
ample, details of events causing travel disruption may
be published by only a single Twitter account (e.g.
the service operator). This creates a unique challenge
for the TravelBot system, which is addressed through
careful selection of input Twitter data from official ac-
counts, and by leveraging direct communication fa-
cilitated by private and public Twitter communication
between passengers and the system (see Sections 3 and
4 for more details).

2.2. Location Detection from Social Media Content

Twitter users can associate their Tweets with loca-
tion objects called Twitter places (e.g. a city) or spe-
cific geopoints (e.g., GPS coordinates retrieved by a
mobile device)3. However, such metadata does not in-
dicate whether the location refers to the place where
the Tweet was created or to the location of an event
mentioned in the text. Previous studies have also sug-
gested that only a small fraction of Tweets are geo-
referenced [19].

Alternatively, an algorithm may attempt to determ-
ine location from the text of the Tweet. For example,
[20] used machine learning to identify location entities
and to classify them into names of cities, provinces,
and countries. Earlier, [21] proposed an approach
where city level locations of users were determined
based on the specific word distribution patterns in their
Tweets. [22] used models trained on Tweets annotated
with geopoints to predict location of new Tweets based
on the similarity of their content. However, most cur-
rent approaches focus on coarse location detail (e.g.,
to identify names of countries or cities). This would be
insufficient in the context of TravelBot, which requires
more precise location information (e.g., a street name,
bus stop name, etc.) to determine the links between
disruption events and particular transport routes.

[23] proposed a fine grained location detection ap-
proach for points-of-interest (POI) identification from
text, utilising a POI catalogue extracted from the
Foursquare crowdsourcing platform. The advantage of
this approach is that the extracted POI labels also in-
clude informal names for these locations contributed
by real users. TravelBot utilises a similar approach;
however, the list of fine grained location labels in-
cludes locations such as streets, bus routes and bus
stops. The labels are extracted from existing open data
and further manually enriched with abbreviations of
the official location names. The manual additions were
based on findings from a prior user-led exploratory
case study conducted in the same city area (see Section
3).

2.3. Enhancing Event and Location Detection with
Semantic Knowledge

Packer et al. [24] illustrate the use of a semantic
knowledge base to align Tweets to bands performing

3https://developer.twitter.com/en/docs/twitter-api/v1/data-
dictionary/overview/geo-objects
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at a music festival. DBpedia4 (a subset of Wikipedia5

data published as Linked Data) was used to retrieve
entities related to the bands by crawling for entities to
a depth of five pages from the band’s page. These en-
tities are then used to query for Tweets containing the
associated labels. Analysis of the time of Tweets found
that the events (band performances) could be detected
from Twitter.

Abel et al. [25] describe an approach for aggregat-
ing Tweets related to emergency events. Given a real-
world event (e.g. a fire), the Twitcident system retrieves
Tweets containing event-related keywords; each Tweet
is semantically enriched by identifying mentions of
concepts defined in DBpedia, and classified as report-
ing casualties, damage, or risks, and categorised with
the type of experience reported (e.g. if the Tweet’s au-
thor is seeing or hearing something). The semantic en-
richments and classifications are subsequently used to
determine if the Tweet is relevant to the given event.

[26] describe the Dub-STAR system, which at-
tempts to identify the cause of traffic congestion within
the city of Dublin, Ireland. Dub-STAR combines trans-
port information extracted from Tweets with details of
city events (such as concerts), road works, the road
network, and real-time GPS traces of buses within the
city. RDF is used to represent these data, and to match
user queries (e.g. asking why there is traffic congestion
on a particular road) to known events and road works
to try to identify the cause/respond to the user.

The work discussed in this sub-section also demon-
strates that it is possible to create structured, machine
processable representations of events from the content
of Tweets. Moreover, the work demonstrates that struc-
tured data may be used to expand the search terms
used in disambiguation mechanisms for entity detec-
tion and to extract additional related context. While the
work of Daly et al. [26] is similar to ours, the proactive
approach proposed by TravelBot to warn users in ad-
vance of potential disruption derived from Twitter data
differs from the Dub-STAR approach, which attempts
to explain the causes of traffic congestion in response
to queries from users who have already encountered
the disruption.

4http://wiki.dbpedia.org
5https://wikipedia.org

3. Understanding User Requirements

The functional requirements of TravelBot were de-
rived from the results of a series of linked design activ-
ities including ethnographic fieldwork and an explor-
atory case study, referred to as Tweeting Travel, which
are described in more detail by [27].

The ethnographic fieldwork included interviews
with public transport operators, users, and also a
manual analysis of related Twitter content. Tweeting
Travel used the Wizard-of-Oz experimental design
[28], in which two authors of this paper (DC, PG) op-
erated a travel advice service for bus passengers that
was accessed via Twitter. The study objectives were:
to understand the types of dialogues that would take
place via Twitter between bus passengers and a travel
advice service; to identify the types of information
viewed as beneficial by passengers; and to derive the
requirements for the TravelBot intelligent system.

Figure 1 illustrates the information sources used
by the Tweeting Travel study. These involved user-
provided journey data as well as collection of ex-
ternal data sources such as real time departures extrac-
ted from the Aberdeen vixConnect website6, Tweets
from public transport operators and local media out-
lets, and transport infrastructure data extracted from
Google Maps7.

Overall, the Tweeting Travel study highlighted that
the participants experienced benefits from receiving
personalised travel information via Twitter, and were
willing to share information about bus services for the
benefit of others, providing appropriate privacy control
mechanisms were in place.

The analysis of the various design activities resul-
ted in a list of generic functional requirements for an
automated travel advice service delivering personal-
ised travel information via Twitter. These functional
requirements were as follows:
• Allow users to register and maintain details of

planned bus journeys about which they would like to
receive information.

• Use social media posts from TravelBot users, public
transport operators, media outlets, and other relevant
parties as potential sources of travel information of
interest to TravelBot users.

• Maintain a knowledge base of integrated mobility in-
formation, and use it to identify potential disruptions
to any user’s planned journey.

6http://aberdeen.acisconnect.com/
7http://maps.google.com

http://wiki.dbpedia.org
https://wikipedia.org
http://aberdeen.acisconnect.com/
http://maps.google.com
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Figure 1. Sources, types, and flow of information used during the Tweeting Travel study.

• If any potential disruptions impacting on a user’s
journey(s) are identified, use Natural Language Gen-
eration (NLG) techniques [29] to produce messages
that are personalized to the recipient, warning them
of the disruption.

At the same time, a set of knowledge requirements
were identified for TravelBot:
• User’s planned journey itineraries, to determine

when they are travelling, where, and on which bus
service(s).

• Estimated real-time bus arrival times, as a source
of information useful to participants, but of limited
value for identifying disruptions to the bus service.

• Details of the expected route of travel, in terms of bus
stops and roads travelled, to assist with determining
the relevance of any potentially disruptive events to
user journeys.

• Details of the wider road network and areas within
the city, to assist with identifying locations men-
tioned in social media posts.

• Details of disruptions to the public transport net-
work, including location, time, and bus services af-
fected. These should be sourced from: Tweets pub-
lished by the bus operator, a trusted source of inform-
ation about the bus network and individual services;
participants, as a trusted source of travel information
about journeys; and Tweets published by local media
and the local authority as a trusted source of inform-
ation about events (e.g. collisions, road closures) that
may disrupt user journeys.

4. The TravelBot System

This section presents the architecture of the Travel-
Bot system, which is presented in Figure 2. The system
is designed to fulfil the functional requirements iden-
tified in Section 3 in order to provide travel advice to
public transport users via Twitter. The core compon-
ents of the system are:
• Twitter Monitoring Both public messages (Tweets)

and private Direct Messages are received from
Twitter by the Twitter Monitoring Infrastructure8

(TMI). TMI uses the Twitter Streaming API9, ac-
cessed using the Twitter4J Java library10, to receive
Tweets published by a predefined set of Twitter
users, and Direct Messages sent to the TravelBot ac-
count. Based on the findings of the Tweeting Travel
study, the Twitter users include operators of public
transport, local authorities, local media outlets, and
TravelBot users.

• User Journey Registration Users interact with Travel-
Bot by first registering their journeys using a web-
based tool developed for the Tweeting Travel study
(described in [27]). Further interactions are through
messages exchanged via Twitter.

• Message Processing Once received, each message is
processed to create a structured representation of any
events described within it; this process is discussed
in Section 6.

8https://github.com/SocialJourneys/TMI
9https://dev.twitter.com/streaming/reference/post/statuses/filter
10http://twitter4j.org

https://github.com/SocialJourneys/TMI
https://dev.twitter.com/streaming/reference/post/statuses/filter
http://twitter4j.org
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Figure 2. Overview of the TravelBot system.

• User Alerts Before and during each user-registered
journey, TravelBot attempts to determine if any event
may disrupt that journey, and if so, warn the user;
this process is discussed in Section 7.

5. Building a Mobility Knowledge Graph

In this section we discuss the development of
TravelBot’s knowledge graph by defining and reusing
relevant entities, their attributes, and interrelations
[30].

5.1. Knowledge Model

Figure 3 outlines the ontology network developed to
model four main categories of information used dur-
ing the Tweeting Travel study: user details (including
Twitter account, and planned journeys); public trans-
port (including details of available bus services, access
points, and routes); geospatial information (including
the road network, and areas within a city); and trans-
port disruptions.

Development of the framework followed the NeON
Ontology Methodology [31]; existing vocabularies
that describe these types of data were identified from a
review of Ontology Design Patterns11, and the Linked
Open Data cloud12, with new ontologies created for
concepts not previously defined.

Details of users’ planned journeys are defined using
our TravelBot ontology (prefix “tb”). Each journey is
described in terms of a name (label), the expected start

11http://ontologydesignpatterns.org/
12http://lod-cloud.net/

and end time, type (commuting or leisure), number
of minutes before starting the journey the user wishes
to receive information, a link to any return journey,
and a link to the journey stages. Each stage is defined
in terms of the bus route/service used, and origin
and destination bus stops. Information regarding each
user and their social media presence is represented
using the Bottari ontology13, which extends FOAF14

and SIOC15 to model Twitter accounts and activit-
ies. We define a new class (tb:DirectMessage)
to represent Direct Messages, defined as a subclass
of foaf:Document (we view Direct Messages as
foaf:Documents rather than sioc:Posts, as the
definition of the latter implies that the publication is
public while Direct Messages are private communic-
ations). Each message (Tweet or Direct Message) is
defined in terms of its unique identification number as
supplied by Twitter, author (sioc:has_creator),
message content, creation time, language, and, in the
case of replies or Retweets, a link to the original Tweet.

Public transport information is represented using the
Transit ontology16. This includes details of available
bus services, their associated timetables, and access
points (bus stops). Details of the road network are de-
scribed using the tb:Highway class based on the
OpenStreetMap17 OSM data model. Details of areas
within the city are represented using the NaPTAN/N-

13http://purl.org/NET/bottari.n3, prefix “bot”.
14http://xmlns.com/foaf/0.1/, prefix “foaf”.
15http://rdfs.org/sioc/ns#, prefix “sioc”.
16http://vocab.org/transit, prefix “transit”.
17OpenStreetMap is an open source map service available online

at http://www.openstreetmap.org. OpenStreetMap was used here in
place of Google Maps (which was used in Tweeting Travel) as
Google Maps does not publish road network data as open data.

http://ontologydesignpatterns.org/
http://lod-cloud.net/
http://purl.org/NET/bottari.n3
http://xmlns.com/foaf/0.1/
http://rdfs.org/sioc/ns#
http://vocab.org/transit
http://www.openstreetmap.org
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bot:messageTimeStamp

tb:Journey
rdfs:label

tb:journey_name
tb:journey_time_of_departure

tb:journey_time_of_arrival
tb:journey_alert_time

tb:JourneyStage
tb:origin_lat

tb:origin_long
tb:dest_lat

tb:dest_long

transit:Service naptan:Stop, 
transit:ServiceStop

bot:TwitterUser
bot:screenname

event:Event

tb:Highway

sioctype:MicroblogPostsioc:UserAccount

sioc:Post
sioc:has_creator

sioc:has_creator

tb:stages

tb:origin_bus_stop,
tb:destination_bus_stop

tb:bus_routes

tb:return

tb:journeys

geo:SpatialThingtd:DisruptiveImpact

td:Plan

foaf:OnlineAccount

td:impactsOn td:hasCause
event:place

tb:travelsOn

tb:recipient

transit:serviceStop

tb:Day
rdfs:label

tb:JourneyType
rdfs:label

tb:Commuting
rdfs:label "commuting"

tb:Leisure
rdfs:label "leisure"

rdf:type

tb:Monday

tb:Tuesday

tb:Wednesday

tb:Thursday

tb:Friday

tb:Saturday

tb:Sunday

tb:journey_type

tb:days_travellingrdf:type

rdfs:subClassOf

rdfs:subClassOf

rdfs:subClassOf rdfs:subClassOf

rdfs:subClassOf

rdfs:subClassOf

naptan:NptgLocality naptan:nptgLocality

Figure 3. Overview of the ontology network developed for the TravelBot system.

PTG ontology18, which describes the city in terms of
localities and districts.

Details of transport disruptions are represented us-
ing the Transport Disruption ontology19 [32], which
describes events (defined as subclasses of the event:Event
class 20) and the disruptive impact they may have on
the (travel) plans of an individual. These are classified
as td:DisruptiveEvents when they adversely
impact on an individual’s travel plans, e.g. roadworks
causing delays to a bus service.

The location of an event is defined using sub-
classes of the geo:SpatialThing class defined
by the WGS84 Geo Positioning ontology21; these
reflect the variety of location references used by
providers of travel disruption information and in-
clude tb:Highway, naptan:Stop, and naptan:
NptgLocality. The interval for which the event
was/is active is described using the tl:beginsAt-
DateTime and tl:endsAtDateTime properties
defined by the Timeline ontology22.

5.2. Bootstrapping the Knowledge Graph with Open
Data

To help assess the extent to which existing data sets
can support intelligent systems in the transport inform-
ation domain, and following best practice of reusing
data where possible [31], a number of existing data

18http://transport.data.gov.uk/def/naptan/, prefix “naptan”.
19http://purl.org/td/transportdisruption, prefix “td”.
20http://purl.org/NET/c4dm/event.owl, prefix “event”.
21http://www.w3.org/2003/01/geo/wgs84_pos#, prefix “geo”.
22http://purl.org/NET/c4dm/timeline.owl#, prefix “tl”.

sources were considered when populating the Travel-
Bot knowledge graph. This sub-section describes how
the different types of information required by Travel-
Bot are imported into the knowledge graph, including
use of open data sets where possible.

5.2.1. Public Transport Data
The “Public Transport Data” section of Listing 1

illustrates information on public transport operators,
services, and bus stops described in the knowledge
graph. Details of bus services operated by First Ab-
erdeen within the city of Aberdeen, UK, were impor-
ted from the Traveline TNDS dataset23 and OpenSteet-
Map. The TNDS dataset provides access point and
timetable data as XML files encoded using the TransX-
Change schema24 and includes the service name, oper-
ator, and references to bus stops used. OpenStreetMap
data complements this by providing references to the
roads traveled by certain bus routes.

Further details of bus stops, such as name, identi-
fier codes, location, and street are obtained from the
NaPTAN25 dataset published by the UK Department
for Transport. This dataset was published as Open Data
in 2011. A script developed during previous work [11]
was used to import details of public transport access
points from the CSV distribution of the NaPTAN data-
set.

23http://www.travelinedata.org.uk/traveline-open-data/
traveline-national-dataset/

24https://www.gov.uk/government/collections/transxchange
25https://data.gov.uk/dataset/naptan

http://transport.data.gov.uk/def/naptan/
http://purl.org/td/transportdisruption
http://purl.org/NET/c4dm/event.owl
http://www.w3.org/2003/01/geo/wgs84_pos##
http://purl.org/NET/c4dm/timeline.owl##
http://www.travelinedata.org.uk/traveline-open-data/traveline-national-dataset/
http://www.travelinedata.org.uk/traveline-open-data/traveline-national-dataset/
https://www.gov.uk/government/collections/transxchange
https://data.gov.uk/dataset/naptan
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/ / P u b l i c T r a n s p o r t Data
:FAB a t r a n s i t : Agency , f o a f : O r g a n i s a t i o n ;

f o a f : name ’ F i r s t Aberdeen ’ ; f o a f : a c c o u n t : FABTwit ter .
: FAB1 a t r a n s i t : S e r v i c e ; r d f s : l a b e l ’ S e r v i c e 1 ’ ;

r d f s : l a b e l ’ Ba lmora l Road ’ ;
t r a n s i t : s e r v i c e S t o p n a p t a n : s t o p s /639006362 ,
n a p t a n : s t o p s /639006432 , n a p t a n : s t o p s / 6 3 9 0 0 1 7 1 1 .

n a p t a n : s t o p s /639001711 a n a p t a n : S top ;
n a p t a n : CommonName ’ Ba lmora l Road ’ ;
n a p t a n : NaptanCode ’23232929 ’ ; n a p t a n : AtcoCode ’639001711 ’ ;
geo : l ong ’ −2 .1159550402 ’ ; geo : l a t ’ 5 7 . 1 3 3 6 5 5 1 7 3 2 ’ ;
n a p t a n : S t r e e t ’ Holborn S t r e e t ’ ;
n a p t a n : n p t g L o c a l i t y n a p t a n : l o c a l i t y / ES001772 .

/ / G e o s p a t i a l Data
n a p t a n : l o c a l i t y / ES001772 a n a p t a n : N p t g L o c a l i t y ;

r d f s : l a b e l ’ Holburn ’ .
:9762151 a t b : Highway ; r d f s : l a b e l ’ Holburn S t r e e t ’ .

/ / User D e t a i l s
: d a v i d a b o t : T w i t t e r U s e r ; b o t : sc reenname ’ David ’ ;

t d : h a s P l a n : j o u r n e y .
: j o u r n e y a t b : J o u r n e y ; r d f s : l a b e l ’Commute t o Uni ’ ;

t b : journey_name ’Commute t o Uni ’ ;
t b : j o u r n e y _ t i m e _ o f _ d e p a r t u r e ’ 0 8 : 2 5 ’ ;
t b : j o u r n e y _ t i m e _ o f _ a r r i v a l ’ 0 8 : 5 0 ’ ;
t b : j o u r n e y _ a l e r t _ t i m e ’ 1 0 ’ ; t b : j o u r n e y _ t y p e t b : Commuting ;
t b : d a y s _ t r a v e l l i n g t b : Monday , t b : Tuesday , t b : Wednesday ,
t b : Thursday , t b : F r i d a y ; t b : s t a g e s : j o u r n e y _ s t a g e .

: j o u r n e y _ s t a g e a t b : J o u r n e y S t a g e ; t b : b u s _ r o u t e : FAB1 ;
t b : o r i g i n _ b u s _ s t o p n a p t a n : / s t o p s / 6 3 9 0 0 1 7 1 1 ;
t b : d e s t i n a t i o n _ b u s _ s t o p n a p t a n : s t o p s / 6 3 9 0 0 3 6 4 1 ;
t b : o r i g i n _ l a t ’ 5 7 . 1 3 4 2 9 1 ’ ; t b : o r i g i n _ l o n g ’ −2 .115654 ’ ;
t b : d e s t _ l a t ’ 5 7 . 1 6 1 7 6 1 ’ ; t b : d e s t _ l o n g ’ −2 .096597 ’ .

: t w e e t a b o t : Tweet ;
b o t : message ’ Temporary t r a f f i c l i g h t s on Holburn S t r e e t w i l l
c a u s e a d e l a y t o s e r v i c e s today ’ ^ ^ xsd : s t r i n g ;
s i o c : h a s _ c r e a t o r : FABTwit ter ;
b o t : messageTimeStamp ’2015 −08 −31T08 : 5 3 ’ ^ ^ xsd : da teTime .

Listing 1 Sample public transport, geospatial, and user data from the TravelBot knowledge graph.

5.2.2. Geospatial Data
The “Geospatial Data" section of Listing 1 illus-

trates how these data are described in the TravelBot
knowledge graph. Details of the areas and the road net-
work within the city were obtained from the NPTG
dataset and OpenStreetMap respectively.

The NPTG dataset26 describes UK regions, towns,
and localities, providing a common frame of reference

26http://naptan.dft.gov.uk/nptg/

for UK public transport data. A script was developed
to convert the latest distribution of NPTG published as
CSV files27 into RDF described using the NaPTAN/N-
PTG ontology.

Data extracted from OpenStreetMap included three
main components, namely nodes (a single geospa-
tial point defined by its latitude and longitude), ways
(ordered lists of nodes that can be used to represent

27The NPTG dataset was last updated in March 2010.

http://naptan.dft.gov.uk/nptg/
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various polygons, such as roads) and relations (ordered
lists of nodes which represent a logical or geograph-
ical relationship between other elements, such as bus
routes.)28. The (street) names of ways that are tagged
in the OSM data as type “HIGHWAY” were extrac-
ted, and described as tb:Highway individuals in the
TravelBot knowledge graph.

5.2.3. User Details
The “User Details” section of Listing 1 illustrates

how details of user’s registered journeys are described
in the TravelBot knowledge graph. The journey man-
agement tool used by TravelBot users to maintain de-
tails of their regular public transport journeys uses a
PostgreSQL database29 for data persistence. Tweets
and Direct Messages retrieved by the TMI are also
stored in the same database. A D2R Server30 is used
to make this information available to the knowledge
graph. The D2R Server publishes the content of the
journey database as Linked Data described using the
Bottari and TravelBot ontologies.

6. The Message Processing Pipeline

The message processing pipeline is applied to each
Tweet or Direct Message received by the TMI, with the
objective of creating a semantic description of event(s)
mentioned in the message. This section describes the
three stages of the pipeline, namely event identifica-
tion, message annotation, and event inference.

6.1. Entity Identification

The first stage of the pipeline uses the entity re-
cognition features of the Ontotext KIM31 platform to
identify any entities that are referenced in the mes-
sage text. This platform was selected as its entity re-
cognition capabilities can be extended by developers
with details of entities that are not included in the sys-
tem’s default configuration; while alternatives, such as
OpenCalais32, were considered, our initial trials found
that they failed to identify many of the transport related
entities and city specific entities mentioned in Tweets
and that their default capabilities could not be exten-
ded.

28http://wiki.openstreetmap.org/wiki/Elements
29https://www.postgresql.org/
30http://d2rq.org/d2r-server
31http://ontotext.com/kim
32http://www.opencalais.com/opencalais-api/

By default, KIM is equipped with a semantic know-
ledge base that enables it to identify mentions of
Linked Data entities covering geographical locations,
organisations, people, time intervals, money, and com-
pany acquisitions33. As part of the identification pro-
cess, KIM uses the rdfs:label value(s) (i.e. a de-
fault alias) associated with each Linked Data entity in
its knowledge base as representations for that entity
in a piece of text. Such entities can also be associ-
ated with additional representations (referred to as ad-
ditional aliases).

KIM’s default knowledge base was extended with
a subset of the TravelBot mobility knowledge graph,
namely bus services, bus stops, details of roads, local-
ities, and events from the Transport Disruption onto-
logy. Table 1 illustrates the aliases added to the KIM
knowledge base for the entities described in Listing 1.

Briefly, the default representation for each bus ser-
vice is defined as the associated rdfs:label prop-
erty value; additional aliases are created based on how
bus services were commonly referred to in Tweets
during the earlier Tweeting Travel study (e.g., #fa1
refers to the operator First, location Aberdeen and ser-
vice number 1). The default alias for each bus stop is
defined using the value of the naptan:CommonName
property (for example “Balmoral Road” in Table 1),
with an additional alias based on the value of the
naptan:Street property (for example “Holburn
Street” in Table 1) - this enables KIM to identify all
of the bus stops related to a particular street. The de-
fault alias for localities is the rdfs:label property
value, with no additional aliases defined as there were
no other relevant variations found by the research team
for this locality. The default alias for each road is based
on the rdfs:label property value; additional ali-
ases are defined that use common variants of street
names, such as “St” in place of “Street”34.

To enable KIM to detect mentions of transport dis-
ruption events, a series of aliases were defined based
on the event classes in the Transport Disruption onto-
logy. These were based on any labels associated with
the class, along with phrases defined manually based
on terms commonly used during the Tweeting Travel
study. For example, the td:PublicTransportDelay
class was assigned the additional aliases “delay” and
“delayed”.

33https://confluence.ontotext.com/display/KimDocs37EN/
Semantic+annotation

34Alternative street names were based on the list at https://wiki.
waze.com/wiki/Abbreviations_and_acronyms.

http://wiki.openstreetmap.org/wiki/Elements
https://www.postgresql.org/
http://d2rq.org/d2r-server
http://ontotext.com/kim
http://www.opencalais.com/opencalais-api/
https://confluence.ontotext.com/display/KimDocs37EN/Semantic+annotation
https://confluence.ontotext.com/display/KimDocs37EN/Semantic+annotation
https://wiki.waze.com/wiki/Abbreviations_and_acronyms
https://wiki.waze.com/wiki/Abbreviations_and_acronyms
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Table 1
Sample extensions of KIM’s knowledge base of entity representations (aliases) for the entities described in Listing 1

Entity Type Sample Default Alias Sample Additional Aliases
Bus Service “Service 1” “#service1”, “#fa1”

Bus Stop “Balmoral Road” “Holburn Street”

Locality “Holburn”

Road “Holburn Street” “Holburn St”

Disruption Events “Public Transport Delay” “delay”, “delayed”

6.2. Message Annotation

The Message Annotation component creates RDF
annotations for the message with details of each entity
identified by KIM. As shown in Listing 2, annotations
are represented with the Open Annotation ontology35,
with the thing being annotated (in these examples, the
Tweet with URI :tweet defined in Listing 1) refer-
enced using the oa:hasBody attribute, the identified
entity referenced using the oa:hasTarget attribute,
and the substring of the message’s content to which the
annotation applies defined via the rdf:value attrib-
ute.

6.3. Event Inference

The Event Inference component uses a set of hand
crafted rules to create a semantic representation of
transport events based on the annotations. The rules
replicate the reasoning performed by the human op-
erators who provided users with information during
the Tweeting Travel study discussed in Section 3. The
inferencing is performed using SPIN36, a SPARQL-
based rule and constraint language for RDF data.
The inferencing engine is configured to run using the
TravelBot knowledge graph, which includes the Trans-
port Disruption ontology with RDFS subclass entail-
ments, the Tweet / Direct Message, and the associated
annotations.

If a message mentions an event defined by the
Transport Disruption ontology, the event inference rule
shown in Figure 4 (left) creates an individual of that
event type, providing one has not already been cre-
ated based on that message. Note: SPIN rules are as-
sociated with classes in an ontology (in this case, the
bot:Tweet class); the special variable ?this is
used to refer to an individual with that class as its

35http://www.w3.org/ns/oa#, prefix “oa”.
36http://spinrdf.org/

type. In addition, the rule asserts that this individual is
based on a message by using the wasDerivedFrom
property from the PROV-O ontology37. PROV-O is
the OWL2 encoding of the PROV model, defined by
the W3C Provenance Working Group38 to support the
representation and integration of provenance inform-
ation on the Web. Briefly, PROV-O describes proven-
ance in terms of entities (things) that are generated and
used by activities, and are attributed to agents. The
prov:wasDerivedFrom property is used to record
that the new event individual (an entity in PROV-O
terms) is based on a pre-existing entity, namely the
Tweet or Direct Message. This derivation relationship
allows rules associated with the event:Event class
to access any additional annotations of the source mes-
sage. If present, such annotations can then be used to
infer additional information about the event, such as
time and location.

A set of event duration rules extend the event
description with a start and end timestamp based
on times mentioned in the message. For example,
:annotation3 in Listing 2 indicates the time
period “today” featured in a message; in this case, a
rule will set the value of the event:time attribute to
be an tl:Interval lasting the day. Additional rules
associate time periods of morning, afternoon, evening,
tomorrow, and specific temporal ranges (e.g. “from
09:00 to 12:00”). If the entity identification component
did not identify a time within the message content, the
system assumes the event started when the message
was published. If the end time is unclear, for example,
when only a single time, such as “11:30”, has been
identified in the message, the system assumes that the
event ends at the close of the day on which the message
was published.

A set of event location rules use any locations, such
as roads (e.g. “Holburn Street”), localities (e.g. “Hol-
burn”), or bus stops mentioned in the original mes-

37http://prefix.cc/prov, prefix “prov”.
38http://www.w3.org/2011/prov

http://www.w3.org/ns/oa##
http://spinrdf.org/
http://prefix.cc/prov
http://www.w3.org/2011/prov
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/ / sample a n n o t a t i o n s
: a n n o t a t i o n 1 a oa : A n n o t a t i o n ;

r d f : v a l u e ’ t e m p o r a r y t r a f f i c l i g h t s ’ ;
oa : hasBody : t w e e t ; oa : h a s T a r g e t t d : T e m p o r a r y T r a f f i c L i g h t s .

: a n n o t a t i o n 2 a oa : A n n o t a t i o n ; r d f : v a l u e ’ Holburn S t r e e t ’ ;
oa : hasBody : t w e e t ; oa : h a s T a r g e t : 9 7 6 2 1 5 1 .

: a n n o t a t i o n 3 a oa : A n n o t a t i o n ; r d f : v a l u e ’ today ’ ;
oa : hasBody : t w e e t ; oa : h a s T a r g e t wkb : T i m e I n t e r v a l _ T o d a y .

/ / i d e n t i f i e d e n t i t i e s
t d : T e m p o r a r y T r a f f i c L i g h t s r d f s : s u b C l a s s O f e v e n t : Event ;

r d f s : l a b e l ’ t e m p o r a r y t r a f f i c l i g h t s ’ .
:9762151 a t b : Highway ; r d f s : l a b e l ’ Holburn S t r e e t ’ .

wkb : T i m e I n t e r v a l _ T o d a y a p r o t o n t : T i m e I n t e r v a l ;
r d f s : l a b e l ’ today ’ .

Listing 2 Sample annotations for the Tweet :tweet defined in Listing 1 describing the entities identified by KIM.

CONSTRUCT {
    ?this tb:service ?service .
    ?service rdfs:label ?label .
}
WHERE {
    ?locationAnnotation a oa:Annotation .
    ?locationAnnotation oa:hasTarget ?tweet .
    ?this prov:wasDerivedFrom ?tweet .
    ?locationAnnotation oa:hasBody ?location .
    ?location a naptan:Stop .
    ?service transit:serviceStop ?location .
    NOT EXISTS {
        ?serviceAnnotation a oa:Annotation .
        ?serviceAnnotation oa:hasBody ?s .
        ?s a transit:Service .
        ?serviceAnnotation oa:hasTarget ?tweet .
        ?this prov:wasDerivedFrom ?tweet .
    } .
    NOT EXISTS {
        ?this tb:service ?service .
    } .
}

CONSTRUCT {
    ?event a ?body .
    ?event prov:wasDerivedFrom ?this .
    ?event rdfs:label ?label .
    ?body rdfs:label ?label .
}
WHERE {
    ?eventAnnotation a oa:Annotation .
    ?eventAnnotation oa:hasBody ?body .
    ?body rdfs:subClassOf event:Event .
    ?eventAnnotation oa:hasTarget ?this .
    ?eventAnnotation rdf:value ?label .
    BIND (IRI(CONCAT(xsd:string(?this), "_", STRAFTER(str(?body), 
"http://purl.org/td/transportdisruption#"))) AS ?event) .
    NOT EXISTS {
        ?y a ?body .
        ?y prov:wasDerivedFrom ?this .
    } .
}

Figure 4. Sample rules from the TravelBot rule base; left - rule to create an event if a Tweet is associated with an event defined in the Transport
Disruption ontology; right - rule to associate a bus service with an event if the location mentioned in the message corresponds to a bus stop
covered by the bus service.

sage to associate a location with the event using the
event:place link.

Further rules associated with the event:Event
class link the event to bus services (transit:Servi-
ce) using the link tb:service. This link is based
on bus services mentioned in the message, or inferred
based on mentions of bus stops or roads that the bus
service uses. For example, the rule shown in Figure
4 (right) infers the link between the event individual

and a service (e.g. :FAB1 shown in Listing 1) if the
service route includes a specific bus stop mentioned in
the message.

The rule base also contains rules specific to differ-
ent types of events. For example, rules defined for the
td:PublicTransportDelay attempt to infer the
length of delay if the message was annotated with a
unit of time (e.g. minutes) preceded by a number, and
rules associated with the td:PublicTransport-
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: t w e e t _ T e m p o r a r y T r a f f i c L i g h t s a t d : T e m p o r a r y T r a f f i c L i g h t s ;
t b : s e r v i c e : FAB1 ; e v e n t : p l a c e : 9 7 6 2 1 5 1 ;
e v e n t : t ime : t w e e t _ t i m e .

: t w e e t _ t i m e a t l : I n t e r v a l ;
t l : beg insAtDateTime ’2015 −08 −31T00 : 0 0 : 0 1 ’ ;
t l : endsAtDateTime ’2015 −08 −31T23 : 5 9 : 5 9 ’ .

Listing 3 Sample description of an event inferred from the Tweet :tweet (defined in Listing 1) and sample annotations from Listing 2.

Diversion class attempt to associate details of the
diversion.

Listing 3 provides an example event inferred from
the Tweet :tweet defined in Listing 1. Once event
inferencing is completed by the SPIN engine, any in-
dividuals of type event:Event that are created are
added to the TravelBot knowledge graph - ready for
use by the Event-Journey Matching component.

7. User Alerts

The Event-Journey Matching component shown in
Figure 2 identifies any events that might disrupt a
user’s journey. This component maintains a list of act-
ive and upcoming journeys, and queries the knowledge
graph for any ongoing events that are relevant to the
bus services used on those journeys. This query is ex-
ecuted before each journey is due to commence, so
that warnings can be included with the before travel in-
formation sent to the user. The query is also executed
every minute during a journey, to identify any new
events that have been inferred while the user is on-trip.
Events retrieved by the query are passed to the Micro-
NLG component.

The Micro-NLG component39 uses Natural Lan-
guage Generation techniques [29] to generate text mes-
sages that provide TravelBot users with personalised
travel information relevant to their journey. TravelBot
uses the SimpleNLG [33] realisation engine to create
messages that are sent to users pre-travel or when a
potential disruption is detected during a journey.

The pre-travel messages sent to users are structured
to be similar to those sent during the Tweeting Travel
study, and consist of: a greeting, followed by the ex-
pected bus arrival time and, if relevant, details of po-
tential disruptions. The greeting is selected from a set
of available options which include “Ciao”, “Greetings

39The Micro-NLG software is available at https://github.com/
SocialJourneys/TwitterNLGService.

traveller”, “Hi”, “Hello”, and “Hola”. The remainder
of the message is generated by SimpleNLG based on
two sets of sentence templates:
• 19 templates advise users of the expected bus arrival

time(s) for their upcoming journey. These templates
are instantiated with details of the bus service(s) and
arrival time(s)40 at the origin bus stop specified in the
user’s journey description. Example sentences gener-
ated using these templates include: “your bus service
3 this afternoon should be leaving at 16:47”, “your
service 2 is currently expected at 12:37, 12:52 and
13:07”, and “your bus service 1 is currently expec-
ted at 12:38, 12:53 and 13:08 and it looks like your
service 2 should be along in 4 mins.”

• 21 templates are designed to warn users of any events
identified by TravelBot that may disrupt their jour-
ney. The generated sentences refer to the impacted
bus service(s), the event type, location, and the time
that the event was reported; for example: “your jour-
ney on service X40 might be affected due to a col-
lision on King Street reported at 07:58 AM”, “And
just to let you know we’ve heard there are delays on
the service 3 reported at 07:13 AM”, and “service 2
Holburn diversion in place from 12:00 11 September
to 16:59 11 September.”
At the time of development, Twitter limited Direct

Messages to 140 characters. To satisfy this, if neces-
sary the Micro-NLG component split the message gen-
erated by SimpleNLG into multiple (shorter) messages
joined with a term such as “and” to maintain readabil-
ity.

8. Evaluation

A user study was conducted to gather quantitative
measures of the system’s performance during deploy-

40Estimated real-time arrival data are retrieved from the
NextBus API, http://www.travelinedata.org.uk/traveline-open-data/
nextbuses-api/.

https://github.com/SocialJourneys/TwitterNLGService
https://github.com/SocialJourneys/TwitterNLGService
http://www.travelinedata.org.uk/traveline-open-data/nextbuses-api/
http://www.travelinedata.org.uk/traveline-open-data/nextbuses-api/
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ment, and to qualitatively investigate user experience
of the system and its impact on travel behaviour. This
section presents three experiments conducted to de-
termine: (i) how TravelBot’s ability to identify charac-
teristics of events compares to that of a human oper-
ator; (ii) the impact of the time taken by TravelBot to
infer events on its capability to provide timely inform-
ation to users; and (iii) the user experience of Travel-
Bot.

The user study followed the same format as the
Tweeting Travel study discussed in Section 3; the main
difference being that TravelBot replaced the two re-
searchers who operated the travel advice service. Thir-
teen commuters (nine female, four male) participated
in the TravelBot user trial. All of the participants were
existing users of Twitter, and travelled regularly on bus
services in Aberdeen (specifically, the First Aberdeen
services 1, 2, 3, and X40). Participants were required
to provide details of their planned bus journeys dur-
ing the three-week period of the trial. They were also
asked to share (with TravelBot) information about any
disruptions they encountered during that period. Dur-
ing the trial, TravelBot provided participants with real-
time information and warning of any potential disrup-
tions to their journeys.

The TravelBot system was deployed on a virtual
server running Ubuntu 14.04.1 LTS with an Intel Xeon
E5-2450 @ 2.10GHz CPU, 17.45GB storage, and 8GB
of memory. Fuseki41 with TDB stores was used to host
the datasets of public transport information and in-
ferred events; a PostgreSQL42 database was used to
store the Twitter messages received by TMI and de-
tails of users’ journeys; D2R server app running on an
Apache Tomcat43 server was used to publish the Post-
greSQL database as Linked Data.

During the study period, which lasted 18 days, par-
ticipants registered 36 journey itineraries with Travel-
Bot, published 310 Tweets, of which 56 mentioned
the TravelBot account, and sent 47 Direct Messages
to TravelBot. In total, 523 messages were processed
by TravelBot44, and 615 Direct Messages were sent to
participants - 120 providing warnings of potential dis-
ruption, with the remaining 495 providing real-time in-
formation. The relatively small number of Tweets col-
lected during the trial illustrates a fundamental chal-

41https://jena.apache.org/documentation/serving_data/
42https://www.postgresql.org/
43http://tomcat.apache.org/
44These include the 356 messages from participants and 167 from

other sources such as the bus operator and local radio stations.

lenge associated with transport disruption detection in
smaller cities - namely, the low volume of social media
posts.

8.1. Exp. 1: Event Inference Performance

The objective of this experiment was to determine
the extent to which TravelBot correctly identified de-
tails of events that may disrupt public transport in Ab-
erdeen as described in messages processed by the sys-
tem. We present three comparisons of the event de-
scriptions created by TravelBot with a gold standard
set of descriptions created by humans using the pro-
cessed messages.

As discussed in section 6, for TravelBot to be able
to warn users of potential disruptions the system re-
quires details of an event linked to affected bus ser-
vice(s); if a message does not mention any bus ser-
vices, TravelBot attempts to infer this link based on
any location(s) that are mentioned. This experiment fo-
cused on the system’s performance with respect to in-
ferring the information required to warn users of po-
tential disruptions. This was evaluated in three sub-
experiments: Experiment 1.1, which focuses on mes-
sages that contain details of disruption events, loca-
tions and affected bus services; Experiment 1.2, which
assesses TravelBot’s ability to identify impacted bus
services from messages that only mention location(s)
and disruption event(s); and Experiment 1.3, which fo-
cuses on messages that only mention disruption events
and bus services.

Table 2 summarises the number of messages pro-
cessed by TravelBot that were classified as True Posit-
ive (TP), False Positive (FP), True Negative (TN) and
False Negative (FN) when compared to the gold stand-
ard. These formed the basis of precision, recall, ac-
curacy, true negative rate, and F1 scores for each sub-
experiment, which are presented in Table 3. The re-
mainder of this section discusses creation of the gold
standard (section 8.1.1), each sub-experiment and the
associated results (sections 8.1.2-8.1.4).

8.1.1. Creating a Gold Standard Data Set
The gold standard data set was created in two stages

by three researchers who were not previously involved
with this work. In the first stage, the researchers were
each asked to decide if any of the 523 messages pro-
cessed by TravelBot contained information about an
event that might disrupt a public transport service in
the city of Aberdeen. For this, the researchers were
provided with the text of the message, the date and

https://jena.apache.org/documentation/serving_data/
https://www.postgresql.org/
http://tomcat.apache.org/
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time it was created, and the Twitter handle of the ac-
count that published the message. A majority voting
approach requiring agreement between at least two of
the participants was used. Using this approach 93 of
523 messages were considered to contain such inform-
ation, and so were selected for the second stage dur-
ing which participants were asked to provide the event
type, event location, and bus services mentioned as be-
ing affected for all the events described in the mes-
sage. In addition, messages from which TravelBot in-
ferred an event description, but were not identified as
mentioning an event type in the gold standard were
also checked for mentions of locations and bus ser-
vices. Based on the geographical context of the study,
11 messages were excluded as the locations they men-
tioned were outside of Aberdeen city (the scope of
TravelBot’s road network knowledge).

Table 2
A summary of true positive (TP), false positive (FP), true negative
(TN), and false negative (FN) inferences made by the TravelBot sys-
tem for each sub-experiment (Exp. 1.1 - 1.3).

Metric Exp. 1.1 Exp. 1.2 Exp. 1.3
TP 9 5 0
FP 0 6 1
FN 14 15 11
TN 489 486 500

8.1.2. Exp. 1.1: Inferring Events using Mentions of
Events, Locations, and Bus Services

This experiment evaluated the extent to which
TravelBot was consistent with the gold standard for
messages that explicitly mentioned an event type, loc-
ation, and bus service as these are required when warn-
ing users of potential disruptions. The result of Travel-
Bot’s processing of each message was classified as fol-
lows:
• TP - if the gold standard specifies that the message

mentions at least one event type, location, and bus
service, and TravelBot inferred an event of one of
those types, linked to the same location(s) and bus
service(s).

• FP - if the gold standard specifies that the message
does not mention any event type, but does mention a
location, and bus service, and TravelBot inferred an
event based on the content of the message.

• FN - if the gold standard specifies that the message
mentions at least one event type, location, and bus
service but TravelBot did not infer any events based
on the message.

• TN - if the message was not classified as FN, FP, or
TP.

The recall score presented in Table 3 for Experiment
1.1. indicates that TravelBot did not infer any events
for 14 messages that the gold standard defines as in-
cluding an event type, location, and bus service. How-
ever, details of the nine event descriptions that Travel-
Bot did infer (the TP value in Table 2) were in agree-
ment with those specified in the gold standard.

Examination of the (14) FN messages found event
descriptions were not created either because the in-
formation was conveyed in a form that the event in-
ference rules were not designed to process, or words
were used that that were not in KIM’s knowledge
base. These included eight phrases based around the
keyword “late” (such as “was 10 minutes late” or “ser-
vice X from Airport is running Y mins late”), and the
phrase “general bunching of the 1&2 buses” where the
event reference (bunching of buses indicating a bus
was running late) is mixed with the reference to af-
fected bus services. Other examples included the use of
the phrase “no bus on the horizon” to report a delayed
bus, the phrase “bus didn’t appear” to report failure of
a bus to arrive at a stop - an event type not presently
defined in the transport disruption ontology, and the
text “#3” or “#5” used to reference the bus service. Fi-
nally, a reference to a street name (in this case “Men-
zies Road”) was not identified by KIM, as the message
contained the text “Menzies road.” 45

8.1.3. Exp. 1.2: Inferring Events from Mentions of
Events and Locations

This experiment evaluated the extent to which
TravelBot was consistent with the gold standard for
messages that contain at least one event type and loca-
tion, but do not mention a bus service. This experiment
focused only on messages that explicitly mentioned
these two facets, as TravelBot should automatically
link the event to bus services relevant to the named loc-
ation(s). The result of TravelBot’s processing of each
message was classified as follows:
• TP - if the gold standard specifies that the message

mentions at least one event type and location but not
a bus service, and TravelBot inferred an event of one
of those types, linked to the location(s).

45KIM uses case-sensitive string matching during entity identific-
ation; while KIM was configured with all lowercase and all upper-
case alternative aliases for street names, this particular variant had
not been added to KIM’s knowledge base.
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Table 3
A summary of TravelBot’s performance against the measured metrics for each sub-experiment (Exp. 1.1 - 1.3).

Metric Exp. 1.1 Exp. 1.2 Exp. 1.3
Precision 1 0.45 0
Recall 0.39 0.25 0
Accuracy 0.97 0.96 n/a as precision and recall are 0
True Negative Rate 1 0.99 n/a as precision and recall are 0
F1 score 0.56 0.32 0

• FP - if the gold standard specifies that the message
does not mention any event type and bus service but
does mention a location, and TravelBot inferred an
event based on the content of the message.

• FN - if the gold standard specifies that the message
mentions at least one event type and location but not
a bus service, and TravelBot did not infer any events
based on the message.

• TN - if the message was not classified as TP, FP, or
FN.

The results presented in Table 3 show that TravelBot
was able to accurately process messages which con-
tained mentions of only an event type and location;
however, the performance suffered from low precision
and recall scores.

Examination of the FN messages found the use of
the phrase “wild traffic” to report traffic congestion,
which was not part of KIM’s knowledge base. As with
Experiment 1.1, there were event descriptions based
around the keyword “late” and one message describ-
ing failure of a bus to arrive at a stop as expected.
There were also two messages describing events that
were not in the Transport Disruption ontology, namely
a building fire - while the ontology includes forest fire,
grass fire, and vehicle on fire, it does not include a gen-
eric fire event type.

The remaining FN messages contained mentions
of various types of public event (such as a demon-
stration, football match, or public speech). Such mes-
sages present a significant challenge for TravelBot, as
they are often not describing the event, rather describ-
ing something related to it and so are not directly in-
forming people about disruptive travel events. For ex-
ample, a Tweet informing people that “Tickets have
sold out for @AberdeenFC’s game at Pittodrie on Sat-
urday” (where @AberdeenFC is the Twitter handle
of the local football (soccer) team). Similarly, some
Tweets are designed to promote an event (for example,
“@andyburnhammp speaking in Tillydrone this even-
ing”), and any potential impact on the transport infra-

structure must be inferred as secondary information.
Inferring potential disruption to the transport network
in this way is challenging, as any disruption is highly
dependent on the local context - for example, a concert
taking place in a location with good transport connec-
tions might have little impact on the transport network;
however, in smaller towns with limited infrastructure
the impact might be significant.

From the perspective of the reasoning implemented
in TravelBot, similar ambiguity was evident when ex-
amining the FP inferences. For example, a message
containing information about a member of the Islamic
State militant group originally from Aberdeen who had
been killed by a drone strike, was interpreted as a dis-
ruption referring to a “strike” (i.e. an industrial ac-
tion) affecting all bus services in Aberdeen. A sim-
ilar warning was produced from a message containing
information about an attack planned by the same Is-
lamic State militant. In this case the keyword “attack”
was interpreted as a disruption event and “Aberdeen”
as a location of this event. Naturally, following a dis-
ruption warning about an “attack affecting services in
Aberdeen” users requested more information via Dir-
ect Messages repeating the same keywords “attack”
and “Aberdeen”. This resulted in more false positive
inferences about another attack event being reported
by the users. This experience highlights a limitation
of TravelBot’s reasoning process with regards to un-
derstanding the conversational context of an individual
message.

8.1.4. Exp. 1.3: Inferring Events from Mentions of
Events and Bus Services

This experiment evaluated the extent to which
TravelBot was consistent with the gold standard for
messages that contain an event type and bus service,
but not a location. The result of TravelBot’s processing
of each message was classified as follows:
• TP - if the gold standard specifies that the message

mentions at least one event type and bus service but
not a location, and TravelBot inferred an event of one
of those types, linked to the bus service(s).



16 D. Corsar et al. / Knowledge Engineering with Semantic Technologies to Identify and Warn of Transport Disruptions

1 1

2 2

3 3

4 4

5 5

6 6

7 7

8 8

9 9

10 10

11 11

12 12

13 13

14 14

15 15

16 16

17 17

18 18

19 19

20 20

21 21

22 22

23 23

24 24

25 25

26 26

27 27

28 28

29 29

30 30

31 31

32 32

33 33

34 34

35 35

36 36

37 37

38 38

39 39

40 40

41 41

42 42

43 43

44 44

45 45

46 46

47 47

48 48

49 49

50 50

51 51

• FP - if the gold standard specifies that the message
does not mention any event type and location but
does mention a bus service, and TravelBot inferred
an event based on the content of the message.

• FN - if the gold standard specifies that the message
mentions at least one event type and bus service but
not a location, and TravelBot did not infer any events
based on the message.

• TN - if the message was not classified as TP, FP, or
FN.

As the results in Table 3 show, TravelBot failed to
correctly infer any event descriptions based on mes-
sages that only mentioned types of disruption events
and affected bus services. As with Experiments 1.1 and
1.2, one reason for this was the use of terms not in
KIMs knowledge base and limitations of the inference
rules. For example, bus services being described in an
aggregated manner (such as “Services 1,2, and 3”),
only as a number (e.g., “27”), use of the words “num-
ber” or “no.” (e.g., “no. 1”), and use of abbreviations
such as “Srvc 1”. There were also five messages using
phrases based around the keyword “late”, one message
referring to a bus not turning up, one referring to a bus
arriving early, one referring to two buses arriving at the
same time (in which case it is unclear if one was early
or late), and one referring to reduced bus services.

8.2. Exp. 2: Time Performance

The objective of this experiment was to evaluate
if TravelBot processed social media messages quickly
enough to provide users with timely warnings of po-
tential travel disruptions. Here we use the guidelines
described by Nielsen in [34] that a system’s response
times should ideally be under a second, to allow “the
user’s flow of thought to stay uninterrupted” and at
most within 10 seconds to maintain the user’s atten-
tion. While these figures are for interactive systems, we
argue they serve as appropriate guidance for message
processing times to provide users with timely warnings
of disruption.

Table 4 presents a summary of the times taken (in
ms) to process all of the messages received during the
TravelBot study. This includes the overall time to pro-
cess a message, and each of the operations: loading the
message from the TMI store; KIM performing entity
identification on the message; creating semantic mes-
sage annotations; initiating the event inference engine
with the rules and required data; performing the event
inference; and storing any inferred events.

During the trial, the minimum, maximum, mean,
and median message processing times were 0.23s,
5.55s, 0.48s, 0.35s respectively (rounded to 2 decimal
places); the 90th, 95th, and 99th percentile values were
0.52s, 0.66s, 5.32s respectively. These results indic-
ate that the one second criteria is satisfied for 95% of
messages, and in the worst case (5.32s), the messages
are processed within the time limit defined by [34] for
maintaining a user’s attention.

8.3. Exp. 3: User Experience

At the end of the TravelBot user trial, all 13 parti-
cipants were surveyed to investigate their experience
of the system. The survey included both Likert scale
and free text questions that focused on the journey
registration process, the delivery and consumption of
messages received by participants, and how useful and
reliable they felt the information received to be. In this
section we focus on the results related to the usefulness
and reliability of the information provided by Travel-
Bot. For additional complementary survey analysis of
user experience refer to [27].

8.3.1. Real-Time Information
Considering the usefulness and reliability of the in-

formation provided, 11 participants agreed or strongly
agreed that the estimated bus arrival times were reli-
able, with one participant stating that they had experi-
enced “a few times when the buses were not at the time
specified”. This indicates that the open data source
used for this (NextBus) provided information that par-
ticipants perceived as reliable, despite there being 411
occasions when the NextBus API failed to provide
valid data46. The perceived value of the real-time in-
formation was illustrated by a participant’s statement
“I disproportionately appreciated the info coming to
me” and that “while they didn’t check the accuracy of
any reasons provided for delays, it was useful to know
about” indicating that receiving personalised travel in-
formation via Twitter was felt to be valuable by the
participant.

8.3.2. Disruption Warnings
The participants reported a range of responses to

the warnings of potential disruptions that they received
from TravelBot. Five participants described occasions
where they considered the warnings provided useful
information, including: being warned of a collision;

46These errors included no arrival times being returned and syn-
tactically invalid XML payloads being returned.
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Table 4
Time (in ms) taken by TravelBot to process messages during the user study.

Process
Message

Loading
Message

KIM Entity
Identification

Message An-
notation

Init. Inference
Model

Perform Infer-
encing

Store
Event

Min 231 6 9 0 0 98 0
Max 5547 11 244 29 1 950 53
Mean 475.9 16.74 62.4 3.7 0.01 153.1 1.6
Median 345.5 16 42 3 0 130 0
99th
Percentile 5321.2 71.3 203.15 14.7 1 526.8 39.3
95th
Percentile 659.9 21 179.2 10 0 314.3 0
90th
Percentile 518 19 165.3 8 0 183.6 0

being warned of an accident that may delay their jour-
ney (felt to be “very useful”); that traffic would be busy
due to a conference taking place in the city; and po-
tential delays on their bus service. One participant also
described how receiving details of a diversion, which
they would otherwise not have been aware of, reduced
their stress and negative perception of control during
a journey home when the bus they were travelling in
diverted from its normal route of travel. Commenting
on the content of the disruption information, one par-
ticipant stated that being informed of event type and
location was sufficient for them to decide if (and how)
to adapt their travel plans. In relation to the timing, one
participant mentioned that TravelBot warned them of a
situation before they heard it on the local radio station.

Several participants mentioned concerns arising
from warnings of an attack and strike in Aberdeen
(discussed in Section 8.1.3), expressing the desire
to receive more information about these events, and
(mis)interpreting the information as meaning that the
bus drivers were taking industrial strike action result-
ing in the cancellation of bus services. The value of
identifying an accurate end time for events was high-
lighted by two participants who described receiving
warnings of delays or road traffic incidents that had
occurred earlier in the day, which, they felt, would not
impact their journey. Inaccuracies in the disruption in-
formation provided were also highlighted by a parti-
cipant who reported being informed of delays, and bus
route diversions that did not appear to happen. A par-
ticipant would also have liked to have been reminded
about a football match taking place in the city, as an in-
crease in traffic around the area of the stadium delayed
their journey. As TravelBot was not aware of the foot-
ball match or any subsequent delays to public trans-
port, the participant was not provided with any warn-

ings; interestingly, the participant did not report the
delay to TravelBot for the potential benefit of others.

Two participants felt that provision of additional
provenance information detailing the source of inform-
ation about possible disruptions would have been use-
ful, as it would have allowed them to know why they
were being provided with certain messages. Finally,
three participants reported that they did not receive
any warnings of potential disruptions to their planned
travel during the study.

Overall, this feedback highlights that while Exper-
iment 1 concluded that the system could have identi-
fied more potential disruptions (and so provided parti-
cipants with more warnings), the trial participants did
find the sub-set of the warnings that they received use-
ful. TravelBot’s misinterpretation of Tweets in relation
to an attack and strike understandably resulted in par-
ticipants being unnecessarily worried, thus highlight-
ing the need to improve the event inference mechan-
ism in order to prevent similar warnings being sent
in the future. User feedback also suggests TravelBot
could be improved by considering the conversational
context of a message. For example, the participant who
did not encounter disruptions about which they had
been warned, could have replied to the message in-
dicating the disruption was no longer active, allowing
TravelBot to update the end time of the original event
description. While the football match was indirectly
mentioned on social media, this comment illustrates
why, if TravelBot were to be deployed in a commer-
cial setting, social media should ideally be one source
in a wider ecosystem of event and transport disruption
information. Additional sources include, for example,
“what’s on” style websites that list events happening
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in a city, data sets describing road works47, and details
of transport disruptions provided by local/regional au-
thorities48.

9. Conclusions & Future Work

In this paper we have described an iterative user-led
design process combined with knowledge engineering
practices for an automated travel advice system based
on social media, open data, and user contributions. In
addition, we have presented and evaluated an imple-
mentation of such a system that utilises a combina-
tion of semantic web, natural language processing, in-
formation extraction, and natural language generation
technologies. In our approach, we focused on a sys-
tem supported by pre-defined event and location in-
ference rules that can be deployed in areas without
pre-existing training data that would be required for
machine-learning based event and location detection
approaches. We explored automated detection of trans-
port disruptions and fine grained transport locations
such as bus services, bus stops, and street names men-
tioned in Twitter content which still presents an open
research challenge due to the many highly ambiguous
and localised references.

From the user evaluation activities we conclude that
in general, semantic web technologies and open data
can be used to deliver a viable near-real-time solution
for extracting transport information from Twitter. The
user evaluation shows a positive demand for receiving
travel advice via Twitter, and a general acceptance of
TravelBot as a proposed solution.

However, the evaluation activities identified areas
for improvement, particularly in relation to the sys-
tem’s message processing capabilities. While the use
of an off-the-shelf entity identification tool reduced
the software development required to realise the proto-
type, the user trial highlighted the need to continually
expand the knowledge base used by the tool with addi-
tional concept aliases as they are observed in Tweets.
Similarly, the set of event inference rules should also
be expanded to accommodate novel message struc-
tures to improve the recall and accuracy of event and
location detection. Given this, future deployments of
TravelBot-like systems may benefit from utilising a
complementary machine learning based approaches
for textual analysis to enable more precise general un-

47For example, https://roadworks.org/
48For example, http://trafficscotland.org/currentincidents/

derstanding of the sentence semantics (e.g. to identify
the main topic discussed in the text) [35]. We believe
the experience reported here, along with the data sets
created during this work, will provide valuable insights
for such automated approaches and non-trivial chal-
lenges for future research.

Further, extensive evaluations of TravelBot with lar-
ger user populations would be desirable, to strengthen
the conclusions drawn from this proof-of-concept de-
ployment. Such studies would have to deal with the ad-
ded complexity of additional transport routes, exten-
ded duration of use (encompassing a greater variety of
disruption types), further expansion of the knowledge
base and inference rules.

The messages TravelBot sent to participants regard-
ing an attack and strike in Aberdeen caused under-
standable concern. The messages also highlight the in-
herent ambiguity when words such as “strike” are con-
sidered in isolation. This offers future research oppor-
tunities that focus on incorporating more of the mes-
sage’s context (such as its position in a conversation)
during message processing. They also highlight how
the system may be better suited to supporting staff
of travel/transport authorities or public transport pro-
viders who are currently manually warning the pub-
lic of disruption. Here TravelBot could inform staff of
potential disruptions reported on social media, which
they could verify before forwarding to others.

The implementation presented here demonstrates
that Semantic Web and Linked Data technologies can
support the identification of potential transport disrup-
tions from social media messages. The ontology net-
work developed captures the types of knowledge re-
quired to perform this task, and supports the reuse of
open data providing an initial set of aliases for identi-
fying concepts mentioned in messages and construct-
ing subsets of a knowledge graph to support the sys-
tem’s reasoning. We have described how the know-
ledge graph can be instantiated for the city of Aber-
deen, UK, a process which, assuming the required data
are available, can be rapidly replicated for other areas
using the tools and techniques presented.
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