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Abstract. Previous research attempting to analyze and understand the processes involved in ontology creation was often limited
in scope and generality due to the lack of available data. In this paper, we shed light on the editing behavior of users creating
ontologies by investigating change logs for a large number of ontology engineering projects. To that end, we analyze a corpus
of nearly five hundred ontology engineering project change logs, extracted from the Web-based online ontology editing tool
WebProtégé. The change logs contain over four million edits made by over one thousand users. In our analysis, we cluster users
with similar editing behavior by applying k-means clustering on their editing sequences. We infer and describe five distinct editor
roles, revealing that individual users concentrate on specific tasks for extended periods. We further investigate these individual
clusters by (i) analyzing their distributions over the projects, and by (ii) tracking editor role changes over the complete lifespan
of the individual projects. Our results indicate that the majority of projects have one leading editor role and that there are regular
patterns of how users switch between roles during different phases of an ontology engineering project. Moreover, our results
reveal valuable insights into the engineering processes and the editor role distribution and evolution of nearly five hundred real-
world ontology engineering projects, which can potentially be leveraged for improving existing ontology editing tools by, for
example, creating automatically adapting interfaces to support the individual editor roles.

Keywords: Change Log Analysis, User Clustering, User Roles, WebProtégé

1. Introduction

The Semantic Web builds on structured data sources
such as ontologies. These semantic artifacts are of-
ten highly specialized and created by ontology engi-
neers and domain experts. Large projects that include
and make use of complex ontology features, such as
reasoning or reuse, require careful considerations con-
cerning ontology structure and level of detail, as well
as time and effort for entering the data [1–3]. Edit-
ing platforms and tools, such as the Web-based on-
tology editor WebProtégé, provide flexible interfaces
for the development of ontologies and specifically aim

*Corresponding author. E-mail: patrick.kasper@tugraz.at.

at supporting large and complex ontology engineering
projects.
Problem. There already exists a wide variety of
heuristics and methodologies to support the ontol-
ogy development processes [4–10]. Generally, these
methodologies are beneficial for the projects when
users and tools actively support and follow them.
However, modern ontology engineering projects have
highly heterogeneous user bases ranging from, for ex-
ample, computer scientists to domain experts or even
crowd workers [11, 12]. Such diverse user bases are
typically not universally familiar with the principles or
methodologies for developing ontologies.

Some of the previous research work attempted to
shed light onto the ontology development processes.
This work was predominantly limited to a small num-
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ber of ontology projects [13]. In particular, research
studies mainly focused on changes to the ontology
itself and analyzed user patterns by grouping users
based on which classes they worked on, and hierarchi-
cal position thereof [14, 15].

Thus, despite these initial results, there is still a re-
search gap concerning our understanding of user edit-
ing behavior in ontology engineering projects on the
Web. Specifically, a thorough, large-scale analysis of
the entirety of user interactions, including their editing
sequences, regularities, and similarities in behavior be-
tween various users, as well as the changes and evo-
lution of the user behavior with the project progress,
is still missing in our research community. In other
words, we still lack comprehensive insights about how
the community at large works on ontology engineering
projects in the wild.
Approach. Hence, we set out to identify typical ed-
itor roles that users assume in various ontology en-
gineering projects. To infer such editor roles, we
conduct a study on a large corpus of 486 ontology
change logs from the online ontology editing tool
WebProtégé. These logs contain 385 468 composite
changes (4 059 556 axiom changes) made by a total of
1 124 users.

We proceed by first extracting the sequence of edit
actions from the change logs and by calculating the
corresponding transition matrix between those edit ac-
tions for each user. Next, we encode the sequential user
editing behavior by calculating stationary distributions
of these transition matrices.

Using k-means clustering, we then group users with
similar editing behavior and interpret the resulting
groups as editor roles. Further, we then investigate
differences between projects by examining their edi-
tor role distributions. Lastly, we analyze the evolution
of the detected editor roles from the first to the last
change in a project. Here, we split all projects into
three chronological phases, where each phase consists
of one-third of the edit actions in the respective project.
For each user, we map these shorter subsequences to
the previously uncovered editor roles and investigate
the role changes between the phases.
Contributions & Impact. The key contributions of
our work are as follows. We infer and describe five
distinct editor roles from data of over one thousand
users on WebProtégé. Further, we analyze how users
switch editor roles during different phases of the on-
tology engineering process. With this analysis, we are
able to identify several regularities in the way how
users change their editor roles.

Our results improve the understanding of ontology
development processes in a tool such as WebProtégé
by shedding light on the roles involved when users at-
tempt to build ontologies. With our work, we strive to
provide a foundation for researchers and engineers of
ontology editing tools when designing new interfaces
and implementing improvements for their tools. For
example, these improvements may lower the entry bar-
rier for novices by highlighting frequently missed fea-
tures or support more experienced users by streamlin-
ing interfaces towards common workflows of different
editor roles.

2. Related Work

Analyzing Human Trails on the Web. To better un-
derstand navigation and human trails on the Web,
researchers have analyzed a variety of different as-
pects, such as page visits [16, 17] and edit or click
logs [18–23]. To model and predict individual actions
on the Web, various research projects utilize Markov
chains of varying order [24–29]. Chierichetti et al. [30]
question whether first-order Markov chains best repre-
sent human navigation behavior, and Lakshminarayan
et al. [31] demonstrate the viability of higher-order
chains for predicting user intent in product purchase
decisions. In recent work, Walk et al. [19] studied user
editing trails of ontology engineering projects by de-
vising and comparing a set of hypotheses about how
users edit ontologies.

Similarly, in this paper, we use Markov chains and
their stationary distributions to capture editing se-
quences on WebProtégé.
Change Logs in Software Repositories. Collabora-
tive software development draws a number of paral-
lels to the development of ontologies. There exists a
sizable body of work on the analysis of collabora-
tive software development projects, where a common
goal is to extract information from change logs such
as git commits [32–36]. Taking one step further back,
Kalliamvakou et al. [37] investigated software repos-
itories on GitHub and raise awareness concerning a
number of potential issues (e.g., projects being inac-
tive or personal). Moreover, Murphy et al. [38] have
investigated how users of various skill levels use a de-
velopment environment, and Ko et al. [39] derived a
set of requirements to new IDEs from an analysis of
programmers and their behavior.

A key problem in the field of mining software repos-
itories is the reconstruction of abstract, action-defining
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information from a commit history (e.g., which spe-
cific class, object or variable was changed). In contrast,
WebProtégé stores the full change log for every project
in the formal OWL language. Thus, we have explicit
actions for every change and concentrate our efforts on
the analysis of action sequences.
Collaboration on the Semantic Web. Analyzing var-
ious ontlogy engineering components, such as tools,
processes, and tasks, has been a frequent research topic
in the past [40, 41]. For example, Noy et al. [6] col-
lected and published a set of best practices for col-
laboratively creating and maintaining ontologies, Sim-
perl and Luczak-Rösch [42] and Gyrard et al. [43] pro-
vided an extensive overview of different methodolo-
gies and tools, and Blomqvist et al. [8] presented a
methodology to incorporate ontology design patterns
into the ontology engineering process on WebProtégé.
In general, a very important objective of this kind of
research is to prevent any kinds of issues emerging
from multiple contributors simultaneously editing on-
tologies [12]. One such strategy is, for example, to
lock entities based on a graph which encodes concept-
dependency [44]. In contrast to approaches focusing
on the structure of an ontology, Strohmaier et al. [45]
analyzed the users of individual projects to reveal hid-
den social dynamics involved in collaborative ontology
engineering tasks, deriving a set of metrics to quan-
tify these collaborative aspects. On a larger scale, the
Wikidata project [46]—a collaborative effort to struc-
ture the information on Wikipedia—has also gained
more attention by researchers. The open nature of
the editing community allows for research in commu-
nity structures and behavior [47, 48]. Unlike Wikidata,
WebProtégé presents a more controlled environment,
where users are not able to freely join and edit other
projects.

In contrast to presenting a methodology for develop-
ing ontologies, we present a large-scale empirical anal-
ysis of the behavior of WebProtégé users who actively
create and maintain ontologies.
Detecting User Roles. Falconer et al. [13] classified
users based on their edits in collaborative ontology en-
gineering projects. They assigned each individual edit
a set of features such as the hierarchical position of the
concept. More recently, Wang et al. [49] used associ-
ation rule mining on change logs as a base for pattern
detection and illustrated the purpose of their results
with a prediction experiment. Van Laere et al. [14, 15]
applied k-means clustering to group similar users in
collaborative ontology engineering projects and derive
user profiles. Vigo et al. [50] investigated editing se-

quences in a study with 15 ontology experts. Finally,
Walk et al. [51] clustered users based on how they
search and explore BioPortal1, one of the largest ontol-
ogy repositories on the Web.

We distinguish our work from previous research by
conducting a large-scale study of nearly 500 differ-
ent, collaboratively developed ontologies. Moreover,
we infer the different editor roles exclusively from the
type of actions taken by the individual users whereas
related studies rely on ontology dependent features,
such as the position in the project hierarchy. With our
work, we attempt to capture the whole landscape of
ontology engineering independent of the structure of
the individual projects.

3. Materials and Methods

Preliminaries. We analyze change logs, which we ex-
tract from WebProtégé2—an openly accessible, Web-
based, multi-user, collaborative editor for OWL on-
tologies [52, 53]. The main editing unit in WebProtégé
is a project, which is a set of ontologies and metadata,
general and user interface settings, and a change his-
tory. Currently, WebProtégé hosts over 26 000 projects
(not all of which are publicly available). All edits to a
project in WebProtégé are tracked using a change log,
allowing users to view the entire history of a project.

The default (simple) user interface enables users to
edit classes, properties, and individual descriptions in
a plain manner [52]. This basic interface is composed
of a grid of views. In addition to creating classes and
properties through the dedicated interfaces, users on
WebProtégé have the option to quickly create these in-
line while working on other objects. If necessary, more
complex views can be added to the user interface to
utilize the full expressiveness of OWL 2 when creating
ontologies.

In this work, we regard an OWL ontology as a set
of axioms (statements) about the domain of interest.
When users edit an ontology in WebProtégé they per-
form high-level edit actions that add and remove mul-
tiple axioms to/from project ontologies. For example,
the Create Class action in the user interface results in
the addition of three axioms: (i) an entity Declaration
axiom, (ii) a SubClassOf axiom (to make the class a
subclass of some other class), and (iii) an Annotation
Assertion axiom (to provide a rdfs:label for the class).

1http://bioportal.bioontology.org/
2https://webprotege.stanford.edu

http://bioportal.bioontology.org/
https://webprotege.stanford.edu
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Fig. 1. Change Log Corpus Characteristics. This figure illustrates
the distribution of projects, users and edit actions on log-scaled axes.
All figures display a long-tailed distribution, and the preprocessing
causes the cutoff in Figure (c).

We show an example of the change log for this edit ac-
tion (creating the class “Person” as a subclass of “Hu-
man”) in Listing 1.

In general, each entry in the log represents a sin-
gle, high-level change and comprises an identifier for
the project, a running index, a timestamp, an identi-
fier for the user, the number of axioms added or re-
moved, and a description for the edit action. Note that
we anonymize all the logs we use in our work. Specifi-
cally, we retain the sequence of the conducted changes
but replace user, object, and project identifiers with ob-
fuscated values.
Preprocessing. For our analysis, we parse change log
data for all projects in WebProtégé from 09/2012 to
03/2017. We first discard logs that contain empty ac-
tion descriptions (caused by a malfunctioning plug-
in over a stretch of two days in 2014). Next, we re-
move all projects with fewer than 250 total log en-
tries. We speculate that the majority of these ontologies
are either very young, abandoned, or created solely
for testing purposes. In our experiments, we investi-
gate sequences of edit actions. Thus, we define a lower
threshold of two edit actions and remove all users
that contributed only a single change to their project.
Lastly, we remove all projects with fewer than two
contributing users. Similarly to a potential problem
mentioned by Kalliamvakou et al. [37] with private

Listing 1: Example Log-Entry. This listing represents an example
for a Create Class edit action. The first line contains meta informa-
tion and a description for the action. The second block lists the indi-
vidual axiom changes.

a4f9401c−6bb6−4496−9c96−7e4b5340ee60 2 1505890800
use r−1−EAFB0ED0CFE96570BB42EFCE61A1229 3
{{{ C r e a t e d Pe r so n as a s u b c l a s s o f Human}}}

AddAxiomData ( D e c l a r a t i o n ( C l a s s ( <ID > ) ) )
AddAxiomData ( SubClassOf ( <ID> < p a r e n t ID > ) )
AddAxiomData ( A n n o t a t i o n A s s e r t i o n ( r d f s : l a b e l <ID> " P e r s on "@en ) )

software repositories on GitHub, we want to avoid pri-
vate ontology testing projects.

After these preprocessing steps, we conduct our ex-
periments on a corpus consisting of 486 ontology engi-
neering projects containing a total of 385 468 edit ac-
tions (see Table 1 for more details).

Figure 1a depicts the number of users per project
after the preprocessing. Most projects are developed
and maintained by only two users each, while the two
largest projects in our corpus have 26 and 25 users re-
spectively. In Figure 1b, we illustrate the number of
edits per project. Most projects have fewer than 1 500
edit actions, but there exists a small group of projects
with a significantly larger number of edits. Finally, in
Figure 1c, we illustrate the number of edits per user.
Again, there appears to be a small group of power
users. Note that the 250 edit actions requirement dur-
ing preprocessing removes a large number of users
with low contributions and causes the cutoff on the x-
axis in the Figure 1c.
Extracting Edit Actions. We start the extraction of
edit actions by parsing the descriptions of all entries in
our corpus using regular expressions to match the key-
words generated by the WebProtégé back-end. These
keywords define the type of the edit action that users
perform, such as create, move, edit, or delete, as well
as all the objects that are involved in the action, such
as data property, individual, class, or annotation. For
the example in Listing 1 our regular expressions match
keywords created and as a subclass of and derive the
Create Class edit action.

Many edit actions operate on different objects such
as rdfs:label, rdfs:comment, or owl:Thing. To capture
the object semantics and distinguish between edit ac-
tions that operate on different objects we further refine
the extracted actions. This allows us to distinguish be-

Table 1
Change Log Corpus Characteristics. In this table we list the most
relevant metrics for the corpus before and after preprocessing. The
drastic decrease in projects and users is a result of the large number
of almost empty test projects.

Feature Value
Before Preprocessing After Preprocessing

# Ontology projects 26 072 486
# Users 30 189 1 124
# Actions 815 206 385 468

Mean / Median
– users per project 1.15 / 1 2.31 / 2
– edit actions per project 31.26 / 3 757.79 / 427
– edit actions per user 27 / 2 342.94 / 166.5

First - Last edit action 09/2012 - 03/2017 09/2012 - 03/2017
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tween adding a label to a class (rdfs:label), adding a
comment (rdfs:comment), and other annotations. For
example, by taking into account the owl:Thing object
of the following log entry “Create Person as a subclass
of owl:Thing” we extract a Create Class at Top edit ac-
tion, which is a refinement of the more general Create
Class edit action. With this refinement we obtain 86
different edit actions on WebProtégé in total. We call
this set of edit actions the Full set and it is the most
granular set that we investigate in this paper.

To analyze if and how the granularity of extracted
edit actions influences the clustering of similar users,
we construct two additional sets of more general edit
actions. First, we manually inspect our edit actions and
merge similar ones. For example, we generalize the
edit actions Create Multiple Classes at Top (creating
multiple classes at once at the top of the hierarchy),
Create Class at Top (creating a class at the top of the
hierarchy), Create Multiple Classes (creating multiple
classes) to Create Class. In this Generalized set, we re-
tain 56 different edit actions after merging the similar
ones. Second, we analyze the total number of occur-
rences for each edit action and generalize scarcely used
ones. For example, manually reverting the ontology to
a previously saved state has been performed less than
100 times in the entire corpus. Therefore, we gener-
alize this edit action to Change Ontology (Meta)Data.
We combine data and object properties because there
exists only a small number of create and delete edit
actions related to those properties in our dataset. Af-
ter these changes, this most general set, which we call
Pruned, consists of 26 different edit actions. In Table 2
we list the 10 most frequent edit actions, examples of
their log signatures, and the number of OWL axioms
required for the action.3

Finally, we create one unique, chronological se-
quence of edit actions for each user in the corpus.
When the timespan between two edit actions exceeds
30 minutes, we insert a special Break edit action to
separate individual sessions. Overall, each editing se-
quence represents the entire action history of the asso-
ciated user.
Representing User Edit-Sequences. We model user
editing behavior on WebProtégé as a Markov chain,

3The remaining edit actions from the most general set are as
follows: Edit Annotation, Remove Annotation, Add Comment, Edit
Comment, Remove Comment, Add Description, Edit Description,
Import External Data, Delete Named Individual, Add Label, Edit
Label, Remove Label, Change Ontology (Meta-)Data, Create Prop-
erty, Delete Property, Create Entity Inline.

which consists of n states from the state-space S . A
first-order memoryless Markov chain is defined by the
transition probabilities of switching from any given
state i to another state j. Thus, memoryless chains as-
sume that the probabilities for the next state are com-
pletely determined by the current state. In contrast,
higher-order Markov chains define the transition prob-
abilities by looking also at the states visited prior to the
current state. Thereby, the length of the memory corre-
sponds to the order of the chain. For example, by con-
sidering the current and one previous state we obtain a
Markov chain of second order.

In this paper, we populate the state-space S of our
Markov chains with the edit actions of WebProtégé. To
obtain a first-order Markov chain, we initialize a ma-
trix A ∈ Rn×n, where each element (ai, j) is the num-
ber of recorded transitions of a given edit action i to
another edit action j in the corpus. We normalize the
row-vectors in A such that every row defines a prob-
ability distribution and thus

∑
j ai j = 1 for each i. In

this way, we obtain the transition matrix P. Matrices
for higher-order Markov chains are obtained by creat-
ing sequences of the corresponding length and count-
ing and normalizing the transitions between such se-
quences. Note that the state-space size of a Markov
chain of order k grows exponentially with k and equals
nk. Selection of the appropriate Markov chain order for
a given application can be achieved in various ways
[54]. In general, selection procedures penalize the in-
creased complexity of higher-order Markov chains and
favor those models only if the higher-order signifi-
cantly increases our understanding of the data. In this
paper we use the Bayesian Information Criterion (BIC)
[55] for order selection.

To create input vectors for our clustering approach,
we compute the stationary distribution of the edit se-

Table 2
Frequent Edit Actions. The top ten edit actions in our data, along
with an example log entry, and the number of axioms.

Edit Action Log Entry Example Axioms
Add Annotation Added <a> annotation to <A> 1
Create Class Created <A> as a subclass of <B> 3

Delete Class Deleted class: <A> 3+∗

Edit Class Changed <x> on <A> 3

Move Class Moved class <A> from <X> to <Y> 2

Create Named Ind. Created individual: <X> 2

Edit Named Ind. Edited individual: <X> 2

Edit Label Edited rdfs:label annotation on <A> 2

Change Lang. Tag Changed language tag on <A> 2

Edit Property Edited property: <x> on <A> 2

* Deletion edit actions remove all properties and subclass assignments individually.
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quence for each user individually. This normalized
vector is a probability distribution over the state-space
S , denoting the probability that the user performs a
given edit action in the limit of a large number of steps.
The stationary distribution vector π is calculated as
the left eigenvector corresponding to the largest eigen-
value of P. A transition matrix P has a unique station-
ary distribution if and only if it is aperiodic and irre-
ducible. In other words, each state must be reachable
from any other state and the span between two occur-
rences of a given state must not be constant. To sat-
isfy these requirements, we add a constant teleporta-
tion factor (α = 0.15), which allows for random jumps
between arbitrary states. Note that stationary distribu-
tions encode the sequential information of the edit ac-
tions sequence for a single user, and thus, contains
more information about a given user than simply com-
paring edit action frequencies [51].

Alternatively to edit actions, we could construct the
state-space S from individual axioms. However, as
each edit action represents a static axiom sequence we
would not gain any additional information from such
sequences. Technically, we would construct a nested
Markov chain that has more parameters and hence
higher complexity but does not encode any additional
information.
Clustering Similar Users. We apply k-means to clus-
ter users on WebProtégé using their stationary distri-
butions as representations of their editing behavior.
k-means calculates distances between samples which
may become numerically unstable in high dimensional
data [56]. Therefore, we reduce the dimensionality of
the stationary distribution vectors by applying prin-
cipal components analysis (PCA). We iteratively in-
crease the number of components until we reach an ex-
plained variance ratio of 0.85.

Thereafter, we initialize k-means multiple times,
each with a different value for k (number of clusters).
To determine the optimal number of clusters, we cal-
culate the silhouette coefficients s(i) [57] for each user
i:

s(i) =
b(i)− a(i)

max(a(i), b(i))
, (1)

where a(i) is the distance of the user vector to the allot-
ted cluster centroid and b(i) is the user distance to the
nearest neighbor centroid. A positive silhouette score
states that a user is most likely assigned to the cor-
rect cluster whereas a negative value indicates an in-
correct assignment. The closer the value to 1 or −1

the stronger the statement. We pick the k that maxi-
mizes the average silhouette coefficient as the optimal
number of clusters. In addition, we confirm this selec-
tion by calculating the Caliński-Harabasz score [58]
for each k.
Evolution of Editor Roles. Finally, we analyze whether
and how users on WebProtégé change their editor role
from the inception, over the middle, to the final stages
of a project. For this experiment, we divide the change
logs of each project into three equal-sized phases (each
containing one-third of all edit actions in a given
project). For example, in a project consisting of 300
changes, we create three subsequences each consisting
of 100 changes. The subsequences in the individual
phases allow us to monitor changes in editor roles. We
calculate the stationary distribution for all users based
on the editing sequences in every phase and pick the
nearest neighbor on the previously calculated, global
cluster centroids to assign an editor role for each user
in every phase. Users with none or a single edit action
during a phase are classified as Inactive.

4. Results

We conduct our experiments with all three sets of
edit actions (Full, Generalized, and Pruned). For all
edit action sets we obtain similar clusters. For presen-
tation purposes we present only the results for the most
general (Pruned) set. We start our experiments by de-
termining the best-fitting order of the Markov chains
by calculating BIC scores for zero-th to sixth order
Markov chains. In all cases, first-order models yield
the highest BIC score, indicating a memoryless user-
editing behavior on WebProtégé. We continue by cal-
culating the corresponding stationary distributions for
each user, followed by the application of PCA on the
matrix of those vectors. To retain 85% of variance,
PCA requires eight principal components.

Note that we repeat all experiments by also includ-
ing projects with only one user. We observe the same
optimal number of clusters but a lower average silhou-
ette score for all initializations of k-means. This indi-
cates the similar general user behavior as in projects
with at least two users but these single-user projects
have less distinct roles. Therefore, we only report re-
sults for projects with at least two users.

4.1. Editor Roles

We cluster users using k-means, iterating over the
range of k = 3 to k = 15 clusters. We calculate the
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Fig. 2. Clustering Results & Silhouette Coefficients. Figure 2a depicts how k-means clusters the users based on their stationary-distribution
vectors. For illustration purposes we only visualize the first three principal components. We observe one central group (orange) and four spikes
in different directions. Users from these spike clusters specialize in edit actions represented by given axes, whereas the users from the central
cluster distribute their work more evenly over all edit actions. The colored labels along the axes describe the relevant edit actions or objects for
the associated principal component. Figure 2b visualizes the silhouette score of the labeled clusters. The mean coefficient of ' 0.32 suggests
that the clusters are reasonably well separated.

silhouette coefficients for every initialization and ob-
tain the highest mean value at k = 5. Calculating the
Caliński-Harabasz score also suggests the same con-
figuration and corroborates this selection. The mean
silhouette score of 0.323 for (see Figure 2b) indicates
that the clusters are weak but reasonably well sepa-
rated [59]. To visually inspect the results of k-means,
we plot the first three principal components (that re-
tain 59.7% of variance) of the stationary distributions
in Figure 2a. For each principal component in the vi-
sualization, we identify the defining edit actions and
objects that clearly distinguish the user editing behav-
ior. Specifically, the first principal component sepa-
rates between Create Class and Edit Class edit actions.
The second principal component separates users who
work on classes from those who work on named indi-
viduals (primarily identified by the Create Named In-
dividual and Edit Named Individual edit actions). Fi-
nally, the third principal component separates users
working with annotations—users with frequent Add
Annotation and Edit Annotation edit actions—from the
users working with other types of objects.

The k-means clustering algorithm reveals the fol-
lowing clusters. The green cluster, with the spike
alongside Create Class and Classes directions, in-
cludes users who work on classes by creating them. We
name this cluster and its associated editor role Class
Creator. The blue cluster has its spike along the Edit
Class and Classes directions. As users in this group
preferably edit classes, we name this editor role Class
Editor. The purple cluster has the spike in the Anno-
tations direction. Users in this cluster mainly add and
edit annotations in their projects. Thus, we call this

role Annotation Editor. The brown cluster follows the
direction of Individuals and includes users who we
identify as Individual Editors. This group of users cre-
ates and edits named individuals. The central orange
cluster includes users who do not concentrate on single
tasks. Therefore, we call the associated role General-
ist. Note that the users in this central orange cluster ex-
hibit the lowest silhouette coefficients. This indicates a
high density of users at the edges between this central
cluster and the remaining four editor roles (see Fig-
ure 2a) and corroborates our intuition that these users
work on several different aspects in their projects.

Figure 3 visualizes the transition matrices (P), as
well as the histograms, counting how often each state
occurs in the sequences for the ten most frequent edit
actions across all users in the cluster. Each visualiza-
tion describes the sum over all users belonging to the
corresponding cluster. Further, Table 3 lists numeric
details for each cluster, such as the number of users, the
number of edit actions and the number of projects con-

Table 3
Editor Role Metrics. This table lists the numerical characteristics
for each editor role. The leading role lists the number of projects
where users assuming this role contribute at least half of all edit
actions in the project.

Editor Role Users Edit Actions
(Sum / Mean / Median)

Projects
(Total / Leading)

Class Creator 175 42 165 / 240.94 / 160 130 / 79
Class Editor 243 97 718 / 402.12 / 221 154 / 112
Annotation Editor 127 62 800 / 494.48 / 101 61 / 40
Individual Editor 157 68 164 / 434.16 / 280 95 / 81
Generalist 422 114 621 / 271.61 / 143.5 242 / 169
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Fig. 3. Editor Roles. We visualize the transition matrices of ten most frequent edit actions for all five editor roles as heatmaps. Transitions
between edit actions occur from rows to columns of the heatmaps, and darker colors indicate higher probabilities. On top of the heatmaps, we
show the total number of occurrences for each edit action. For each cluster our results reveal different dominant edit actions, with the exception
of Generalist users, who work on multiple aspects of the ontology projects.

taining at least one user of a given editor role among
other metrics. Next, we are going to describe and sum-
marize the results for each cluster individually.
Class Creator. We detect 175 users with this role who
performed 42 165 edit actions. This class has the low-
est mean number of edit actions per user. In addition
to the dominant diagonal, indicating repetitive edit ac-
tions (performing the same type of edit action over and
over), the darker column leading to Create Class indi-
cates that, regardless of the previous action, the next
change the user commits is often the creation of a new
class. Upon closer inspection of our results, we ob-
serve that the transitions from Delete Class to Create
Class frequently involve classes of identical name.
Class Editor. The cluster of Class Editors consists of
243 users and 97 718 edit actions, making it the second
largest group. In addition to the dominant Edit Class
edit action, these users also created a substantial num-
ber of classes. Similarly to other editor roles, we see a
tendency for conducting repetitive edit actions.
Annotation Editor. In the corpus we detect 127 Anno-
tation Editors who made 62 800 changes. These users
performed the highest mean number of changes but
also had the lowest median. This suggests the presence
of a small number of highly active users responsible
for a large number of changes in their projects. Com-
parable to Class Creators, we observe a dominant col-
umn on the primary edit action (Add Annotation).
Individual Editor. The fourth group consists of 157
users, who concentrate their efforts on named individ-
uals. In our data, we observe 68 164 changes by the
users from this cluster. The dominant edit actions are
Edit Named Individual and Create Named Individual

indicating that these users both create and edit named
individuals. Our results for this class show the highest
mean number of changes per user. Further, projects in-
volving Individual Editors typically do not have many
users of other types.
Generalist. Lastly, with 422 users, this is the most
populated cluster. These users contributed 114 621
changes to their projects. Overall, Generalist users
work on all aspects of the ontology, as we do not ob-
serve a single defining edit action for this cluster. The
dominant diagonal of the transition matrix represent
self-loops which indicate repetitive edit actions. The
darkened square around the edit action Edit Label and
Change Language Tag mark repetitive sequences. De-
spite not having a dominant action, these users appear
to be the only group extensively creating and editing
properties in particular during the early stages of a
project.

Further inspection of the less frequent edit actions
suggests that the Class Editor is the only editor role to
use the Create Entity Inline edit action. Also, Gener-
alist and Annotation Editor appear to have shorter or
more frequent sessions due to the higher relevance of
the Break edit action.

Finally, we turn our attention to users that are ac-
tive in multiple projects and the question how and if
they assume different editor roles in different projects.
In our dataset, 67 users contributed to more than one
project, where 53 users contributed to exactly two
projects, and the remaining 14 users participated in
three up to a maximum of nine projects. In their
first transition from one project to another 46.26% re-
mained within their editor role. Considering all transi-
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Fig. 4. Leading Editor Roles. This figure illustrates the number of
projects per editor role where this is the leading role in the project.

tions this probability drops to 32.69%. This indicates
that more experienced users, who worked on more than
two projects, display a higher flexibility concerning
which editor roles they assume. We observe the high-
est flexibility for users who assumed the editor role of
Annotation Editor. Here, only in eight out of 43 cases
(18.6%) did the users retain their role for subsequent
projects.

Summarizing, our experiments suggest the exis-
tence of five editor roles. For every editor role, except
for the Generalist, there is a set of dominant edit ac-
tions, which distinguish and define a given cluster.
Differences between Projects. To analyze the dif-
ferences between the various ontology engineering
projects on WebProtégé, we investigate the editor role
distributions across all 486 projects. In particular, we
are interested in the interplay between a project and its
users, and if projects exhibit a leading editor role that
contributes the majority of edit actions.

Our results indicate that in 62% of all projects, there
exists a single editor role which all users of the project
assume. In the remaining projects with two or more ed-
itor roles, we define the leading editor role as the role
that contributes at least half the edit actions in a given
project. Figure 4 illustrates the number of projects
per leading editor role, which correlates with the to-
tal number of users per editor role. We find that most
projects consist of users of one to three different editor
roles. The most common roles in the majority of our
investigated projects are Generalists followed by Class
Editors. Lastly, we do not detect a single project with
all five editor roles and only a small number of projects
with four editor roles.

Overall, we find that most projects on WebProtégé
have a strong leading editor role. The users of this lead-
ing role contribute a substantial fraction of all edit ac-
tions for a given project.

4.2. Editor Role Evolution over Time

We now turn our attention towards tracking changes
in editing behavior for each project (i.e., switching of

Start Middle End
Project Lifetime

Inactive Inactive Inactive

Generalist Generalist Generalist

Individual Editor Individual Editor Individual Editor

Class Editor

Class Editor Class Editor

Class Creator
Class Creator Class Creator

Annotation Editor
Annotation Editor Annotation Editor

Fig. 5. Editor Role Evolution over Time. This figure illustrates the
editor role changes over the lifetime of each project (separated into
three phases).

roles) occurring over the project lifetimes. To that end,
we separate the sequence of the edit actions for each
project into three phases, containing one-third of all
edit actions each: (i) the initial phase, (ii) the middle
phase, and (iii) the final phase. We then calculate the
stationary distribution for each user and each phase
and reassign their editor role to the nearest editor role
obtained from the full edit sequences. Note that we
conduct the same experiment by splitting edit actions
into two and four phases, and we obtain comparable
results.

Figure 5 illustrates the composition of editor roles
during the different phases and the transitions between
them. Most notably, there is a trend from Class Cre-
ator towards Class Editor as projects mature. Further, a
substantial number of users switch between Generalist
and other roles. For example, some users start as Gen-
eralist and evolve into a more specialized role at a later
time. However, we can also see users who start out as,
for example, Class Creator and then gradually begin
working on various other sections of the project, until
they assume the role of Generalist. This fluctuation is
also a result of the high density of users at the borders
around the central cluster (see Figure 2a). Thus, slight
changes in their editing patterns push these users from
one editor role to the other. Individual Editors start out
as a small group but gain new users during the later
stages of a project. For this and the Annotation Edi-
tor cluster we observe that once users started that role,
they do not switch again (with the exception of becom-
ing inactive). Lastly, the number of inactive users de-
creases over time. Between the middle and the final
phase of a project, a large number of users become ac-
tive or switch to the inactive editor role. Overall, there
appears to be a constant stream of users joining or leav-
ing projects.

In summary, we find that over the lifetime of a
project users tend to start as Class Creators until they
switch to other editor roles, such as the Class Editor.
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Moreover, there is a high fluctuation for the General-
ist role, as well as a large number of users joining and
leaving during each phase.

5. Discussion

Editor Roles. Our results reveal five distinct types
contributing to the various projects on WebProtégé.
The analysis of edit transitions shows that users pre-
fer to do their tasks in repetition, with the exception
of a number of specific sequences. For the General-
ist cluster, we observe a sequence—editing a label and
changing a language tag—that frequently occurred in
repetition. Most projects on WebProtégé are developed
exclusively in English. However, when a project sup-
ports multiple languages, such as English and German,
users may start out with English labels for the classes,
but later add and edit a second label for German. After
editing a label, they add a language tag before moving
on to the next class.

Class Creators express a strong preference for the
task of creating classes. Their second most common
action is the deletion of classes. This combination of
the edit action may be caused by the task of refactor-
ing the hierarchical class tree. In particular, after delet-
ing a class we observe a high probability that users re-
turn to creating classes. On closer inspection, we find
that in many cases the label for the deleted class is
identical to the newly created one, but the subclass
assignment—the position in the hierarchy—changes.
This pattern might be an indicator that users are not
aware of the possibility to directly move classes. Thus,
this specific pattern may be a direct result of the de-
sign of the user interface of WebProtégé and not of the
user editing behavior. In other words, users may want
to restructure the class hierarchy but the user interface
constrains them to the sequence of Delete Class and
Create Class edit actions.

For Class Editors, we observe three relevant edit ac-
tions. Namely Edit Class, Create Class, Create En-
tity Inline. Inspection of the classes suggests that many
users create a set of classes in bulk and edit them at a
later time. This is supported by the results of the evo-
lution analysis, which suggests that many users start
working on their project as Class Creator and change
to a Class Editor at some point. Furthermore, Class Ed-
itor are the only users performing Create Entity Inline
edit actions. When users edit classes, they frequently
want to add properties which are not yet created at
that point. Through this functionality, they can finish

working on their current object, and work on the newly
created entities afterward, without having to interrupt
their current editing workflow. We see this as another
example of how the user interface of WebProtégé sets
hard constraints on how users structure their workflow.

In particular, users seem to optimize their editing ac-
tions within the scope of what is possible and efficient
with WebProtégé. We hypothesize that users do not try
to follow a particular development methodology but
rather try to accommodate and adapt their workflows
to the tool. In our data, we observe two types of fre-
quent sequences across the different editor roles. The
example of alternating Edit Label and Change Lan-
guage Tag edit actions represents common workflows.
Tool developers can leverage this information and cre-
ate functionality to facilitate the sequence in a sin-
gle action. The second group of frequent sequences,
such as the edit action Delete Class followed by Cre-
ate Class (instead of Move Class), hints towards a lack
of transparency in the user interface. A system could
prompt a help text upon detection of such a sequence,
or developers could use other means to highlight the
functionality for unaware users.

Nevertheless, further analysis is needed to find more
evidence for or against this hypothesis. The goal of
such analysis would be to try to remove the influence
of the tool on the edit action sequences by, for exam-
ple, eliminating patterns that can be traced back to the
user interface and replacing them with more general
edit actions that reflect real user intentions. Another
approach that would allow us to measure the influence
of a specific interface on the editing behavior of users
is the comparison of projects that were developed with
different ontology engineering tools. For future work,
we are specifically interested in analyzing and com-
paring our WebProtégé data to the openly available
change logs of Wikidata. In particular, contrary to our
results, Vrandečić, Denny and Krötzsch [46] show that
in their dataset the most general users constitute the
smallest user group.

Users with the role of Individual Editor exhibit a
preferred way of creating and editing individuals. Un-
like the common repetitive behavior, these users create
named individuals and then edit them until that entity
is complete before creating the next. This explains why
we are not able to separate this cluster into creators and
editors, as we could do with the class-based roles.

We find that, on WebProtégé, most projects build on
a foundation of a single leading editor role with few
supporting editor roles. For example, a project listing
brand names of different types of medications may re-
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quire a large number of named individuals but only
a limited set of classes. This information can be po-
tentially useful for, for example, recommending popu-
lar or optimal user and editor role distributions when
a user defines scope, domain and the basic structure
of a newly created project. Such changes may lead
to increased development efficiency and easier project
management. However, we require additional studies
to elicit factors defining optimal editor roles distribu-
tions in successful projects.

Further, we find that users express a preference to
retain their editor role across multiple projects. This
may be due to the technical and domain knowledge re-
quired to contribute to these projects. A system could
exploit this knowledge to suggest potential contribu-
tors for similar projects.
Editor Role Evolution over Time. The results of our
role evolution experiments suggest that users change
their editor roles as their ontology project matures. The
results in Figure 5 denote a consistent trend from the
Class Creator to the Class Editor role, suggesting that
users first build the hierarchical tree before filling the
classes with information.

The Individual Editor and the Annotation Editor ap-
pear to be robust editor roles over the complete dura-
tion of a project. While this role gains users from other
roles over time, they largely stay within their editor
role or go Inactive. In our data, we have observed a
number of projects whose primary focus seemed to be
a listing of named individuals. Typically, they exhibit a
flat hierarchy (every class as a subclass of owl:Thing)
and classes only having few attributes besides a de-
scriptive label. There, the users first created the few
base classes and then proceeded by adding individuals.

Further, our results show a high fluctuation from and
to the Generalist role. One reason for these transitions
is that some users take on specialized tasks as a project
progresses. In particular during the early stages of a
project, users set up the basic structure and create the
data and object properties whose edit actions belong to
the Generalist role. Inversely, we observe some users
switching from a specialized editor roles to Generalist.
These may be users who are initially unfamiliar with
the interface and expand their work focus as they learn
the full extent of the user interface functionality.

In summary, our results suggest that the user edit-
ing behavior is influenced by multiple factors, such as
the user interface, the data to be encoded, as well as
the scope and scale of the analyzed projects. Further
analyses of editing behavior should try to study these
factors in isolation from each other, for example, by

analyzing the engineering process of ontologies across
multiple different tools and for multiple different pur-
poses.

6. Conclusions

We have conducted a large-scale study to uncover
editor roles in nearly five hundred ontology engineer-
ing projects on WebProtégé. We have extracted editing
sequences and clustered the different users according
to editing patterns. Further, we have compared the dis-
tribution of editors across different projects. Lastly, we
investigated the changes in editing behavior over time.
Key Findings. We presented five distinct editor roles,
each characterizable by their edit actions and edit ac-
tion transitions. Using these editor roles, we inves-
tigated the contributor distribution across individual
projects. Our results suggest a connection between
the information to be encoded and the required editor
roles. Finally, we showed that users may change their
editor roles over time, with a trend away from Class
Creator towards Class Editor and a strong fluctuation
for the Generalist role.

Leveraging this information may provide adminis-
trators with means to further improve their ontology
projects by appointing new team members to a specific
role. Our results can also support tool developers to
lower the barrier to entry, by creating basic interfaces
for every editor role, or creating views to merge com-
mon edit action sequences into a single edit action.
Limitations. The interface of WebProtégé influences
the way users develop ontologies, and in turn, influ-
ences our analysis of editor roles. Hence, the results
we present in this paper may not fully apply to other
tools. The applied methodology, however, is indepen-
dent of this limitation and solely depends on the ability
to extract edit actions from change logs.

Further, we prune a large number of small projects
during our preprocessing steps. Investigating these
projects and users may lead to further insights concern-
ing common workflows or rarely used features, as the
users in these projects may be less familiar with the
editing tool and ontology engineering in general.

Lastly, projects on WebProtégé are not all practi-
cally relevant. In some instances the users wish to learn
how to encode information in the form of an ontol-
ogy, and utilize WebProtégé as a learning tool (e.g.,
in training courses). We remove most of such small-
scale learning projects during preprocessing but we
still keep larger-scale training projects in our dataset.
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We argue, that any larger learning project remaining in
our dataset still contains valid ontologies and valuable
editor role information.
Future Work & Impact. Based on our results, ontol-
ogy editing tools may suggest specialized views that
are adjusted to the needs of specific editor roles. A de-
tailed user study investigating the feasibility of such
specialized user interfaces may not only shed further
light on the user behavior in WebProtégé but could also
lead to improvements of the platform.

Further, in this paper, we have shown that users
changing their editor roles over time is a common be-
havior on WebProtégé. Predicting which users change
their role and towards which one they shift could be
leveraged to not only propose new or improved user
interface views to the user but also to develop ontol-
ogy engineering methodologies that better reflect the
process of real-world ontology engineering projects.

In our work, we have demonstrated the presence of
editor roles in ontology engineering projects on the
Web and described them according to their defining se-
quences of edit actions. With the results we present in
this paper, we provide a foundation for researchers and
tool developers that can be leveraged to better support
the community and streamline existing ontology engi-
neering processes when developing structured knowl-
edge bases.
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